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Abstract
The aim of verification and validation is to ensure the 

quality of a software product. The main fault detection 

techniques used are software inspections and testing. 

Software inspections aim at finding faults in the 

beginning of the software life-cycle and testing in the end. 

It is, however, difficult to know what kind of faults that 

are found, the severity of these, how much time it will take 

to correct them etc. Hence, it is important for a software 

organization to know what faults that can be found in 

inspections and testing, respectively. This paper reports 

on a case study over 2 years in a large project. 

The purpose of the case study is to investigate the 

trade-off between inspections and testing. A measure of 

goodness is introduced, which measures if faults could 

have been found earlier in the process. The measure was 

successfully used to illustrate the effect on when faults are 

found concerning a process change, a project decision, 

and extensions of developed test cases. An increased 

focus on the development of low level design 

specifications before the coding activity, and testing 

improvements in early phases were concluded to be 

important process improvements for the organization. 

The results also concern how much resources that are 

used in the various development phases, from 

requirements development to system verification, and the 

severity of faults that are found in the various phases. The 

results will be used as input to a quality improvement 

program in the company. 
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1. Introduction 
Verification and validation are conducted to ensure that a 

system fulfills a number of quality attributes, for example 

functionality, reliability and user friendliness [1]. The 

process of verification and validation takes a large share 

of the development cost in a software project. 

Verification aims at checking that the system as a whole 

works according to its specifications and validation aims 

at checking that the system behaves according to the 

customers' intentions. The main activities of verification 

and validation are inspections and testing. Software 

testing cannot be conducted until the software product is 

implemented. Since faults need to be found early, 

software inspections are conducted before the product has 

been implemented. 

Both software inspections [2] and software testing [3] 

have been evaluated empirically. There are, however, few 

empirical studies on how inspection and testing should be 

conducted in combination rather than in isolation [4]. For 

a software project, it is not only important to know which 

inspection or test method that is best to use, it is also 

important to know the trade-off between the fault finding 

techniques. There are some experiments addressing the 

issue by comparing code inspections with testing [4], [5], 

[6], [7], and [23]. All these experiments are focused on 

code inspections and compare them to functional and 

structural testing. The results in [4], [5], [6], and [7] are 

summarized in [4]. The results point in the direction that 

several fault finding techniques are needed and the 

research should focus upon how these are combined. An 

attempt to address this issue was performed by Conradi et 

al. [8], who investigate a number of hypotheses of the 

verification and validation process at Ericsson in Norway. 

Their main conclusion is that software inspections are 

cost-effective when comparing to testing in a software 

project. However, they do not address the trade-off issue 

between inspection and testing. 

Hence, there are many research studies that focus on 

either inspections or testing and few on the combination 

of these.  In this paper, we report on a case study of a 

software project with a focus on the verification and 

validation activities. The case study started in the end of 

2000 and ended at the beginning of 2003. The general 

research question addressed in this paper is: 
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• What is the trade-off between inspections and testing 

in a software project, in terms of faults found and 

resources used? 

The case study in this paper evaluates how well the 

verification and validation process works for a software 

organization. In order to compare inspection and testing 

activities, a goodness measure is introduced and several 

interviews have been performed together with data 

collection and observations. The case study was 

performed at Ericsson Microwave Systems AB in 

Sweden. It is concluded that the measure of goodness was 

successfully used to illustrate the effect on when faults 

are found of a process change, a project decision, and 

extensions of developed test cases. Furthermore, the 

faults found in the system were classified according to the 

Orthogonal Defect Classification (ODC) concept [10], in 

order to identify needs of process improvements. Unit 

testing and low-level design were identified as most 

appropriate for process improvements. It is further 

concluded that both inspections and testing are needed in 

order to assure the quality of the product. 

The outline of the paper is as follows. In Section 2, an 

overview of the case study, the software project and the 

method is presented. In Section 3, the results of the case 

study are presented and the main points of the results are 

discussed in Section 4. The conclusion of the paper is 

presented in Section 5. 

2. Method 

2.1. Case Study 
The purpose of the case study is to investigate how many 

faults that are found during the verification and validation 

activities and the resources used. The twofold goal of the 

study is to improve the process of verification and 

validation in the company and to deliver empirical results 

to the research community. Hence, the main part of the 

study is focused on inspections and testing in a large 

software project, and the research questions addressed in 

this study are: 

RQ1: How could the verification and validation process 

be evaluated for a large software project? – This is a 

methodology question of how a case study of the 

verification and validation process can be performed and 

which measures should be used. To quantify this 

question, a goodness measure is introduced to measure 

whether found faults could be found in earlier phases or 

not. 

RQ2: What is the cost-benefit of finding faults in 

different phases? – This is a process question 

investigating the cost ramifications of finding faults in 

certain phases. The question addresses where to focus the 

resources in a software project, and whether inspection 

and testing are beneficial. 

RQ3: What is the efficiency of inspections and testing? 

 – This is a question addressing how efficient the 

verification and validation activities are in the software 

project. 

The data analyses have been made according to the 

triangulation principle [9], i.e. the data collection is based 

on interviews, data collection and on observations of the 

project. The purpose of triangulation is to minimize the 

threats of the study. However, the external threats of a 

single case study are large. The study should be reflected 

in the light of one case study and also as an example of 

how such a study could be performed. The methods in the 

paper are general, but the results from the case study are 

applicable to the company in focus. Several case studies 

are needed in order to draw more general conclusions. A 

discussion of the results is provided in Section 4. 

The data collected in the project are severity of the 

faults, resources used per phase, and faults found per 

phase and per hour. The faults found in the system are 

classified according to the ODC concept [10], in order to 

identify needs of process improvements. In addition, a 

goodness measure is used to measure whether faults could 

be found earlier in the process. The interviews were 

performed in order to clarify the data collection and to get 

the employees’ opinions about the activities performed. 

One of the authors of this paper worked in the project and 

observed the work from development of requirements to 

testing. 

Berling and Runeson performed a baseline study of 

the important characteristics of the verification and 

validation activities [20]. This was based on an earlier 

similar project at the same organization, using the GQM 

approach to determine the important metrics [21], [22]. 

Furthermore, this case study is generally performed 

according to the ideas by Hetzel [18] and Grady [19], but 

with a focus on and an adaptation to the verification and 

validation phases. 

2.2. Organization and product 
The study was performed at Ericsson Microwave Systems 

AB, at a division that develops radar systems. At the 

division there are three organizational parts for software 

development: system design, programming, and system 

integration & verification. The system design engineers 

are responsible for the requirement specifications and 

functional descriptions on the system level. The 

programmers are responsible for requirements 

specifications and functional descriptions on the sub-

system levels. The programmers implement the product, 

perform unit tests, integrate and verify on a sub-system 

level. The testers perform integration and verification at 

system level, which also includes integration and 

verification with other connected systems. 
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Time
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System
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Figure 1 Incremental development for the studied 
project.

The systems are developed in increments. In each 

increment, new functionality is added. The studied project 

was developed in 5 increments (I1-I5), see Figure 1. 

Increment I5 was performed in 3 parts, in which code 

corrections and verifications were performed, similar to 3 

complete increments, but without new functionality. 

These are called I5:1, I5:2, and I5:3, but are not displayed 

in Figure 1 for visibility reasons. System verification was 

only performed in increment I5:2 and I5:3.  

2.3. Document Development and Fault 

Classification
In an ideal development process, the requirements 

specifications are developed according to Figure 1, where 

new functions are specified and inspected before the 

coding starts. This was not the case for the studied 

project. Instead, the system requirements specifications 

were developed with all functionality from the beginning, 

and they where not finalized and inspected for the last 

time until late in the project. However, the inspections on 

requirements specifications (I) and (J) for the system and 

(E) for the sub-system level 1 mainly involved the 

distribution of requirements between the system level and 

the sub-system level 1, see Table 1. The requirements as 

such were defined earlier. 

The programmers used requirements specifications 

from earlier similar projects and oral information when 

they began developing code. The development of 

requirements specifications and functional descriptions in 

the project was performed according to Table 1, which 

shows the time for formal inspections of the documents. 

The documents have also been inspected in less formal 

inspections, such as peer reviews, but these are not 

included in Table 1. 

Table 1 Inspection date of documents for the studied sub-system. 
Doc. Desc. Unit 

Level 

Req. Sub- 

syst. L2 

Desc. Sub-

syst. L2 

Req. Sub-

syst. L1 

Desc. Sub-

Syst. L1 

Req. Syst Desc. Syst. Increment 

Coding

Date

Resp Progr. Progr. Progr. Progr. Progr. Syst. Design Syst. Design Progr.

Dec-00   (K) Doc 1 I3
Jan-01    I3
Feb-01    I3
Mar-01   (F) Doc 1  I3
Apr-01    I3

May-01  (B) Doc 1 (G,H) Doc 2*  I3
Jun-01 (A) Doc 1 (C) Doc 2 (L,M) Doc 1,2 I4
Jul-01    I4

Aug-01    I4
Sep-01    I4
Oct-01    I4
Nov-01   (I) Doc 2  I4
Dec-01    I4
Jan-02    I5:1
Feb-02    I5:1
Mar-02    I5:2
Apr-02   (J) Doc 2  I5:2

May-02  (D) Doc 2 (E) Doc 1  I5:3
Jun-02    I5:3
Jul-02    I5:3

Aug-02    I5:3
Sep-02    
Oct-02    
Nov-02    
Dec-02    

* At two occasions with different persons.

The first column in Table 1 shows the time scale with 

one month per row. Columns 2 to 7 present the date of the 

inspection for the functional descriptions or requirements 

specifications for the various system levels, starting with 
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the lowest level in column 2. Column increment coding

shows for which dates the programmers developed code 

for the increments I3 to I5:3. Row 2 shows the 

responsible roles for the document type. The letters 

within parenthesis are for reference purposes. 

Statistics from the inspections in Table 1 was 

collected from the inspection records. These statistics 

include preparation and meeting time of the inspections. 

The found faults were classified after the inspections by 

one of the researchers, who knows the developed sub-

system well. The classification was made according to a 

fault taxonomy proposed by Schneider et al. [11], and 

Basili and Weiss [12], see Appendix A for a description. 

This classification is well suited for the type of faults that 

were found in these documents. 

The severity of the found faults in the inspection can 

be measured in a number of ways. In this study, we use 

the number of days that it is likely to take for the 

programmers to implement a correction of the fault. This 

measure is used in order to compare the severity of the 

faults found in different phases of the development. There 

are other measures of severity, for example, the company 

standard uses a two-graded scale: “minor” or “big”, 

depending on the cost of not correcting the fault. Conradi 

et al. use “major” or “super major” as the fault 

classification [8]. The “major” faults are faults that might 

cause faults in the end products and “super major” are 

faults that have a major impact on the total cost of the 

project.  

The likelihood that a programmer would implement a 

fault in the code as a consequence of a fault in the 

requirements specification is valuable but difficult to 

estimate, and is not included in the fault classification by 

Schneider et al. [11], and Basili and Weiss [12]. In this 

study, one of the researchers, who also has programmer 

experience, estimated the possibility of the 

implementation of faults in the code, as a consequence 

from found faults in the requirements specifications. 

These estimates were checked by a programmer, who 

works with the studied sub-system, in order to increase 

the confidence in the estimate. The possibility of 

implementing a fault in the code as a consequence from a 

fault in the requirements is highly dependent on the 

programmer’s experience and knowledge of the 

developed product.  

2.4. Code Development, Testing, and Fault 

Classification
The developed product is complex and is divided into 

several levels of sub-systems, see Figure 2.  

This study is focused on one sub-system at level 2, 

sb_l2 in Figure 2. The sb_l2 sub-system was developed 

by a group of approximately five developers on average 

and consisted of approximately 75 kLOC in I5:3. Another 

group of programmers integrated and verified the sub-

system at level 1, sb_l1 in Figure 2, in which the studied 

sb_l2 is included. 

System level

Sub-system level 1

Sub-system level 2
Unit

Sub-system level 2
Unit

Sub-system level 2
Unit

Sub-system level 1

Sub-system level 1
sb_l2

sb_l1

Figure 2 Product structure with system and sub-
system levels. 

During the two first increments basic functionality 

was created with adapted code from earlier similar 

products. In increments I3 to I5:3, sb_l2 was rewritten 

with new code in another programming language. Data 

from these increments are used in the study, see Figure 1. 

The programmers wrote code and performed unit tests 

in the same development phase i.e. these activities are 

mixed. Faults found in the unit tests are therefore 

corrected immediately and they are not reported to the 

problem reporting system. When the development of code 

and the unit tests are finished, the code is frozen to a 

specific version, for configuration management purposes. 

The programmers then perform sub-system verification 

on the frozen version of sb_l2 and report all found faults 

to the problem reporting system. The found faults are 

corrected and verified a second time, with a new frozen 

version. 

The sub-system sb_l2 was integrated with other sub-

systems to sub-system sb_l1 at level 1. The sub-system 

sb_l1 was verified and faults were reported to the 

problem reporting system. A group of approximately two 

to four programmers performed the verification of sb_l1. 

Faults belonging to sb_l2 are used in the analysis, i.e. the 

faults that originate in the other sub-systems in sb_l1, 

which are found in the verification of sb_l1 are not 

included in the analysis. See Figure 2 for the other sub-

systems in sb_l1. 

After verification of sb_l1, this sub-system was 

integrated with other sub-systems at level 1 into a system. 

This system was also integrated with other systems. These 

two activities are performed by an independent test group. 

Faults were reported to the problem reporting system and 

as in verification of sb_l1, faults originating in sb_l2 are 

used in the analysis. In increment I5:2 and I5:3 a 

verification of the system and other connected systems 

was performed. Found faults were reported and are used 

in the analysis according to the previous steps. 
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Statistics from the problem reporting system is used in 

the analysis of the found faults for sub-system sb_l2. 

There are a number of possible classification schemes for 

found faults during testing. The most suitable 

classification scheme depends on the purpose of the study 

and the system. In this study we have focused on faults 

originating from faults in requirements specifications and 

code development. The faults originating from code 

development are classified according to the ODC concept 

[10]. ODC include the 8 types Function, Interface, 

Checking, Assignment, Timing/serialization, 

Build/Package/Merge, Documentation, and Algorithm, 

but only the Interface, Assignment, Timing/Serialization, 

and Algorithm types occurred among the found faults. 

The faults of type Interface correspond to errors involving 

interaction with other components. The faults of type 

Assignment corresponds to errors involving a few lines of 

code. The faults of type Timing/Serialization corresponds 

to errors involving shared and real-time resources. The 

faults of type Algorithm correspond to errors involving 

efficiency or correctness problems that affect the task. 

Assignment errors can according to [10] be associated to 

the coding phase. Interface, Timing/Serialization, and 

Algorithm can be associated with the low-level design 

phase.

The severity of the faults found in the system can also 

be categorized in a number of ways. A fault could, for 

example, lead to a failure of the whole system or cause a 

miscalculation. Which of these cases that is most severe 

depend on the users’ opinions. In this study, the severity 

of a fault is measured in two ways. The first measure is 

whether the fault prevents further testing, and thus leads 

to a re-delivery. Secondly, the severity is measured in the 

number of days it takes to correct the fault, excluding all 

the test phases. The cost of extra testing phases depends 

on in which phase the fault is found. The information of 

how many days it took to correct a fault was collected 

from interviews with the programmers. 

The problem reporting system includes information in 

which testing phase the faults were found. One of the 

analyses performed in this study is when the faults, 

hypothetically, could have been found, i.e. if the faults 

could have been found in an earlier development or test 

phase. This information was collected through interviews 

with the programmers. Furthermore, the researchers and 

the programmers checked and corrected not correctly 

reported faults in the problem reporting system. 

2.5. Time Reporting System 
In order to measure the time used in different phases in 

the project, resource information was collected from a 

time reporting system and from interviews. The 

information in the time reporting system was used as a 

basis and was complemented with interviews with 

designers, programmers, and testers. 

The sub-systems and the system became larger for 

every phase; therefore, the time spent in each phase 

includes more functionality and complexity.  

Interviews were performed with system engineers, 

programmers, and testers in order to investigate other 

factors that might affect the result. The information 

collected during the interviews is used when the results 

are interpreted. 

2.6. Calculation of a Goodness Measure of Found 

Faults
To measure whether the faults were found in the earliest 

possible phase, a measure is introduced, which compares 

when a fault was found with when it hypothetically could 

have been found. For example, if a fault was found in 

system integration, and it was considered that the fault 

could not have been found in an earlier phase, the fault 

was found in the earliest possible phase. On the other 

hand, if it is considered that the found fault could have 

been found in unit test, the fault was not found in the 

earliest possible phase. 

When calculating a measure for “goodness” of finding 

the faults in the earliest possible phases a number of 

alternatives exists. Somers’ calculation of an 

asymmetrical association for ordered variables is one 

alternative, but this index does not yield a good measure 

for all situations in this case. For a complete description 

of Somers’ calculation see [13]. 

In this study, the measure of “goodness”, denoted dg,

fulfils the following characteristics. A desired behavior of 

dg is that when the faults are found in the earliest possible 

phase dg=1. When all faults are found in the last phase, 

but could hypothetically have been found in the first 

phase, the desired value of dg=0. When the faults could 

hypothetically be found in earlier phases than they are, 

the desired value of dg is between 0 and 1. The value is 

dependent on how much earlier the faults could have been 

found.

The following examples show the calculation of dg. In 

Table 2 the rows P1 to P5 correspond to the development 

and test phases in the calculation. P1 could be the 

inspection phase, P2 the unit test phase, P3 the sub-

system level 2 verification phase and so forth. Columns 

HP1 to HP5 correspond to the phase the faults could 

hypothetically have been found. These phases correspond 

to the same phases as the P1 to P5 phases, i.e. if P4 is the 

sub-system level 1 verification, HP4 is also the sub-

system level 1 verification in which the faults could 

hypothetically have been found. If a fault is found in the 

P3 phase, but could have been found in phase HP1, the 

fault is placed in row P3, column HP1. If a fault is found 

in the earliest possible phase, it is placed in one of the 

cells in the diagonal (P1,HP1) to (P5,HP5). The cells to 

the right of the diagonal (P1,HP1) to (P5,HP5) are not 
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used, since the faults cannot be found earlier than they 

hypothetically could have been found. 

In the calculation, P is the number of phases (P=5 in 

this study) and N is the total number of found faults. All 

found faults are placed in the corresponding cells in Table 

2. The total number of faults in one cell is denoted ncol,row.

One formula for the desired behavior of dg is: dg = The 

Sum of all cells in Table 2. 

Table 2 Calculation of dg

Found in 

Phase

Hypothet. 

found in 

Phase

HP1 HP2 HP2 HP4 HP5 

P1 (1/N)(P-1)/(P-1)n1,1     

P2 (1/N)(P-2)/(P-1)n1,2 (1/N)(P-1)/(P-1)n2,2    

P3 (1/N)(P-3)/(P-1) n1,3 (1/N)(P-2)/(P-1)n2,3 (1/N)(P-1)/(P-1)n3,3   

P4 (1/N)(P-4)/(P-1) n1,4 (1/N)(P-3)/(P-1)n2,4 (1/N)(P-2)/(P-1)n3,4 (1/N)(P-1)/(P-1)n4,4

P5 (1/N)(P-5)/(P-1) n1,5 (1/N)(P-4)/(P-1)n2,5 (1/N)(P-3)/(P-1)n3,5 (1/N)(P-2)/(P-1)n4,5 (1/N)(P-1)/(P-1)n5,5

The above formula of dg is used in this study. The 

measure should be interpreted in the following way. If the 

value is 1 or close to 1 the activities in the test phases suit 

their purposes well. If the value is zero or close to zero 

many faults could have been found in earlier phases, i.e. 

the earlier phases might be possible to improve. In 

summary, the measure indicates whether the phases could 

be improved. The matrix may be extended with more 

phases, e.g. the phase after delivery. 

It should be noted that the measure does not estimate 

the overall quality of the product, since the total number 

of faults are not known. However, the measure facilitates 

early process improvement proposals. 

3. Results 
The results of the categorization of found faults belonging 

to sub-system sb_l2 are presented in Table 3. Column 

increment shows from which increment the data are 

collected and column phase presents in which 

development phase the fault was found.  

Column found faults shows the number of found faults 

in the requirements specifications during inspections or in 

the system during testing. The column prev. testing shows 

which faults prevented further testing due to for example 

failure of the system or that a function could not be tested 

until the fault is corrected. These are considered more 

expensive since they require a re-delivery of code which 

involves regression tests at the previous phases. The other 

faults can be corrected in the next increment, since they 

do not prevent any further testing. The columns 

inspection of doc, unit test, sb_l2 ver, sb_l1 ver, and 

system integration present where the faults in column 

found faults could have been found in the best case. The 

shaded cells correspond to the number of faults that 

where found at the best case, i.e. they are unlikely to have 

been found in an earlier phase. The severity of each fault 

is also presented, columns 1, 2-3, and >4 correspond to 

the number of days it took to find and correct a detected 

fault. 

The found faults in the requirements specifications, 

presented in the row inspection of doc, belong to the class 

of faults that are likely to have been implemented in the 

code if they would not have been found. These are a 

fraction of all faults that were found in the inspections. 

All found faults in the inspections are presented in Table 

6. The found faults from the inspections are placed in the 

increment for which the inspection was important. The 

faults found in inspection (A), (B), and (C) in Table 1 are, 

for example, placed in increment I4. The found faults in 

the row unit test are unknown, since the found faults 

during unit tests are not logged in the project. The rows 

unit test, sb_l2 ver, sb_l1 ver, and system integration

correspond to the integration and verification levels 

presented in Figure 2. The total row includes faults from 

the requirements specifications and the found faults in the 

system. The N/A row includes the faults that where 

reported in the problem reporting system for sub-system 

sb_l2, but were excluded. The reasons for excluding these 

were the following: 

• The fault was not a fault, i.e. wrongly reported 

• The fault was originating from another sub-system 

• The fault was originating from another sub-system, 

but a change in this sub-system solved the faulty 

behavior 

• The fault was a consequence of another fault 

• The faulty behavior of the system can not be repeated 

• The fault was not affecting system behavior and will 

not be corrected 

• The fault should be assigned to a simulator 

Table 3 Found faults in different phases and where they hypothetically could have been found 
Incre

ment 

Phase Found 

faults

Prev.

testin

g

Inspection of 

doc

Unit test Sb_l2 ver Sb_l1 ver System 

integration

  1 2-3 >4 1 2-3 >4 1 2-3 >4 1 2-3 >4 1 2-3 >4 
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Inspection of Doc 9  5 4

Unit test Unknown  

Sb_l2 ver 3    1 1 1

Sb_l1 ver 2    1 1

System integration 6    3 3

Total 20  5  4 5 4 1 1   

I3

N/A 6     

Inspection of Doc 21  10 11

Unit test Unknown  

Sb_l2 ver 1 1   1

Sb_l1 ver 1  1  

System integration 1  1  

Total 24 1 12  11 1   

I4

N/A 4     

Inspection of Doc 6  3 3

Unit test Unknown  

Sb_l2 ver 9    7 1 1

Sb_l1 ver 3  11  1 1

System integration 3 2   1 2

Total 21 2 4  3 8 2 2 2   

I5:1

N/A 0     

Inspection of Doc 0  

Unit test Unknown  

Sb_l2 ver 0    

Sb_l1 ver 1    1

System integration 6 4   1 1 1 2 1

System Verification 0      

Total 7 4   2 1 1 2 1  

I5:2

N/A 5     

Inspection of Doc 9  7 2

Unit test Unknown  

Sb_l2 ver 7  22  1 3 1

Sb_l1 ver 5    2 1 2

System integration 8  1 13 1 1 3 1

System Verification 0      

Total 29  10 1 2 2 4 1 2 1 2 3 1 

I5:3

N/A 4     

1 1 fault in requirement specification but correct in code! 
2 1 fault in requirement specification but correct in code!, 1 fault in requirement specification, found in sub-system l1, 1 day to correct fault in code. 
3 1 fault in requirement specification but correct in code! 

The goodness measure dg indicates in which phases 

the faults are found and when they could have been 

found. For the increments in Table 3, the calculation of 

the goodness measure dg is performed according to 

Section 2.6. If the found faults are found in the 

hypothetically earliest phase in which they could have 

been found dg equals 1. This means that all the found 

faults are included in the shaded cells in Table 3. The 

distribution of found faults yields the value of dg for 

increments I3 to I5:3 according to Figure 2 (a). Figure 2 

(b) shows the average test coverage of the requirements 

for the increments. Detailed test coverage for the phases 

in the increments are presented in Table 4. 

The main reasons of the value of dg for the increments 

are listed below. In order to analyze the reasons for the 

fluctuations, the data in Tables 3, 4, and 5 are used 

together with interviews and observations. 

I3: Almost half of the faults were found in the inspection 

phase, which yields a positive contribution on dg from 

these faults. Most found faults during the test phases 

could have been found earlier, which yields a negative 

contribution from these faults. 

Increment I3 was the first increment using a new 

programming language. The test cases in unit test, Sb_l2 

verification, and Sb_l1 verification were rather new, 

while the system integration activities had been 

performed a number of times before. System integration 

resources used were relatively large and Sb_l1 

verification resources used were relatively small in this 

increment compared with the other increments. These 

facts are considered to be the main reasons for the 

characteristic of I3 that most of the faults found in the test 

phases could have been found in earlier phases. 
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Figure 2 (a) Goodness measure dg and (b) average test 
coverage of the requirements for the increments I3 to 
I5:3

Table 4 Test coverage of the requirements for the 
phases in the increments 

I3 I4 I5:1 I5:2 I5:3

Inspection of Doc 0.8 0.8 0.8 0.8 0.8

Unit test 0.5 0.6 0.6 0.7 0.8

sb_l2 ver 0.4 0.4 0.4 0 0.6

sb_l1 ver 0.5 0.6 0.6 0.7 1

System Integration 0.8 0.2 0.8 0.9 0.9

Average 0.7 0.6 0.72 0.68 0.86

I4: Most of the faults were found during the inspection 

phase, which yields a positive contribution from these 

faults. Of the 3 found faults during the test phases, 2 of 

them could have been found in a much earlier phase. 

These faults contribute little to dg.

Increment I4 was performed with a new team in Sb_l1 

verification. More resources were used in Sb_l1 

verification than before. The resources used in inspections 

of documents were relatively large and the resources used 

for system integration were relatively small. These facts 

are considered to be the main reasons for the 

characteristic of I3 that many faults were found in the 

inspections, even though 2 were found in later phases, 

and that very few faults were found in the test phases in 

I4.

I5:1: Most faults were found during the test phases. 9 of 

20 faults were found in the earliest possible phase in total. 

These 9 faults contribute mostly to dg.

The resources used in the coding phase were relatively 

small in this increment compared with the other 

increments. Most faults found in the test phases were 

found in the Sb_l2 verification, but many of these could 

hypothetically have been found in the unit tests. One 

characteristic of I5:1 is that most faults were found in the 

early test phases. The reason for this is probably that the 

extension and maturation of the test cases used in these 

phases detects more faults. 

I5:2: Few faults were found and all of them in Sb_l1 

verification or system integration. Most of these faults 

could have been found earlier. This yields a small value 

of dg.

The resources used in the coding phase were very 

small in this increment compared with the other 

increments. The Sb_l2 verification was not performed in 

this increment, due to a project decision. The resources 

used for Sb_l1 verification were less than the 2 previous 

increments. These facts are considered to be the main 

reasons for the characteristic of I5:2 that most faults were 

found in the system integration phase, and most of these 

could have been found in earlier phases. 

I5:3: Many of the found faults were found in the earliest 

possible phase, contributing to a high value of dg.

The resources used in the coding phase for I5:3 were 

larger than for I5:1 and I5:2. The found faults were 

relatively even distributed between the inspection and test 

phases. The characteristic of I5:3, that many of the faults 

were found in the earliest possible phase is probably due 

to the extension and maturation of the test cases used in 

Sb_l2 and Sb_l1 verification, and that the test cases have 

a higher test coverage and are adapted to the critical areas 

of the system. 

Table 5 shows the resources used in the different 

development and testing phases as well as the number of 

faults found per time unit and the number of faults found 

compared with the number of faults that could 

hypothetically have been found. The increment, phase,

and person-hours describe the resources used for the 

phases in the increments. 

The activities and source of information column 

describes the activities that are included in the phases and 

from where the information is collected. The resources 

used for a number of these activities are also specified in 

more detail in this column. 

The column faults/100 h shows the number of faults 

that was found in the phases per 100 hours. This figure is 

not known for the unit test activity in the row coding,

since the faults were not logged the unit test phase. The 

results from this column are used to indicate the 

possibility of finding a fault per time unit. The figure is 
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highly dependent on the number of faults that are present. 

The faults found per time unit is much lower in the Sb_l1 

verification and system integration phases. One reason for 

this is that faults found in other sub-systems are included 

in these phases, but not in this study. 

The column found F/Hyp. F presents the number of 

found faults in a phase compared with the number of 

faults that could hypothetically have been found in that 

phase. Since the faults found during the unit test activity 

in the coding rows are not known, they are denoted x. The 

results from this column can be used to identify phases 

that are appropriate for process improvements. The faults 

found in the unit tests are not known, but the results 

indicate that this phase is appropriate for improvements. 

System verification was performed in increment I5:2 

and I5:3, but no faults were found in these phases. The 

average figures for the increments are presented in the 

last section of Table 5. 

Table 5 Resources used in the different phases 
Incre

ment 

Phase Person

hours

Activities and source of information Faults/

100 h 

Found F/ 

Hyp. F 

Inspection 52 Dev. 290, inspection prep. 31, inspection meeting 21, inspection record, interview 17.3 9/9 

Coding 2200 Design, documentation, coding, unit testing, time logging system, interview Unknown x/x+9

Sb_l2 verification 48 Documentation 40, testing 8, interview 6.3 1/1 

Sb_l1 verification 35 Documentation 15, testing 20, interview 5.7 1/1 

I3

System integration 2900 Documentation 1800, testing 1100, time logging system 0.2 0/0 

Inspection 121 Dev. 675, inspection prep. 70, inspection meeting 51, inspection record, interview 17.4 21/23 

Coding 2100 Design, documentation, coding, unit testing, time logging system, interview Unknown x/x

Sb_l2 verification 48 Documentation 40, testing 8, interview 2.1 1/1 

Sb_l1 verification 495 Documentation 335, testing 160, interview 0.2 0/0 

I4

System integration 1000 Documentation 750, testing 250, time logging system, interview 0.1 0/0 

Inspection 74 Dev. 75, inspection prep. 46, inspection meeting 28, inspection record, interview 8.1 6/7 

Coding 700 Design, documentation, coding, unit testing, time logging system, interview Unknown x/x+10

Sb_l2 verification 48 Documentation 40, testing 8, interview 18.8 1/2 

Sb_l1 verification 460 Documentation 300, testing 160, interview 0.7 0/0 

I5:1

System integration 2000 Documentation 500, testing 1500, time logging system, interview 0.2 2/2 

Inspection 0 inspection record, interview N/A 0/0 

Coding 200 Design, documentation, coding, unit testing, time logging system, interview Unknown x/x+3

Sb_l2 verification 10 Documentation only, interview 0.0 0/1 

Sb_l1 verification 370 Documentation 300, testing 70, interview 0.3 0/2 

System integration 700 Documentation 525, testing 175, time logging system, interview 0.9 1/1 

I5:2

System verification 1180 Documentation 1100, testing 80, time logging system, interview 0.0 0/0 

Inspection 108 Dev. 430, inspection prep. 60, inspection meeting 48, inspection record, interview 8.3 9/13 

Coding 1400 Design, documentation, coding, unit testing, time logging system, interview Unknown x/x +2 

Sb_l2 verification 48 Documentation 40, testing 8, interview 14.6 4/5 

Sb_l1 verification 460 Documentation 300, testing 160, interview 1.1 5/5 

System integration 700 Documentation 525, testing 175, time logging system, interview 1.1 4/4 

I5:3

System verification 1260 Documentation 1100, testing 160, time logging system, interview 0.0 0/0 

Inspection 71 Dev. 294, inspection prep. 41, inspection meeting 30, inspection record, interview 12.7 9.0/10.4 

Coding 1320 Design, documentation, coding, unit testing, time logging system, interview Unknown x/x+4.8

Sb_l2 verification 40 Documentation 34, testing 6, interview 10.0 1.4/2 

Sb_l1 verification 364 Documentation 250, testing 114, interview 0.7 1.2/1.6 

System integration 1460 Documentation 820, testing 640, time logging system, interview 0.3 1.4/1.4 

Aver

age

System verification 1220 Documentation 1100, testing 120, time logging system, interview 0.0 0/0 

Table 6 presents the classifications of the faults found 

in inspections shown in Table 1. The columns O1 to C4 

shows the number of faults according to the classification 

used, see Appendix A. The column A shows the faults of 

an administrative type, such as heading levels, formatting, 

or other faults related to the document. The column To co

shows the number of faults that are likely to propagate 

into the code. These are a fraction of the number of faults 

in the columns O1 to C4. In total, 45 of 244 faults are 

considered likely to propagate into the code, if they would 

not have been found during the inspections. 

Table 6 Classification of Faults found in documents 
O1 O2 O3 O4 C1 C2 C3 C4 A To co

57 4 1 0 139 3 19 21 169 45

Table 7 presents the type of faults that were found 

during the system test phases. The faults are classified 

according to the ODC concept [10]. The classification 

according to ODC indicate a process improvement need 

in the low level design activities, 33 of 49 faults are 

associated to these activities. 

Table 7 Classification of faults found in test phases 
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  Interface Assignm.t Tim./Ser. Algorithm

Incr Phase Incor Mis Incor Mis Incor Mis Incor Mis

sb_l2 ver 0 0 2 0 1 0 0 1

sb_l1 ver 0 0 0 0 0 0 1 0

I3

Syst. Int. 0 1 1 1 0 0 2 1

sb_l2 ver 0 0 0 0 1 0 0 0

sb_l1 ver 0 0 0 0 0 0 0 0

I4

Syst. Int. 0 0 0 0 0 0 0 0

sb_l2 ver 1 0 2 0 0 0 6 0

sb_l1 ver 1 0 1 0 0 0 0 0

I5:1

Syst. Int. 2 0 0 0 0 0 1 0

sb_l2 ver 0 0 0 0 0 0 0 0

sb_l1 ver 0 0 1 0 0 0 0 0

I5:2

Syst. Int. 3 0 2 0 1 0 0 0

sb_l2 ver 1 0 0 1 0 0 1 2

sb_l1 ver 1 0 2 0 2 0 0 0

I5:3

Syst. Int. 3 0 3 0 0 0 0 0

 Total 12 1 14 2 5 0 11 4

4. Discussions 

4.1. Measure of “goodness” in Finding Faults as 

Early as Possible 
The purpose of the measure of “goodness” is to evaluate 

whether the faults in a project are found as early as 

possible. This is a measure of the quality of the 

verification and validation process. The measure can be 

used for various reasons, for example, to verify that a 

process change affecting the testing activities yields the 

expected result or to measure that the testing methods in 

the phases are appropriate. 

In this study, the measure is used to establish a 

baseline for process improvement work at the company 

and to measure the effect of a process change. The 

baseline is established by measuring the “goodness” in 

detecting faults in a real project in several increments. By 

analyzing the causes for the fluctuations of the data in 

Figure 2, the effect of a process change, the effect of 

project decisions and the effect of extensions and 

modifications of the developed test cases on when faults 

are found can be presented in a consistent way to project 

managers and members. 

4.2. Cost of Finding and Correcting Faults in 

Different Phases 
The cost of finding and repairing a fault is generally 

considered to be higher the later it is found [14]. The 

main reason for this is that the resources used to verify 

the correction are more extensive in each coming phase, 

due to an increased complexity in each integration phase. 

This general view is also valid in this case study. It is 

important, though, to ensure that the faults have been 

assigned to the appropriate phase. 

Suppose, for example, that sub-system verification is 

performed in a project, but the testers performing system 

verification, which might be the next phase, would like to 

receive the sub-system before the sub-system verification 

is complete in order to learn the system or for the purpose 

of facilitating the development of test cases. If faults are 

found by the system testers during the development of test 

cases they should not be assigned to the system test phase, 

but to the sub-system verification phase, since the real 

delivery to the system verification phase has not yet been 

performed. It is hence important to ensure that the faults 

have been assigned to the appropriate phase regardless of 

the role or activity of the person finding the fault. In the 

above example the faults found during system test case 

creation could be corrected before the delivery to system 

test, even though the system test engineers reported the 

faults. 

In an incremental development process one of the 

benefits is that faults that do not prevent further testing 

can be corrected in the next increment. The extra cost of 

finding and correcting the fault in a late phase can also in 

this situation be considered small, if regression tests 

covering the correction are performed anyway in the next 

increment. 

Faults that prevent further testing and analyses of 

already performed test cases, and thereby lead to re-

deliveries of code and additional testing can be 

considered more expensive than other faults. In this study 

7 of 49 faults belonged to this category, see Table 3. Four 

of them belonged to I5:2, where Sb_l2 verification was 

not performed. They were found in system integration, 

and three of them could hypothetically have been found 

in Sb_l2 verification or earlier. 

Assume the cost is 20 person-hours per fault to correct 

these faults due to the need of regression tests in earlier 

phases in the correction procedure. The cost of finding 

and correcting these four faults in a later phase is than 

approximately 80 person-hours. Performing Sb_l2 

verification costs 48 person-hours. Considering these 

facts the project decision of not performing Sb_l2 

verification in increment I5:2 involved a higher cost than 

was saved. 

4.3. Resources Used and Faults Found in Phases 
The amount of resources used in the phases and the faults 

found can be analyzed with the results from Table 5. The 

true efficiency of the inspections and testing phases 

cannot be analyzed, since the total number of faults are 

not known. The requirements specifications were 

relatively mature in our study, since they were created 

from similar specifications from previous projects. 

However, 7 faults were found in testing that could 

hypothetically have been found in inspections, and 45 

faults found in the inspections were considered likely to 

have been implemented in the code, i.e. 14% of the 

important faults were not discovered during the 

inspections. 3 of the 7 faults had been correctly 
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implemented, indicating a good domain knowledge of the 

programmers. 

The programmers estimated they spent about the same 

amount of time on unit test as on coding The number of 

faults found in the unit tests is not known due to reasons 

mentioned before, but the results of the goodness measure 

data indicate that further faults could be detected during 

this phase. However, the unit test activity must be further 

evaluated in order to determine the appropriate 

improvements. 

The resources used in Sb_l2 verification were 

relatively small compared to the other phases. The 

goodness measure indicates also for this phase that more 

faults could be detected. Also the Sb_l2 verification must 

be further evaluated to determine the appropriate 

improvements. 

The number of faults found in Sb_l1 verification 

increased in increment I5:3. A process change was 

performed for the Sb_l1 verification in increment I4, 

where a new team of programmers was assigned the task 

of verifying Sb_l1. A result of the process change was an 

increased use of resources in increment I4 and onwards. 

The number of detected faults for this phase did not 

increase drastically after the change. The programmers 

expressed that their test cases were further improved and 

extended for each increment and that they gained 

experienced in each increment, in respect to where to look 

for faults. The goodness measure data and the information 

from the programmers indicate the effect of the process 

change involved an increased use of resources when the 

process change was implemented. However, a drastic 

increase in the ability of finding faults is not occurring 

directly, but in smaller steps for each increment. 

The number of faults found in relation to the resources 

used is less in Sb_l1 verification and in system integration 

than in inspections and in Sb_l2 verification. The main 

reason for this is that faults belonging to other sub-

systems than Sb_l2 are not included in the study. The 

system integration phase also includes integration with 

other systems. 

4.4. Benefits of Inspections 
The main benefits of inspections are that faults are found 

early and that the participants learn the system [2], [16], 

[17]. The benefits of inspections are, however, dependent 

on the project situation. The typical situation in this case 

study is that the programmers knew the expected behavior 

of the system, since the requirements of the system are 

similar to previous systems, i.e. the domain is well 

known. The distribution of the requirements to different 

sub-system levels was the main cause for the system 

requirements documents to be finalized at a late stage. 

This was not critical for the programmers. They started 

coding before the requirements specifications were 

finalized by using requirements specifications from 

previous projects and by oral information of the design 

engineers. This means that in this project the development 

of requirements specifications mostly involved the 

distribution of requirements to the correct system level. 

The inspections of these documents were mostly to assure 

that the distribution of requirements was correct. The 

learning part of the inspections was not essential, since 

most of the requirements were already known by the 

programmers. 

Relatively few faults were found in total in the Sb_l2 

sub-system considering its size, and 3 faults found during 

verification of the system were actually faults in 

requirements specifications, but had been correctly 

implemented in the code. These facts indicate that the 

programmers’ knowledge of the system is an important 

factor for the number of injected faults in the system. 

The low level design specifications, which define how 

the sub-system should be implemented, were not 

thoroughly developed before the development of code, 

i.e. there was a tendency to prioritize the development of 

code instead of defining the design completely before the 

development of code. This fact is reflected in the 

relatively large number of found faults of type interface, 

Timing/Serialization, and Algorithm. An increased focus 

on the development of low level design specifications 

before the coding activity is thus considered to be an 

important process improvement. 

In increment I6, the design specifications have been 

more emphasized and preliminary results of the testing 

phases indicate that the numbers of faults are low. 

5. Conclusions 
This paper reports on a case study of the verification and 

validation process at Ericsson Microwave Systems AB. 

The twofold purpose is to establish a baseline for process 

improvement and to empirically evaluate the inspection 

and testing activities at the organization. Since the study 

was performed at one software organization, the external 

validity is small. However, the methodological results 

from the case study are general. If there are more 

conducted case studies using the goodness measure and 

the ODC classification the results could be compared and 

generalized to a broader population of software 

organizations. 

The research addresses the methodological question of 

how a case study can be performed in order to investigate 

the verification and validation process. The paper uses a 

goodness measure to evaluate whether the faults found 

could be found in an earlier phase or not. The measure 

was successfully used to illustrate the effect of a process 

change, the effect of a project decision, and the effect of 

extensions and modifications of developed test cases 

when faults are found. In addition, found faults were 
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classified according to an orthogonal defect classification. 

The goodness measure together with ODC identifies 

which phases are in most need of improvements. The 

analysis of these measures show that unit test and low-

level design are appropriate for process improvement. 

This fact was validated by interviews with the 

programmers and observations of the project. 

The cost-benefit of inspection and testing were 

investigated. By measuring the severity of faults by the 

faults that cause re-deliveries the risk of skipping test 

activities can be estimated for future projects. The case 

study shows that there is little overlap between the faults 

found in inspections and testing. It is estimated that only 

17% of the faults found in the inspections would 

propagate into the testing phase if they were not detected. 

14% of the important faults in the documents were not 

found in the inspections, but in test. Thus, both 

inspections and testing are needed in order to assure the 

quality of the product. This confirms the results in the 

experiment conducted by Laitenberger [4]. 

However, the efficiency could be increased by 

improving low-level design, unit test and introducing 

reading techniques, which should focus on the faults not 

found in inspections. 

The case study is used to establish a baseline in the 

organization, and the data collected will be used in a 

simulation study. Hence, future research is planned to 

include a follow-up study after the verification and 

validation activities have been improved. The simulation 

will further help the organization in their process 

improvement activities as well as provide the research 

community with more insight of how inspections and 

testing are best combined in a software organization. 

The collected data and the experiences gained from 

the study could also be used to create a fault prediction 

model [15]. The purpose with such a study is to estimate 

the number of faults that remain after delivery to the 

customer. 
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Appendix A 

Fault classification taxonomy [11, 12]. 

Omission

• Missing Functionality: Information describing the 

desired internal operational behavior of the system 

has been omitted from the requirements specification. 

• Missing Performance: Information describing the 

desired performance specifications has either been 

omitted or described in a way that is unacceptable for 

acceptance testing. 

• Missing Interface: Information describing how the 

proposed system will interface and communicate 

with objects outside the scope of the system has been 

omitted from the requirements specification. 

• Missing Environment: Information describing the 

required hardware, software, database, or personnel 

environment in which the system will run has been 

omitted from the requirements specification. 

Commission

• Ambiguous Information: An important term, phrase, 

or sentence essential to the understanding of system 

behavior has either been left undefined or defined in 

a way that can cause confusion and 

misunderstanding. 

• Inconsistent Information: Two sentences contained in 

the requirements specification directly contradict 

each other or express actions that cannot both be 

correct or cannot be carried out. 

• Incorrect Fact: Some sentence contained in the 

requirements specification asserts a fact that cannot 

be true under the conditions specified in the 

requirements specification. 

• Wrong Section: Essential information is misplaced 

within the requirements specification. 
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