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SUMMARY/ABSTRACT 
The concepts of safety and security have a lot in common, but nevertheless two faculties have developed with a 

certain degree of rivalry between them. Security people maintain that the safety people are just a gang of old men 
who are unwilling to learn something new, the safety people retaliate that the security people are youngsters who 
haven't realized that they're re-inventing the wheel! Certainly there is a communication problem between the two 
groups: each has developed its own vocabulary for similar – or even identical – concepts, which at least produces 
confusion. In this paper, some of the common properties and differences between terms and techniques in the two 
communities are discussed with the aim of reconciling potential conflicts and exploring potential for cooperation, 
convergence and mutual benefits. We concentrate on the context of information technology, i.e. safety related 
software and information security. 

The underlying concepts of safety and security are indeed not identical, they're complementary. In both cases 
we have a "system" in an environment. The system might be able to have an undesirable effect on its environment, 
but the environment can equally well have an undesirable effect on the system. The inability of the system to affect 
its environment in an undesirable way is usually called safety; the inability of the environment to affect the system 
in an undesirable way is usually called security. Depending on the type of system, its environment and the types of 
undesirable effects one can have on the other we get a multitude of definitions for safety and security. 

While safety related software aims at protecting life, health and the natural environment from any damage the 
system may cause, within information security the main goal is to protect the confidentiality, integrity and 
availability of information in the system,. Safety focuses on unintentional events, while security also focuses on 
threats coming from outside the system, often caused by malicious parties. These differences result in different 
foundations for prioritizing solutions. A closer cooperation between safety and security experts will cover both 
unintentional and intentional events. When analyzing the risks for an IT-system one should focus on the whole 
picture – including both safety and security, not just one or the other. By doing so one obtains a complete overview 
of potential threats/hazards towards a system. 

The techniques used in software safety have been around for quite some time and are well established and 
tested. Some of these techniques may be useful also for security people who may thus benefit from the experiences 
of the safety community. On the other hand, there are also security techniques that will become significant for the 
safety community. For example, in the near future we will see more use of open communication networks for remote 
control of industrial and transportation applications. When vitally important commands are transmitted through such 
open networks, security techniques such as encryption and access control will become indispensable for safety. 
Security techniques will have to become an integral part of safety thinking. 

Software safety and information security are not separate issues. Information security breaches can compromise 
the ability of software to function safely, or they can enable misuse of safe software in an unsafe way. Safety 
breaches can make information security impossible. As such, both sides stand to benefit from closer cooperation. To 
enable cooperation one needs to reach an agreement on which terms to use and how to interpret them, and also on 
what techniques to use. Although the safety field has a longer track record, to be able to cover both aspects one 
needs to adopt techniques from both fields – or possibly merge existing techniques or create new ones. 
1 Copyright © 2006 by ASME 



INTRODUCTION 
The concepts of safety and security have a lot in common, but nevertheless two faculties have developed with a 

certain degree of rivalry between them. Security people maintain that the safety people are just a gang of old men 
who are unwilling to learn something new, the safety people retaliate that the security people are youngsters who 
haven't realized that they're re-inventing the wheel! 

Certainly there is a communication problem between the two groups: each has developed its own vocabulary for 
similar – or even identical – concepts, which at least produces confusion. In this paper, some of the common 
properties and differences between terms and techniques in the two communities are discussed with the aim of 
reconciling potential conflicts and exploring potential for cooperation, convergence and mutual benefits. In the 
following, we concentrate on the context of information technology, i.e. safety related software and information 
security. 

In his book "Definitions for Hardware/Software Reliability Engineers" [1], Meine van der Meulen has collected 
four different definitions of "safety" from seven different sources. For "security" he has six different definitions from 
six different sources. The book was first published ten years ago, but many of the sources are standards that still 
apply today. A more modern source – the Internet – also lists far more definitions for security than for safety. So 
there is evidently a greater consensus on the meaning of the word safety than on the meaning of the word security. 
However, a glance at those definitions reveals a considerable overlap, and very often the terms are considered to 
even be synonymous. 

Things get more complicated when you leave the English language and look at the terms used in other 
languages. The Germanic languages have the same word for both safety and security and a certain degree of 
difficulty in expressing the alleged differences: they usually use the English words to indicate which one they mean. 
Also the Romanic languages tend to have the same problem (with the same solution). Even the Chinese appear to 
use a single expression for both: 安全 [2]! 

The underlying concepts of safety and security are indeed not identical, they're complementary. In both cases 
we have a "system" in an environment. The system might be able to have an undesirable effect on its environment, 
but the environment can equally well have an undesirable effect on the system. The inability of the system to affect 
its environment in an undesirable way is usually called safety; the inability of the environment to affect the system 
in an undesirable way is usually called security. Depending on the type of system, its environment and the types of 
undesirable effects one can have on the other we get a multitude of definitions for safety and security. 

Information security aims at protecting certain attributes of information, such as confidentiality, integrity and 
availability. Since IT-systems are involved in most information handling, protection of the IT-system is also 
important. For the purposes of this paper we use the following definitions: Confidentiality means that the 
information is accessible only to those authorized to have access. Integrity means that no unauthorized modification 
can be made to the information or the system that handles the information. Availability means that information shall 
be available to authorized users when needed. Often non-repudiation is also mentioned in addition to these three 
attributes. Non-repudiation means creating evidence so that you cannot at a later point in time falsely deny actions 
made to the information, e.g. that you wrote or sent the information. 

Safety related software has a different target: software itself does not do any harm, but a system that is 
controlled by software can potentially endanger life, health or the natural environment. In both cases (security and 
safety), undesired events can ultimately have commercial or at least financial side-effects, so that protecting assets is 
a common secondary target. But it is important to remember that the attributes that are being protected are not 
synonymous with the concepts of security or safety. They will, however, influence the choice of methods and 
techniques. 

TERMS 
The various views on safety and security result in different terms being used for similar concepts or even the 

same term being used with slightly differing meanings. Achieving at least a mutual understanding is the first step 
towards resolving apparent conflicts. Some of the more important examples are presented below. Other terms are 
more specific to the side being considered, but here too similarities can be demonstrated. 

Hazard vs. Threat 
As with all terms in both the safety and security worlds, there are several definitions of the term "hazard", but 

the concept is pretty much the same. A hazard is a situation or event that can result in undesirable effects for health, 
life or assets (i.e. the environment). Depending on how likely it is that the hazard will occur, an associated risk can 
be defined. The concept of risk includes the severity of the undesirable effects, i.e. just how undesirable they really 
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are. Normally, safety measures concentrate on reducing risks, which means either reducing the severity of the 
consequences, reducing the likelihood of the hazard occurring, or both. 

A threat is a very similar concept from the security domain where the undesirable consequences will affect the 
information in the system under consideration. Threats can be caused by coincidental events, which means that their 
probability is less than 100%, or they can be caused by intentional acts, which effectively means a probability of 
100%. Now making such intentional acts impossible, or at least difficult to perform, does not reduce the probability 
of somebody trying, but it does reduce the probability of them succeeding. So there will be threat mitigation 
activities that aim at reducing the probability of the threat just as much as at reducing the consequences. 

Failure vs. Incident 
From the safety point of view, we have measures that are intended to prevent the system from doing any harm to 

its environment. These “safety measures” are usually implemented by technological means, design properties and 
administrative routines. A failure is when one of these safety measures does not function correctly. For technological 
measures, the probability of failure can be calculated based on known properties of the technology: reliability data 
that has been collected in the field or theoretical estimates based on experience. For design properties (e.g. thick 
walls in a nuclear power plant) it is normally assumed that they are static, i.e. that they cannot fail! This assumption 
is based on the fact that design properties are consequences of the laws of nature, and nobody breaks those laws. 
Administrative measures tend to be regarded as almost as infallible as design properties. If the routines are “right”, 
they will always work. This of course assumes that they are always followed, so there is in fact a certain failure rate 
for administrative routines. However, administrative routines are usually a very subordinate measure, so safety relies 
most heavily on technological and design properties. 

Failures of a safety related system will result in events with undesired consequences, but this will not 
necessarily mean loss of life, health or permanent damage to the environment. In most cases, there will be certain 
legally permitted scenarios, such as limited emission of radioactivity, that are undesirable, but will be survived. In 
cases where the consequences are within such legally allowed limits, it is customary to talk of an incident. If the 
consequences are outside the legally allowed limits, it is termed an accident. This is, however, primarily a legal 
difference, and safety systems will be expected to prevent both incidents and accidents. 

From the security point of view, measures are intended to prevent a system and the information in this system, 
from being harmed by its environment. An incident is an occurrence that first of all causes damage to the system 
itself. Depending on what kind of system it is, and what kind of information it contains, further consequences can of 
course be damage to something outside the system as well. One can distinguish between an event and an incident. 
An event is a situation that may be security relevant, i.e. an occurrence of a system, service or network state that 
indicates a possible breach of information security policy or failure of safeguards. An incident, on the other hand, is 
indicated by a single or a series of unwanted or unexpected information security events that have a significant 
probability of compromising business operations and threatening information security ([8]). 

With security, it is no use trying to protect one’s systems from events, because they will occur no matter which 
measures are implemented. That is because an event may be indicated by legitimate and intended actions just as well 
as unintended actions. Examples are changes in configuration settings, adding or removal of one or more network 
components, new users added, changed passwords and so on, actions which may be performed regularly by an 
administrator. If these kinds of actions are unintended and/or performed by unauthorized users, they will be 
classified as incidents. In the cases where they are intended, they will still occur as events. 

SIL vs. EAL 
The concept of Safety Integrity Levels (SIL) has been used for well over a decade, and more recently the 

concept of Evaluation Assurance Levels (EAL) has been introduced for security. The concepts are similar, but not 
fully equivalent. 

Def Stan 00-55 [4] introduced the concept of Safety Integrity Levels (SILs) in 1991, and IEC 61508 [3] adopted 
the concept, albeit with a somewhat modified definition. Most of the safety related standards that are derived from 
IEC 61508 have subsequently also adopted the concept. 

SILs are defined in terms of failure rates, and there is a widespread misconception that this means the failure 
rates of the equipment that is achieving safety. This is usually wrong: SILs depend on the failure rates of a function, 
not of a piece of equipment that is part of the implementation of that function. In order to understand this, it is 
necessary to understand the concept of safety integrity. (A more detailed discussion can be found in [5].) 

Safety systems can themselves be software systems, so we have to reckon with some of the implementation 
measures for a given function failing to work. This may not necessarily result in total loss of the safety function, 
because the loss of one implementation measure may be compensated by another. For example, the hand brake of a 
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car can at least partially compensate a loss of the hydraulic brakes. In other words, a safety function can continue to 
be effective (possibly more weakly) in spite of partial loss of its implementation. This ability of a safety function to 
continue to be effective in spite of partial loss of its implementation measures is Safety Integrity. 

From the above we can see that there can be different levels of safety integrity, depending on how many 
measures we have, how effective they are, how vulnerable they are etc. For safety functions that are used to mitigate 
high risks, we demand a higher level of safety integrity than for safety functions that are tackling low risks. Here, 
risk is usually expressed in terms of hazard rates, which results in SILs being associated with tolerable hazard rates, 
and the most widespread classification uses four levels of safety integrity from SIL 1 (lowest) to SIL 4 (highest). 
(For completeness, SIL 0 is used for functions with no safety relevance.) The higher the SIL is, the lower the 
corresponding tolerable hazard rate. 

The term Evaluation Assurance Level (EAL) is defined in the Common Criteria [6]. The Common Criteria (CC) 
is a standard for certification of security in IT-systems and products. The CC consists of two main parts:  

• Security functional requirements: This part of the CC is a listing of security functional requirements 
that may be implemented in a product or system. The developer selects from this list which 
requirements a system should adhere to. The security functional requirements are structured in a 
hierarchy that defines general classes which contain families of requirements and the families consist 
of specific requirement components. 

• Security assurance requirements: This part of the CC defines the EALs and which assurance 
requirements that have to be fulfilled for a product to be certified at a specific level (EAL).  

The CC defines 7 different EALs (1-7) and each EAL corresponds to a level of trust (1=low – 7=high). Each 
EAL requires a set of security functions (from CC part 2) and the EAL level expresses to what extent the 
implementation and design of the security function have been examined and tested, in other words, to what extent 
you can trust that the security functions are correctly implemented and functioning. 

TECHNIQUES 
There are also safety and security specific techniques that can be shown to have similarities. Some are generic; 

others are specific to the information technology context we are considering here. The following are examples of 
some of the techniques that are relevant: 

Risk Analysis 
Both safety and security use risk analyses to help determine the respective requirements for a software system. 

Typical examples are Hazard and Operability study (HAZOP), Event Tree Analysis (ETA), Fault Tree Analysis 
(FTA), Failure Mode Effect Analysis (FMEA), Failure Mode Effect and Criticality Analysis (FMECA) and Threat 
modeling, including attack trees and misuse-cases [11]. The techniques HAZOP, ETA, FTA, FMEA and FMECA are 
mainly used within safety, while threat modeling is used within security. HAZOP has to some extent been adopted 
by security. Beyond that, within security there exist standards that describe risk analysis, but they mainly focus on 
organizational aspects. Regarding technological aspects, there are not many widespread techniques. 

Barriers vs. Perimeter Protection 
Safety barriers are used to give several stages of protection for the outside world, both in hard- and software 

systems. Safety related software will perform a certain function; this is itself the first safety barrier. Using redundant 
or even diverse software to perform the same function is a second barrier, and using checksums and self correcting 
software is a third barrier. Time control (certain actions must be taken within a predefined period of time) and 
software hand-shakes (a software module that receives a signal must send an acknowledgement back, otherwise a 
failure will be assumed) are further examples of safety barriers that will reduce the possibilities of a failure leading 
to a hazardous event. 

Within information security, perimeter protection is a much used technique to protect computer networks. In 
many ways, implementing perimeter protection means setting up a first line of defense for a network. With perimeter 
protection you can better control what type of traffic is allowed on your network, and discover attacks before they 
can harm your systems. Important technologies for perimeter protection are firewalls and intrusion detection or 
prevention systems. Often a network will be divided into different zones. A demilitarized zone will be placed 
between the Internet and the internal network. Sometimes one will also split up the internal network in different 
zones, and possibly create secure zones that are under even heavier protection.  
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Safety and Security Testing 
Safety qualification testing, sometimes also known as field trials or provisional operation, is a technique that 

aims at providing additional confidence that the safety requirements actually are fulfilled. It is a supplement to 
simulations and analyses that have been performed to demonstrate that the safety requirements at least in theory will 
be fulfilled. 

Security testing of software should be based on the security requirements of the application and the results of a 
risk analysis. Through the risk analysis, potential attacks against a system are identified. Risk-based testing is done 
by subjecting the system to these attacks. Through probing and provoking the system, potential weaknesses may be 
identified. Functional security testing on the other hand is based on the security requirements. The goal is to verify 
that each requirement has been properly implemented. 

Security testing may be divided into categories according to how much knowledge about the target systems is 
available to the test team. White-box testing denotes a situation where the test team has access to information about 
a system while black-box testing refers to situations when only an installed version of the system is made available 
to the testers and no further information. Between these two extremes there are various levels of knowledge – 
usually denoted as gray-box testing. The more knowledge about the system the more detailed tests are possible to 
conduct. Penetration testing is a specific form of (usually) black-box testing when the testing is done on a deployed 
system that is in use - and not on a test-version and/or in a test environment.    

Self-Test vs. Integrity Protection 
For safety related software, self-testing and even self-correction is used. A widespread method of self-testing is 

to compute a checksum from those parts of memory that are static and compare the result with a predefined value 
stored in a non volatile medium (e.g. a constant voltage on an external port). Such checks are performed at regular 
intervals (typically a few milliseconds), and any deviation will trigger mitigating actions. Depending on the way the 
checksums have been determined, it may be possible to isolate the fault and correct it automatically; otherwise, the 
system will probably have to shut itself down in a controlled fashion. 

For security, protecting integrity means ensuring that data is not corrupted without the action being detected. 
Such a corruption can be an unauthorized deletion or change. Far too often, when concerned about information 
security, only challenges related to a confidentiality breach or an availability breach are considered. But in many 
cases, data has no value if it cannot be verified that it is complete and correct. That is why integrity protection is an 
important security measure. 

Integrity control is usually performed by software that logs all changes and can detect damage caused by both 
hardware failure and software bugs, including deliberate, unauthorized damage. This may sound like regular logging 
functionality, but it is far more than that. Integrity protection includes the use of checksums and can therefore 
generate alerts in case unauthorized actions are performed, while logs usually only contains a record of what actions 
have actually been performed. 

Another method for integrity control is digital signing. When a person for instance signs an email he has 
written, the receiver can be 100% sure that the sender is who he claims to be and that the content is not changed 
during the transmission. This is true provided that the sender manages his key in a satisfactory way, so that nobody 
else can access and use it. But this condition goes for everything that has to do with signing and encryption, and 
must therefore be assumed to be true. 

Logging 
In a safety related system, logging is done in order to be able to reconstruct a sequence of events that have lead 

to a hazard. The prime purpose with respect to safety related software is to find out if the hazard was caused by a 
software failure, in which case the software can be corrected, or by a hardware failure, in which case the software 
will not have to be modified. Logs are therefore normally only interesting "after the fact", and seldom used to 
predict a coming hazard. Predicting trends can be done using safety logs, but it is only sensible when it can be done 
faster than the events will take to occur. This can involve such formidable computing power that it is rarely 
attempted. 

For security, logs are important to be able to find what happened at the time of an incident, for instance for 
forensic purposes. But logs are also an important means to find out about undetected incidents and suspicious 
actions. Many attacks on information and IT-systems are silent, meaning that the attacker will try to hide the attack; 
e.g. to get permanent access to the information or the systems. Another aspect with logs within security is that you 
cannot always trust the logs you find on a system. Attackers may have changed logs to hide their traces. This must 
be taken into account, and logs should be protected, for instance on a separate machine, to reduce the chances of 
unauthorized changes.  
 5 Copyright © 2006 by ASME 



Regarding prediction of coming hazards and trends, ordinary logs are not the main instrument. Intrusion 
detection and prevention systems are used to detect attacks real-time, and honey pots and honey nets [10] are used to 
learn about new types of attacks, and thereby coming trends. There are also companies that have specialized in 
predicting general attacks and overall trends using sensors placed in different networks. 

Software Development for Safety and Security 
Standards such as IEC 61508 [3] and derived sector specific variants contain extensive requirements for the 

development of safety related software, identifying techniques and measures to be applied during the various phases 
of the software life-cycle and classifying them as "mandatory", "highly recommended", "recommended" or "not 
recommended", depending on the intended safety integrity level of the software application. A few of those 
techniques are identified below. 

• Redundancy – the use of two or more identical instantiations of a function, each of which is alone 
capable of performing the entire task. If they produce differing results, a voting mechanism is used to 
determine which one shall be "believed". Typically, a majority vote is used, but this assumes there are 
at least three redundant channels. Redundancy improves the reliability and availability of the function. 

• Diversity is an extension of redundancy where different technologies are used for the redundant 
instantiations of a function. Diversity reduces the likelihood of common mode and common cause 
failures at the expense of increased development and maintenance costs. 

• Defensive programming is a technique that tries to anticipate possible (not necessarily probable!) 
mistakes or even misuses of software and program it in a way that prevents such use from having 
adversary effects (e.g. input validation, range checking etc.). Self-checking and self-correction, the use 
of watchdogs and redundancy/diversity are also examples of defensive programming. 

Software security is a relatively new field of research. Developing secure software requires taking a risk-based 
approach and incorporating security-specific techniques in all phases of the software development process – from 
requirements, design and implementation to testing, maintenance and evolution. Attack trees and misuse-cases can 
be utilized during requirements engineering to identify possible threats and attacks to the system – allowing the 
creation of requirements to mitigate these attacks. Attack trees can also be used during system design to further 
detail the attacks and identify impact on the system structure. In the implementation phase language-specific 
vulnerabilities must be taken into consideration. Testing will be based on the results from the requirements phase, as 
well as identified risks and attacks. Operation and maintenance includes patch management (when to patch, how to 
patch) as well as deciding between issuing a patch or an entirely new release of the software. The development 
model used for secure software development has to be iterative – as changes are made to handle risks, each phase 
should be re-visited to examine impact and identify potential new risks created by the changes. 

CERTIFICATION OF IT SAFETY & SECURITY 
For the certification of safety related software, the applicable standards such as IEC 61508 [3] do not prescribe 

in detail the certification process to be followed. This is ultimately left up to the relevant authorities to define. The 
standards identify techniques and measures to be applied during the software life cycle, and it is the task of an 
independent safety assessor ("ISA") to determine to what extent this has been done. This process is independent of 
the targeted SIL, since the SIL is considered to be a property of the system being assessed, not of the assessment 
procedure. 

The Common Criteria (CC) [6], and the accompanying Common Evaluation Methodology (CEM) [7] are 
together a toolset for evaluation and certification of IT-systems – both software and hardware as well as 
combinations of the two. CC consists of three parts: part 1 is an introduction giving an overview of the standard, part 
2 contains a listing of possible security functions and part three defines the Evaluation Assurance Levels (EAL). As 
described earlier in this paper, a system is evaluated according to a specific EAL. Although there are 7 different 
EALs defined in the CC, the CEM only includes guidelines on how to evaluate according to EAL 1 through 4. The 
reason for this is that the countries participating in the Common Criteria Recognition Arrangement (CCRA) have not 
yet been able to agree upon the process and techniques to use for evaluation according to EAL 5 through 7. As a 
result, certificates issued in one country on EAL 5, 6 or 7 are not internationally recognized. 

DISCUSSION 
The terms and techniques we have described here are both similar and different. Integrity protection, or self-

testing, is an example of an area where the techniques are similar. Both in safety and security, integrity controls can 
operate during run-time; they are often based on checksum computations, and can generate alerts or take other 
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measures if a deviation is discovered. In the following we will discuss the main differences between safety and 
security, and point at potential synergies that can result from a closer cooperation between the two sides. 

Main Differences 
In the beginning of this paper we compared some of the underlying concepts of safety and security, and the 

attributes and assets that are to be protected. Within information security, the main goal is to protect the 
confidentiality, integrity and availability of information, while safety aims at protecting life, health or the natural 
environment from any damage the system may cause. Security focuses on threats coming from outside the system, 
often caused by malicious parties, while safety focuses on unintentional events. These differences result in different 
foundations for prioritizing solutions. 

The difference in direction of protection is reflected both in the definitions of terms and in the techniques used. 
The security techniques used for perimeter protection, like firewalls and intrusion detection systems, are there to 
protect the system from a malicious environment, although they also may have functionality for preventing the 
protected system from attacking other systems. The safety barriers, on the other side, are there to protect the 
environment from any damage that may be caused by the system. The first line of defense within security is the 
outermost firewall, while the first line of defense within safety is the safety measures in the system itself.  

The term incident has two different meanings in the two communities. In safety one talks about incidents and 
accidents, where incidents are within the legally allowed limits and hence can be acceptable, and accidents are 
happenings that must be avoided. In security, an incident is the kind of happening one does not want to occur, while 
events are acceptable happenings. In addition, there is a difference between the safety related term failure and the 
security related term incident, where incident can be used for errors both in the system itself and in its safeguards, 
and a failure is when one or more safety measures do not function properly. Failures can be systematic (caused by 
the design of the system) or random (caused by dynamic properties of the system). 

Unintentional events are important within both safety and security, but within security this is not the only 
concern. Indeed, the safety community usually delegates the problems that intentional acts can cause – sabotage – to 
the security people! Security incidents may be caused by accident, but they may also be caused by malicious parties 
that intend to harm the system and the information it contains. Fighting an intelligent, determined, malicious party 
means that you have to make other assumptions about what you can trust. This results for instance in different views 
on logs. Within safety you can and do trust the log; within security you must protect the log to be able to trust it. 
However, when safety logs are used to predict trends or even hazards, it will be of paramount importance to know 
that the logs are correct. Security of the logs will then be a safety issue. 

The value of life, health and the natural environment can be considered as equal, independent on the type of 
system. This is not the case for information attributes. Damage to information may cause serious damage to other 
assets, for instance to life, health or the natural environment, but this will not always be the case. As an example, 
damage to a patient record may result in maltreatment and loss of life, while damage to your personal e-mail will 
probably only cause minor irritation. Different types of information may also have different emphasis on the 
importance of confidentiality, availability and integrity. For trade secrets confidentiality may be the main concern, 
while for an e-commerce site availability and integrity may be considered most important. This results in a need for 
individual priorities and judgments when it comes to the amount and type of security measures needed. 

The difference between safety and security philosophies can be seen in the "fail-safe" concept. It is assumed that 
a system has a safe state, e.g. totally shut down, and failures shall always lead the system towards the safe state. 
Ultimately, this means that safety related software shall shut a system down if safety cannot be achieved otherwise. 
For security, total shut down is seldom a viable alternative; indeed, maintaining operations in spite of successful 
security breaches can be a vital issue. The reason for these differences is to be found in the values that are being 
protected: for safety, it is life, health and the environment that are at stake, and there are few people who would be 
willing to accept losing any one of them. For information security, the values being protected are confidentiality, 
integrity and availability of information. There will be situations where for example a breach of confidentiality can 
be acceptable if the availability and integrity of the information can be guaranteed, such as in a medical emergency 
where getting the right patient data can be vital, even if it is broadcast on the radio. This is perhaps comparable to a 
situation where there is no safe state to revert to. An aircraft flying at 30.000 feet cannot simply shut down its 
engines if something goes wrong with them. In such cases, safety related software must perform some form of 
graceful degradation of the system without shutting it down totally. 

The assets at stake are also a reason for the differences between safety and security testing. Safety tests cannot 
use genuine failures, whilst security tests can use genuine attacks. So safety testing is based on more theoretical 
approaches, and extensive use is made of sophisticated simulators and formal methods. 
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Potential Synergy 
The techniques used in software safety have been around for quite some time and are well established and 

tested. Some of these techniques may be useful also for security people who may thus benefit from the experiences 
of the safety community. On the other hand, there are also security techniques that will become significant for the 
safety community. In the near future, we will see more of open communication networks for remote control of 
industrial and transportation applications. Traditionally, such networks have not been used in safety related 
applications, so that information integrity and confidentiality in open communication systems was not relevant to 
safety. This will change when vitally important commands are transmitted through open networks. Techniques such 
as encryption and access control will become indispensable. Security techniques will have to become an integral part 
of safety thinking. 

Hazards and threats are effectively the same concepts. For hazards, the probability of a hazardous event 
occurring is the major parameter. For threats, it can be assumed that if there is an attacker out there, he's going to 
attack, i.e. the probability of occurrence can be set to 1. Attacks may however fail. So for threats, the probability of 
success becomes the central parameter. The concepts of failures and incidents are also similar in that they both 
describe unwanted situations, although the term incident may be broader, not focusing solely on failure in the 
safeguards. With this in mind, the analysis techniques and tools that are used to determine and classify hazards and 
describe failures can easily be adapted to threats and incidents, and the techniques for analyzing threats and 
incidents can be adapted to hazards and failures. The safety techniques related to hazards and failures are better 
known than is the case for the corresponding security techniques, and several of the techniques used for safety can 
be applied within security. As an example; for hazard analyses, there are extensive databases with reliability data 
that can be used to determine the probability of a hazardous event occurring. It should be possible to create similar 
databases with information on which IT structures are most robust against attacks, so that a sensible trade-off can be 
made when designing a safe and secure system. However, when using such databases within security one will have 
to remember that, as opposed to safety, one fights a malicious attacker, and the motivation and skills of the attacker 
will have a major influence on whether an attack succeeds. 

There exist more well known techniques for risk analysis within safety than within security. This is one of the 
areas where knowledge should be transferred from one community to the other. Several of the techniques used for 
safety can easily be applied within security, it is more a matter of adapting them, maybe adjusting the terms a bit and 
then starting to apply them. Some similarities already exist, with fault trees within safety and attack trees within 
security. 

Safety Integrity Levels effectively define a set of safety requirements that a system shall fulfill, i.e. a SIL is a 
system property. It is then up to the Independent Safety Assessor (ISA) to determine whether or not these safety 
requirements are met, but if he certifies that a system fulfills SIL 3 requirements, he cannot just do a new, more 
detailed assessment to certify SIL 4; the system would have to be upgraded first, and then a completely new 
assessment would be required. How the ISA does that is not prescribed, and even the required structure of the 
evidence to be provided varies from standard to standard. With the Common Criteria and Common Evaluation 
Method, the security community has defined a set of assessment methods with varying degrees of credibility, i.e. 
EAL is an assessment property. A system can be certified to EAL 3 and, without modifying the system, later be 
certified to EAL 4. The security requirements have not been changed, the degree of confidence that they are fulfilled 
is what has been changed. There is no generally agreed classification of security requirements, corresponding to e.g. 
"Security Integrity Levels". Here there is a clear potential for synergy: the safety community should adapt common 
criteria for the assessment of safety, depending on the intended SIL, whilst the security community should define 
security levels to be aimed for. A first step towards defining common criteria for safety was taken in the ACRuDA 
project (Assessment Criteria and Rules for Digital Architectures - [9]) already in 1999, but this needs to be followed 
up. 

Testing was mentioned above as a technique where there were differences between the safety and the security 
ways of doing the work. Safety testing is based on more theoretical approaches. These approaches can be adapted to 
security related applications. Simulators will, of course, be very different for security, but the formal methods used 
for demonstrating that safety requirements are fulfilled can definitely be applied to security.  

Testing is one of the phases in the software development lifecycle. Certainly, there exist techniques also in the 
other phases (requirements, design, implementation, maintenance) that may be useful both for safety and security. 
Security-oriented software development is a fairly new topic, while the safety community has spent decades creating 
techniques that are used when developing safety-related software. As such, on this topic the security-community 
probably has a lot more to learn from the safety-community that the other way around. Indeed, some of the 
techniques already in use are adapted from safety. For example attack trees may be viewed simply as a specific type 
of fault tree, which is a common safety technique. However, it is worth noting that as safety related software 
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View pu
increasingly becomes part of an open network structure, it will also be subject to attacks. So security concerns will 
have to be incorporated into the safety related software development process.  

The use of barriers or perimeter protection and several layers of defense are similar for both safety and security, 
although the types of barriers and protection may differ. It may however be the case that some of the barriers and 
protection mechanisms can be useful for assuring both safety and security. The possibilities of integrating safety and 
security measures may result in more effective use of resources, and should be investigated further.   

CONCLUSION 
Safety related software and information security are not separate issues. Information security breaches can 

compromise the ability of software to function safely, or they can enable misuse of safe software in an unsafe way. 
Safety breaches can make information security impossible. 

Attitudes to safety and security vary, and different priorities are set. Whilst safety focuses more on unintentional 
events, security focuses on intentional malicious behavior. A closer cooperation between safety and security experts 
will cover both unintentional and intentional events. When analyzing risks for an IT-system one should focus on the 
whole picture – including both safety and security, not just one or the other. By doing so one obtains a complete 
overview of potential threats/hazards towards a system. 

As such, both sides stand to benefit from closer cooperation. To enable cooperation one needs to reach an 
agreement on which terms to use and how to interpret them, and also on what techniques to use. Although the safety 
field has a longer track record, to be able to cover both aspects one needs to adopt techniques from both fields – or 
possibly merge existing techniques or create new ones. 
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