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As growth mindset interventions increase in scope and popularity, scientists and policymakers are asking:
Are these interventions effective? To answer this question properly, the field needs to understand the
meaningful heterogeneity in effects. In the present systematic review and meta-analysis, we focused on two
key moderators with adequate data to test: Subsamples expected to benefit most and implementation fidelity.
We also specified a process model that can be generative for theory. We included articles published between
2002 (first mindset intervention) through the end of 2020 that reported an effect for a growth mindset
intervention, used a randomized design, and featured at least one of the qualifying outcomes. Our search
yielded 53 independent samples testing distinct interventions. We reported cumulative effect sizes for
multiple outcomes (i.e., mindsets, motivation, behavior, end results), with a focus on three primary end
results (i.e., improved academic achievement, mental health, or social functioning). Multilevel metaregres-
sion analyses with targeted subsamples and high fidelity for academic achievement yielded, d = 0.14, 95%
CI [.06, .22]; for mental health, d = 0.32, 95% CI [.10, .54]. Results highlighted the extensive variation in
effects to be expected from future interventions. Namely, 95% prediction intervals for focal effects ranged
from —0.08 to 0.35 for academic achievement and from 0.07 to 0.57 for mental health. The literature is too
nascent for moderators for social functioning, but average effects are d = 0.36, 95% CI [.03, .68], 95% PI
[-.50, 1.22]. We conclude with a discussion of heterogeneity and the limitations of meta-analyses.

Public Significance Statement

Growth mindset interventions are increasing in popularity in education and are being applied to improving
other areas of functioning as well; however, there is debate about how well they work. Despite the large
variation in effectiveness, we found positive effects on academic outcomes, mental health, and social

functioning, especially when interventions are delivered to people expected to benefit the most.

Keywords: mindset intervention, metaregression, meta-analysis, systematic review, heterogeneity

Growth mindset interventions, which seek to foster beliefs in the
malleable nature of abilities, attributes, and traits, are rising in
popularity and expanding in scope (Dweck & Yeager, 2019).
This increased attention is illustrated not only by the creation of
businesses, both nonprofit (e.g., Project for Education Research
That Scales [PERTS]) and for profit (e.g., Mindsets Work) but also
by application to diverse problems, such as mitigating the conse-
quences of bias (Okonofua et al., 2016), understanding consumer

behavior (Murphy & Dweck, 2016), and improving mental health
(Schleider & Weisz, 2016). As growth mindset work proliferates,
researchers are synthesizing the mounting empirical findings. Mul-
tiple meta-analytic reviews published in the last few years (Burnette
et al., 2013; Burnette, Knouse, et al., 2020; Costa & Faria, 2018;
Sarrasin et al., 2018; Schleider et al., 2015; Sisk et al., 2018) reflect
the field’s interest in reaching consensus on critical empirical
questions: Do mindsets predict outcomes as expected? Are effects
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robust? Can growth mindset interventions make a meaningful
impact?

This work focuses on this last question of whether growth mindset
interventions are effective. Yet, this question asks for a simple
verdict—one that meta-analyses in fields with clear heterogeneity in
outcomes should not try to deliver. Rather, heterogeneity in effects
is expected for growth mindset interventions. For example, in an
influential meta-analysis examining if growth mindset interventions
improve academic performance, the authors report a weak average
standardized mean difference between growth mindset treatment
groups and control conditions, but much larger effects for subgroups
(Sisk et al., 2018). Indeed, intervention effects for students from
low-SES backgrounds were four times larger than the average effect
(Sisk et al., 2018). Additionally, theoretical and empirical work
details the conditions under which growth mindset interventions are
expected to work (e.g., Yeager et al., 2022) or not (e.g., Ganimian,
2020). Thus, drawing conclusions based on average effects is mis-
leading, as it suggests treatment effects are constant across popula-
tions, implementation strategies, and contexts (Raudenbush & Bryk,
1985). This meaningful heterogeneity in combination with different
conclusions from large-scale replications (e.g., Foliano et al., 2019;
Yeager et al., 2019) suggests that more work is needed to clarify
boundary conditions. Accordingly, our aim in the present study is to
conduct a heterogeneity-focused and theoretically informed meta-
analysis of growth mindset interventions that address remaining
issues (McShane & Bockenholt, 2018; Tipton et al., 2019b).l

Namely, we identified seven issues that are critical to consider
before making pronouncements about the value, or lack thereof, of
growth mindset theory and interventions (see Table 1). The sheer
number of issues highlights the complexity of trying to answer the
seemingly simple question of intervention effectiveness. First, we
suggest that when examining intervention impact, researchers need
to consider proximate outcomes (e.g., goal persistence) that may
be of value, as well as potential end results that go beyond academic
performance, to avoid premature foreclosure on interventions that
could be efficacious for other purposes, such as improving mental
health. Second, additional efforts in cumulative syntheses must be
aimed at clarifying for whom these interventions work best. In this
meta-analysis, we investigate intervention effectiveness based on
whether the intervention is delivered or analyzed based on theoreti-
cally driven sample characteristics expected to impact effectiveness
(i.e., with focal groups) versus including members of a more general
population (e.g., Dodge, 2020). Third, important heterogeneity
could also result from wide variation in how the intervention is
implemented. Here, we examine if implementation fidelity, deliv-
ering the intervention as intended, impacts conclusions. Fourth, in
parsing heterogeneity, researchers need to understand the context,
which includes the culture and environments, in which growth
mindset interventions are implemented—a concept recently referred
to in the mindset literature as affordances (Hecht et al., 2021).
Evidence suggests that encouraging growth mindsets will improve
outcomes only in a context where there are affordances, or oppor-
tunities for students’ beliefs “to take root and yield benefits” (Hecht
etal., 2021, p. 2). Fifth, using metaregression techniques, we extract
and interpret a focal effect—the intervention effect that emerges
under a fruitful combination of moderator values. This focal effect
provides the best estimate for drawing conclusions, especially if
this effect accounts for meaningful heterogeneity.

Sixth, to address the why of mindset intervention effects, re-
searchers must consider whether the relationships among proximate
and ultimate outcomes reflect the processes of change specified
in the theory of mindsets. In other words, is there evidence that
interventions work for the reasons we think they do? Does the
evidence from intervention studies support the mediating role of
the proposed cognitive and behavioral processes? These questions
are critical for mindset intervention development, as mediators
offer additional potential points of intervention (Miller et al.,
2017). Seventh, we suggest that the field needs to consider how
to evaluate effect sizes from interventions targeting outcomes that
are difficult to shift (e.g., grades; rates of depression). Here, we also
encourage the inclusion of a return on investment (ROI) evaluation
when determining benchmarks for worthwhile interventions.

In summary, we suggest that these seven issues, if left unexam-
ined and unaddressed, could lead the field of growth mindset
interventions toward conclusions and practical decisions both
premature and regrettable. The purpose of the present work is to
provide scientists and practitioners with data-driven recommenda-
tions regarding the impact (or lack thereof) of growth mindset
interventions, based upon a nuanced understanding of the outcomes,
people, and contexts for which they are potentially effective. For
example, to the extent our proposed moderators help explain
heterogeneity, we can outline how to customize training in a way
that delivers the right intervention to the right population in the
right way. Where sufficient data do not yet exist, our approach
outlines well-defined directions for future research.

Our framework includes an overarching theoretical model that
outlines a taxonomy of outcomes derived from mindset perspective
using a structure inspired by the organizational training literature
(Kirkpatrick, 1959; see Figure 1). We term our model mindset
intervention effectiveness (MIE) and test each path outlined in the
MIE model meta-analytically when possible, and narratively
when there is not adequate data to report a quantitative effect.
The model is broad in scope, examining intervention effectiveness
across multiple outcomes (mindsets, motivation, and goal-directed
behaviors) and assorted end results (academics, mental health, and
social functioning). Yet, the model is also refined in its attempts
to parse the substantial heterogeneity across studies in meaningful
ways that elucidate the “who, how, and why” of growth mindset
interventions (see Figure 2).

We proceed as follows. First, we review growth mindset theory
and research, with a focus on theoretically driven sources of
heterogeneity. Next, we take a closer look at our proposed MIE
model and each of the questions derived from our integration
of mindset theory with the organizational training literature.
Then, we turn to the methodological and analytical approach taken
in this systematic review.

Growth Mindset Theory and Interventions

Growth mindset interventions are built on theory detailing how
beliefs about the nature of attributes, traits, and people predict the
meaning assigned to experiences (Molden & Dweck, 2006). Mind-
sets fall on a continuum, with stronger growth, relative to fixed,
mindsets reflecting a belief that attributes and people can and do

"'We thank the reviewers and editor for their extensive feedback and
suggestions.
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Table 1
Overarching Framework

Result/s table

Question/s Solution/s Meta-analytic finding/s path/s
1. Can interventions improve important Investigate effects for proximal and distal ~ Intervention effects on levels: mindsets, Table 2
proximal outcomes, along with desired outcomes using a taxonomy of growth expectations, behavior, and all Paths A-F

final results, and what is the between-
study heterogeneity?

2. Are results stronger among focal
analyses and populations?

3. Do different implementation
practices impact effectiveness?

4. In what contexts are mindsets
interventions most likely to yield
results? What affordances
are necessary?

5. What are expected intervention
effects at theoretically important
moderator levels?

6. Why do interventions work? What
are the processes of change?

7. What is a meaningful effect?

mindset outcomes at multiple levels
that provide estimates of effectiveness
at each level, including three end
results of academic performance,

mental health, and social functioning (see

Figures 1 and 2)

Investigate whether effects of targeting
interventions to specific groups and
subgroups versus more general
intervention approach accounts for
meaningful heterogeneity

Investigate effects of implementation
fidelity by identifying intervention
components and methods of
implementation that are associated
with the strongest intervention effects

Investigate the psychological and
systemic characteristics of contexts
that are associated with stronger
intervention effects

Investigate effects of growth mindset
interventions when combining all
available moderator effects using
metaregression

Investigate links among proximal and
distal outcomes to verify whether data
support the theory about the cognitive
and behavioral processes of change
(mediators)

Considering that “effect sizes are the
currency in psychological research”
(Schifer & Schwarz, 2019, p. 1),
we need better benchmarks for
understanding applied findings

three end results.
Prediction intervals

Intervention effects broken down by
focal group (yes vs. no).
Prediction intervals & reduction
in heterogeneity

Fidelity moderator tests.
Prediction intervals & reduction
in heterogeneity

Insufficient data to analyze

Focal effects extracted from
metaregression models.

Prediction intervals and reduction
in heterogeneity

Correlations among mindsets,
motivation, behavior, and results

Effect sizes across all findings but
especially for focal effect

Tables 3 and 4
Path G

Tables 3 and 4
Path H

Not applicable

Table 5

Paths: (NA)

Table 6

Paths: I-N

NA

change. Across a variety of domains and contexts, growth mindsets
predict motivation and self-regulatory strategies, especially when
stressors arise. In turn, the psychological and behavioral processes
used by those who have a stronger growth, relative to a fixed, mindset
can predict goal achievement (Burnette et al., 2013). Considering
these links, research investigating the potential to cultivate growth
mindsets to enhance performance flourished, with the majority of
early work focused on shrinking achievement gaps.

The first published mindset intervention sought to offset the
deleterious effects of stereotype threat on both academic motivation
and performance. African American students (and to some degree
White students) in the growth mindset intervention, relative to the
control condition, reported greater motivation and higher grades
(Aronson et al., 2002). The second published growth mindset
intervention supported the effectiveness of growth mindset inter-
ventions in improving standardized test scores, especially for
female, minority, and low-income adolescents (Good et al.,
2003). In the next published intervention, adolescents coping
with the challenge of transitioning to middle school who were in
the growth mindset intervention, relative to a control, reported
greater motivation and a decreased downward trajectory in grades
(Blackwell et al., 2007). The combined N for students assigned

to the growth mindset condition across these three early studies is
approximately 107 participants (Aronson et al., 2002, n = 28; Good
et al., 2003, n = 31,2 Blackwell et al., 2007, n = 48). These small
sample sizes are subject to overestimating effects and inflating Type
I errors.

With advances in the development of scalable online interven-
tions, high-powered studies sought to replicate these early effects.
Some of these studies found the anticipated effects, whereas
others did not. For example, in a sample of close to 1,600 students,
a growth mindset intervention enhanced grade point averages
(GPAs) for students at risk of dropping out (Paunesku et al.,
2015). Similarly, findings from another highly powered study
(N = 6,320; National Study of Learning Mindsets)—which used
arigorous design including preregistration, a nationally representa-
tive sample of schools, and analyses conducted by statisticians
blind to hypotheses—showed small but significant effects on aca-
demic performance for low-achieving students (Yeager et al., 2019).
However, in contrast, another large-scale intervention (N = 2,917;

2 Total, N = 125, and thus, with four experimental conditions having equal
participants per condition, the result is approximately 31 in the growth
mindset condition.
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Figure 1
Training Effectiveness Model Applied to Growth Mindsets

I
LEVEL 4: Results \ |
J

Were the intervention results worth the investment relative
to meaningful benchmarks?

* Did the intervention impact end results?

LEVEL 3: Behavior

» Did the intervention lead to more mastery-
oriented behavioral strategies?

—_——————

LEVEL 2: Motivation

* Did the intervention foster more
positive expectations about the
potential for success?

LEVEL 1: Mindsets

1+ Did the participants internalize
the growth mindset message?

1
|
1
1
1
1
- r.-.-.-.-.“-.-.-.-.-.-.-.-.-.-.-.-.-.f
|
|
|
|
|
|

Note. ROI = return on investment.

Changing Mindsets Effectiveness Trial) failed to find significant
effects, reporting an effect size of roughly zero for all academic
outcomes, even among targeted subgroups (Foliano et al., 2019).

In addition to these large-scale replication efforts, conceptual tests
of mindset intervention work sought to extend findings to pressing
social issues that go beyond enhancing academic performance. Most
of this research has tested the capacity to leverage growth mindset
interventions to improve mental health and social functioning. As

Figure 2
Mindset Intervention Effectiveness (MIE) Model

with academic performance, heterogeneity in findings for mental
health is often the norm rather than the exception. For instance,
although early growth mindset interventions reduced rates of
depression for youth (Miu & Yeager, 2015; Schleider et al.,
2020) and helped with anxiety (Schleider & Weisz, 2016), other
work only replicated effects on reduced rates of depression for
eighth graders, but not for adolescents in ninth grade (Calvete et al.,
2019). When the goal is to improve social functioning, there is

Focus Subsample Fidelity
(no vs. yes) (continuous) Affordances
G H
D-F*
C
A

Mindset
Intervention
Vs.
Control

Level 1:
Mindsets

* Indicates three end results of academic achievement,
mental health, and social functioning.

Level 2:
Motivation

Level 3:
Goal-Directed
Behavior

Level 4:
End Results
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limited work, but initial findings are fairly consistent and promising.
For example, students in a growth mindset intervention, relative to a
control condition, behaved less aggressively (Yeager, Miu, et al.,
2013). This work extends beyond adolescents’ relationships: A
growth mindset intervention targeting adults promoted more posi-
tive attitudes and greater willingness to make concessions to out-
groups (Goldenberg et al., 2017).

In summary, existing research on growth MIE focuses primarily
on academic achievement, with mixed results. However, there are
other outcomes (e.g., persistence) and end results (e.g., mental
health) that are accruing enough data to examine in a cumulative
synthesis. Furthermore, more work is needed to parse the heteroge-
neity of effects that characterize growth mindset interventions across
the relevant end results—at least those with an adequate number of
studies to test moderators.

Heterogeneity in Effects

A previous synthesis of growth mindset intervention effects on
academic performance reported heterogeneity in outcomes, with
wide prediction intervals as well as larger effects for some sub-
groups relative to others (Sisk et al., 2018). This is not unique to
growth mindset interventions, as heterogeneity in psychological
and behavioral interventions is common. For example, Rothman
and Sheeran (2021) reviewed 46 meta-analyses of behavioral
health interventions and found that 83% of these analyses identi-
fied significant heterogeneity across studies, which went largely
unexplained despite the fact that 40 of the 46 studies tested an
average of 13 moderators. Although intervention researchers may
hope that moderator analyses will not be relevant to their work—
that is, they hope for limited boundary conditions to the effective-
ness of their intervention—investigating heterogeneity provides an
opportunity to better understand for whom, how, and where
interventions work, and to make more useful recommendations
to practitioners and policymakers (Rothman & Sheeran, 2021). In
this work, we suggest that the heterogeneity in mindset interven-
tion outcomes can be partially explained by understanding three
factors: (a) focal groups, or the desired sample that has the most
potential for development; (b) implementation practices; and (c)
contextual affordances.

Focal Groups

The nature of the intervention study sample is likely the most
relevant contributor of heterogeneity in effects. Theory and evidence
suggest that growth mindsets are most impactful when individuals
feel threatened, are under stress or pressure, face uphill battles due
to situational constraints (e.g., ego-threat; Burnette et al., 2013), are
considered at risk (Yeager et al., 2019), or have weaker growth
mindsets to start (Miu & Yeager, 2015; Yeager et al., 2022).
Interventions applied to people with no particular indication of
risk or vulnerability with respect to processes or desired outcomes
of the intervention will probably show weaker effects. Just as people
who are more at risk for a heart attack will likely benefit the most
from blood pressure- and cholesterol-lowering drugs, interventions
and/or analyses with subsamples of individuals with some indica-
tion that they may be vulnerable should demonstrate larger effects
than interventions or analyses that highlight average effects across
broad populations. The focal subgroups expected to benefit most are

what the growth mindset literature customarily terms “at risk”—for
example, students with indications of risks such as academic failure
or students from underprivileged socioeconomic backgrounds. It is
worth noting that growth mindset interventions in academic con-
texts are often delivered to all students to avoid stigmatizing students
who may need the intervention. Thus, this moderator is often within
study, rather than between studies. Overall, understanding whom to
target in these interventions may help to explain meaningful
heterogeneity.

Implementation Practices

In addition to heterogeneity due to differences in the focal
subsamples, the interventions included in our analysis varied widely
with respect to their implementation practices. Prior to drawing
conclusions about the efficacy of growth mindset interventions,
researchers should account for and optimize implementation
fidelity in order to arrive at the appropriate inferences. Implementa-
tion fidelity is the degree to which an intervention is delivered as
expected (Dumas et al., 2001; Dusenbury et al., 2003). In the
absence of implementation fidelity, null results from intervention
studies due to failure to implement can lead to the erroneous
conclusion that the theoretical underpinnings of an intervention
are not sound, also known as a Type III error (Dobson & Cook,
1980). Thus, a key question is as follows: How should practitioners
best design and implement growth mindset interventions for maxi-
mum impact upon the designated focal groups? Unfortunately,
mindset researchers have yet to provide a standardized approach
for implementing these interventions across the diverse array of end
results, and importantly there is not a gold-standard assessment of
fidelity. Thus, we outline and test the main components related
to how interventions are delivered. In our discussion, we note the
need for the development of implementation-related tools that can
help researchers to effectively design, apply, and report on growth
mindset interventions across an array of end results.

Contextual Affordances

Finally, in addition to sampling and fidelity, the mindset literature
and implementation science more generally (e.g., Rothman &
Sheeran, 2021) highlight the crucial issue of the contexts in which
interventions are most likely to translate into positive results. Using
a “seed and soil” metaphor, Walton and Yeager (2020) describe how
psychological interventions designed to help people adopt more
adaptive beliefs may only be effective when the social context
supports such mindsets, essentially providing a rich environment
for growth. As a specific example, in a recent analysis of data from a
randomized controlled trial (RCT) of a mindset intervention
designed to boost academic performance, the mindsets of students’
math teachers predicted the extent to which students themselves
benefitted from the mindset intervention vis-a-vis improvement in
their math grades (Yeager et al., 2022). Thus, variations in contex-
tual factors influence the opportunity for changes in beliefs and
behavior to “take root” and likely contribute to meaningful hetero-
geneity across mindset intervention studies. As is the case for focal
groups and implementation practices, a better understanding of
contextual “affordances” as moderators of intervention outcomes
will be necessary for providing practitioners and policymakers with
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accurate information about for whom, how, and in what context
mindset interventions work.

MIE Model

The above theoretical and narrative review highlights the com-
plexity of our analysis that seeks to summarize growth MIE and
emphasizes the need to provide an empirical synthesis that goes
beyond average effects. To organize the expanding growth mindset
intervention literature, we draw on a popular organization training
model (Kirkpatrick, 1959; Kirkpatrick & Kirkpatrick, 2006) to
provide a unifying framework for examining intervention effective-
ness with an eye toward understanding multiple outcomes and
meaningful heterogeneity. Our MIE model guides us in addressing
the seven issues posed in the introduction (also see Table 1).

Issue 1: Effects Across Levels and End Results

In our MIE model, we outline the different levels as well as
distinctive end results at which growth mindset interventions may
exert effects. When examining the value of an intervention, the
training effectiveness model recommends focusing on the desired
end result or goal—Level 4—and then building back from that
to understand how best to assess and operationally define the other
levels. In adapting this model to examine growth mindset
interventions—which are training sessions designed to teach in-
dividuals to believe in the malleable nature of human attributes—we
offer an operational definition of each level (see Figure 1). At Level
4, we examine distal end results such as GPA, mental health, or
social functioning—all end goals of growth mindset interventions
with adequate data to examine meta-analytically. At Level 3, we
focus on goal-related behaviors. For example, growth mindsets
predict a willingness to exert effort despite obstacles, and such
tenacity predicts greater goal achievement (e.g., Burnette et al.,
2013). At Level 2, drawing on the interface between mindset theory
and achievement motivation theory, we focus on a specific compo-
nent of motivation: expectations for success. For example, we
examine if growth mindset interventions foster stronger beliefs in
the potential to learn and succeed in the future—a cornerstone of
reaching goals. At Level 1, we examine if growth mindset inter-
ventions actually foster stronger growth mindsets.

In summary, as the field strives to understand the impact of
growth mindset interventions, it is crucial to appreciate that the
potential impact likely depends upon the levels and/or goals. Thus,
our first tests examine the effect of growth mindset interventions,
along with between-study heterogeneity, in effects across four
levels—Level 1 (mindsets), Level 2 (motivation), Level 3 (goal-
oriented behavior), and Level 4 (end results) as well as three end
goals (academic achievement, mental health, social functioning;
Figure 2, Paths A-F).

Issues 2—-4: Moderators

In the MIE model, we propose three key theoretical moderators
likely to explain variation in intervention effects upon end results
with a focus on academic achievement and mental health—the
social functioning literature is too nascent to test these moderators.
First, we model and investigate the use of focal groups, which is
typically reflected by within-study analyses that compare the

magnitude of effects from targeted subsamples to the magnitude
of effects from broader subsamples not expected to benefit as strongly
@if at all) from the intervention (Figure 2, Path G). Second,
we highlight the importance of implementation practices for
understanding differences in intervention effects (Figure 2, Path
H). Third, our model also includes a moderator for the context of
the intervention and the extent to which it provides psychological
affordances that support attitude and behavior changes prompted by
the intervention (Walton & Yeager, 2020). Unfortunately, we found
that there is not yet sufficient data to empirically test affordances.
Finally, we note that our model limits its focus to three theoretically
driven moderators outlined in the literature, but we recognize the
potential impact of a great number of methodological and other study-
related differences and discuss these in our sensitivity analyses as well
as in the Limitations section.

Issue 5: Focal Effect

The MIE model provides a comprehensive framework for exam-
ining moderators collectively. Putting the empirical moderators
together, at least those with enough data to test, brings us to
what we refer to as the focal effect. This effect combines the “for
whom” and the “how.” When effect sizes represent findings from
focal samples or targeted analyses conducted with those expected to
benefit the most (who) and with powerful implementation strategies
(how), what is the impact on end results? This focal effect describes
the potential of growth mindset interventions to affect end results.

Issue 6: Mediators

The MIE model also provides a starting point for examining
mechanisms of change. MIE includes an overall theoretical model
of the processes that might lead to intervention effects—that is, the
relationships between proximal outcomes and desired end results
(Figure 2, Paths I-N). We test this model for academic outcomes, as
this is where most of the work has been done and where the
most data are available, although similar models are relevant to
other end goals. For example, when the goal is to improve mental
health, growth mindset interventions should not only enhance
growth mindsets but also increase the value placed on seeking
treatment (Level 2, motivation), improve help-seeking behaviors
(Level 3), and ultimately reduce psychological distress (Level 4).
Although for simplicity the proposed model is linear, we recognize
that these paths are likely more complicated in nature.

Issue 7: Benchmarks and ROI

In the training effectiveness model that we used to integrate and
summarize the growth mindset intervention literature, the top of the
pyramid outlines the importance of ROI (see Figure 1). That is,
when comparing intervention effects to benchmarks, do key stake-
holders and policymakers find the benefits worth the costs? Inter-
vention effect sizes can be interpreted relative to benchmarks in
existing research, but comparisons can also be made with studies in
related fields or with intuitively understood phenomena (Funder &
Ozer, 2019; Hill et al., 2008). Importantly, in considering bench-
marks, the best evidence for cumulative findings should include key
moderators, rather than average effects (Cheung & Slavin, 2016).
We pay particular attention to the focal effect—namely, the effect
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of growth mindset interventions for targeted subsamples at high
fidelity for the primary end results of academic achievement and
mental health.

Cumulative effects from mindset interventions can be compared
to the effects from other types of interventions for similar outcomes.
For example, in considering academic performance, a meta-analysis
of interventions that eliminated upwardly biased effects by focusing
on preregistered studies (Kraft, 2020) suggests effects are likely
small, with a median effect close to d = 0.05. By way of further
comparison, in one large study, an entire year of 55 min per school
day of intensive math tutoring had an effect of d = 0.19-0.31 for
math achievement test scores (Cook et al., 2015). Such a comparison
also highlights the importance of ROI—the costs of a year of daily
instruction are substantial. In considering mental health, gratitude
interventions showed effects of d = 0.17-0.31 for well-being but
much smaller effects for depression or anxiety (Davis et al., 2016;
Dickens, 2017). A meta-analysis of antidepressant medication
versus placebo reported effects of approximately d = 0.20 for
mild-to-moderate depression (Fournier et al., 2010). Additionally,
a meta-analysis of the effects of social media on depression in
adolescents reported an estimated average effect of » = 0.11 (d =
0.22), but with high heterogeneity (> = 95.22%; Ivie et al., 2020).
For social functioning comparisons, a meta-analysis of the effects of
video games on aggressive behavior was r = 0.21 (d = 0.45;
Burkhardt & Lenhard, 2022). A meta-analysis of intervention
programs designed to reduce aggressive behavior reported an
effect of g = 0.60, whereas the same meta-analysis reported an
effect of g = 0.23 for interventions designed to promote prosocial
behavior (Mesurado et al., 2019).

Overall, benchmarks for academic outcomes range from d = 0.05
on the conservative side to d = 0.31 for highly intensive types of
teaching. For mental health, especially when trying to reduce or
explain psychological distress, anxiety, and depression, effects of
low-intensity interventions are, at best, around d = 0.20-0.30 or
often smaller. For social functioning-related outcomes, effects are
slightly larger when the goal is to reduce aggression but a bit smaller
when the goal is to encourage prosocial behavior. Considering the
typical low cost, both in terms of time and money (Yeager et al.,
2019), of implementing growth mindset interventions as well as the
practical value of improving grades, mental health, and social
functioning, especially in populations that need it most, a Cohen’s
d effect that ranges from 0.10 to 0.20 likely falls within a reasonable
benchmark for expected effects. A detailed ROI analysis should
depend on scientists’ and policymakers’ own objectives and evalua-
tions. The goal here is to encourage a discussion of these issues, not
to make an ultimate pronouncement about meaningful effect sizes.

MIE Model Paths

The integration of mindset theory with the training effectiveness
literature fills several gaps in existing syntheses of mindset research,
allowing us to ask both broad and nuanced questions related to
growth MIE. We build on this integration to develop the MIE model,
which outlines each path we investigate in this meta-analytic review.
First, across levels and end results (Paths A-F in Figure 2), we
examine the average effect. However, critically, we also ask, what is
the between-study heterogeneity in these effects? Is there an indi-
cation that important boundary conditions exist?

Path A: Mindsets

This path depicts the most proximal outcome and represents
intervention effects on growth mindsets, which is often termed a
manipulation check in psychological research. Are participants
internalizing the key message of the intervention? Despite the
importance of knowing if the intervention impacts mindsets, sur-
prisingly, not all intervention studies® include this assessment (64%
of studies examined intervention impact on mindsets). When growth
mindsets are assessed, evidence for the potential to foster growth
mindsets is promising. For example, in a large representative
sample of lower achieving students in the United States (number
of schools = 65, N = 6,320), an intervention strengthened growth
mindset beliefs relative to the control condition, with a standardized
mean difference of 0.33 (Yeager et al., 2019). Level 1, mindsets, are
a critical component to assess as it indicates responsiveness to the
materials as well as internalization of the message. Thus, if training
fails at this level, the intervention is unlikely to impact more distal
outcomes including the desired end goal. As such, we first ask: Do
interventions foster stronger growth mindsets, and what is the
heterogeneity in those effects?

Path B: Motivation

In the growth mindset literature, motivation is often assessed
in terms of cognitive processes (such as a belief that exerting effort
is valuable) and attributions regarding the meaning of failure
(Dweck & Yeager, 2019). Mediators derived from mindset theory
also point to the importance of self-regulatory processes such as goal
setting (i.e., learning, rather than performance-focused goals) as well
as goal monitoring which includes beliefs about one’s potential to
learn and succeed in the future (i.e., positive expectations; Burnette
et al., 2013). Although a range of social-cognitive mechanisms is
relevant, we focus on expectations, as this is the primary motivation-
related variable assessed in the intervention studies available for
inclusion in the meta-analysis. Of the included studies, 23%
included an assessment (12 of 53 studies) related to positive
expectations. For example, Burnette, Pollack, et al. (2020) assessed
self-efficacy in the domain of entrepreneurship, using undergraduate
students in an entrepreneurship course. Growth mindset messaging
can enhance such expectations, as it implies that everyone has the
capacity to learn and improve despite potential challenges. For
example, following failure feedback, students with growth mindsets
remain confident in their skills and capacity to reach future goals,
whereas students with stronger fixed mindsets question their abili-
ties and potential to succeed on future tasks (Dweck, 2000).
Furthermore, expectations predict the relevant end results of growth
mindset interventions such as academic performance and mental
health (Burnette, Pollack, et al., 2020; Sriram, 2014). In summary,
growth mindset interventions could also foster stronger beliefs in

3 To minimize confusion, we try to be as precise as possible in using the
related terms article, study, and independent sample. An article refers to an
article, thesis, dissertation, or unpublished article that contains at least one
study that meets the inclusion criteria. A study is a systematic analysis of a
growth mindset intervention that meets the inclusion criteria. A given study
may include one or more than one independent sample. An independent
sample is defined as a unique set of participants from which one or more
effect sizes are calculated. There are times when there is more than one study
in a given article, or an article reports on multiple outcomes (e.g., both
mindsets and end results) and thus contributes multiple effects.
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one’s future potential. Here, we ask: Do growth mindset interven-
tions impact participants’ expectations and with how much
heterogeneity?

Path C: Goal-Directed Behavior

In the organizational training literature, this outcome refers to
how well individuals are applying the training in terms of
behavioral changes—sometimes called transfer. The behaviors
that the training should modify directly align with the desired
end result and are thus referred to as goal-directed behavior. For
example, if the end goal is to improve academic performance,
researchers should anticipate that students are putting more effort
into studying. Yet, this behavioral component is infrequently tested
in social psychology in general (Baumeister et al., 2007), and in
growth mindset interventions specifically (42% of studies included
this Level 3 outcome). Whether observed or assessed via self-report,
goal-related behavior is a critical level at which to examine if growth
mindset interventions are effective.

Correlational and experimental data point to various types of
behaviors that help individuals reach their end goal. Individuals with
growth, relative to fixed mindsets, are more likely to report mastery-
oriented coping in the face of challenges, described as an overall
“hardy response” (Dweck, 2000, p. 6). For example, in laboratory
studies, students are more likely to engage in remediation
following setbacks (Nussbaum & Dweck, 2008), and to increase
their practice time (e.g., Cury et al., 2008). However, other work
examining a general self-report measure of goal persistence fails to
find a relation with growth mindsets of intelligence (Burgoyne et al.,
2020). In contrast, within a health context, individuals with sub-
stance use problems exposed to a growth mindset, relative to a
disease-fixed message, reported being more likely to engage in
counseling and cognitive behavior therapy (Burnette et al., 2019).
Examples of goal-directed behavior from included studies comprise
outcomes such as seeking academic challenges in the form of
preferring harder versus easier questions to answer (Bettinger et
al., 2018; Rege et al., 2021), favoring complex versus easy tasks
(Skipper, 2015), or taking a full course load the first year of college
(Yeager, Walton, et al., 2016). Another mastery behavior frequently
assessed was task persistence, whether as self-report in the domain
of entrepreneurship skills (Burnette, Pollack, et al., 2020) or as
observed number of questions attempted on a standardized test
covering multiple domains of knowledge (Chao et al., 2017). And,
as illustrated by the above examples, behavior is primarily assessed,
thus far, in interventions designed to improve academic perfor-
mance. Here, we ask: Do growth mindset interventions impact
participants’ goal-directed behaviors, and what is the degree of
heterogeneity?

Paths D-F: End Results

In the growth mindset intervention literature, the end result or
goal is typically focused on improved academic performance
(68.1%), mental health promotion (17.0%), or social functioning
(14.9%). In our model, we have three different end results, each with
unique benchmarks and different policy implications. Thus, we
report results separately to help the reader draw conclusions about
effectiveness related to each end goal. Here, we ask: What is the
average effect of growth mindset interventions on academic

performance, mental health, and social functioning, as well as
the degree of variation in effects for each end result?

Path G: Focal Groups

Importantly, these questions of average effects are expected to
exhibit a large degree of heterogeneity. Thus, we also ask, for
whom do growth mindset interventions work? Although there are
theoretical reasons to expect that targeting individuals and groups
expected to benefit most creates meaningful boundary conditions
of effectiveness at all levels, there is limited inquiry regarding
focal groups or analyses at Levels 1-3. There are also reasons to
expect that the answer to the question of who will benefit the most
from interventions might depend upon what level of outcome we
are examining. For example, Rege et al. (2021) predicted that an
academic mindset intervention would promote challenge-seeking
motivation for all students but would only have an effect on GPA for
lower achieving students. Due to limited data and different theoriz-
ing depending on the level of the outcome, we focus on moderation
by the focal group for end results—namely academic performance
and mental health, as the data are too nascent for social functioning.
If there is moderation for these two end results, follow-up research
can, and should, investigate where else in the chain moderation
effects may also occur (Rothman & Sheeran, 2021).

Focal groups are those for whom a growth mindset intervention is
excepted to work best. Because this is often postulated a priori and is
often a within-study moderator, we note that focal group also
includes focal subsamples or analyses within a particular study.
In academics, focal groups have included students at risk of
failing, students from disadvantaged backgrounds, those with lower
growth mindsets to start, and sometimes some combination of
these. For mental health, focal groups have included participants
who had experienced previous stress or trauma, who had low growth
mindsets to start, or who had been hospitalized for psychiatric
reasons. Here, we ask: Are the effects of growth mindset interven-
tions on academic achievement and mental health stronger for
focal groups, relative to non-focal groups? Does this moderator
significantly reduce between-study heterogeneity, and if so, by
how much?

Path H: Implementation Fidelity

Next, we ask, how might interventions work? What are the most
powerful ways to deliver a growth mindset message? A central aim
of our work is to highlight the importance of implementation fidelity
for understanding differences in intervention effectiveness. Despite
the significance of fidelity, there is not yet an agreed-upon standard
of implementation outlined in the growth mindset literature, and
practices vary widely. The primary implementation practice in the
first three growth mindset interventions was to provide scientific
evidence for the malleability of intelligence (e.g., learning helps the
brain make new connections), and to invite students to reflect on and
internalize the growth mindset message—a technique called “saying
is believing” (e.g., Aronson et al., 2002). Nonetheless, even the
saying is believing technique is not consistently implemented, and
the use of best practices for message delivery varies, as does control
over the delivery of the key message. All of these components can be
aggregated to get a sense of overall implementation fidelity. Other
implementation strategies vary, such as dose (both number of
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sessions and time spent delivering the message). However, because
there is not an agreed-upon gold-standard implementation approach
for these additional components, we did not include this as part of
our overall fidelity score. Here, we outline the three key components
that go into our continuous overall fidelity moderator: adherence,
delivery competence, and message control.

Adherence. Adherence means including “core components”
that constitute an intervention and is often defined as delivering
the intervention as prescribed (Dane & Schneider, 1998). To be
considered a growth mindset intervention, there must be a message
that the attribute is malleable. Yet, to help make this attribute stick,
interventions also often include an attitude change tactic such as a
saying is believing activity. For example, this often involves writing
a pen-pal letter to a struggling student—a note that stresses the
opportunity for growth and development despite challenges. Having
participants put the growth mindset message into their own words
helps to instill the mindset belief. In the present work, 18.9% of
interventions failed to include this type of attitude change
tactic. Interventions that are implemented with this component
and adhere to best practices are likely more impactful. Thus, those
that included the saying is believing type of exercise received a score
of 1, and those that did not, received a score of 0.

Delivery Competence. Delivery competence relates to the
skillful delivery of the intervention content. Experts in mindset
research delineate several components that should improve the
delivery of growth mindset interventions, most of which are
delineated in the context of mindsets of intelligence and academic
performance. These components for mindset interventions are as
follows: (a) include neuroscience information, (b) use credible
sources, (c) provide scientific evidence of the potential for change,
(d) respect autonomy (e.g., ask the participant to collaborate), (e)
incorporate social norms and social modeling, (f) include content to
avoid blame and encourage self-compassion, (g) make it personally
relevant and (h) incorporate metaphors that make the message
“sticky” (Yeager, Romero, et al., 2016). In developing the coding
procedures for delivery competence, we arrived at five categories
that could be coded in the existing data. First, was scientific evidence
(including neuroscience) for malleability provided? Second, were
social norms, peer norms, and/or social/role modeling used? Third,
did the intervention include content designed to reduce blame and/or
encourage compassion? Fourth, did the intervention contain content
related to conveying benefits of growth mindsets and/or personal
relevance of content? Fifth, did the intervention contain metaphors
or activities designed to be sticky and memorable? Each of the
five categories was coded “0” for absent, “1” for present, with the
five responses then summed. No study received a summed score of
5, with values ranging from 0 to 4 (Mdn = 2).

Message Content Control. This variable assesses the level of
control that the research team had over the curriculum and content of
the intervention delivered to the desired end recipients (i.e., individual
students). Values range from 3 (full researcher control) to 1 (modest
researcher control). Interventions delivered directly to students,
whether via computer (e.g., Paunesku et al., 2015) or in-person by
members of the research team (e.g., Mills & Mills, 2018), represent
full-delivery control, but other intervention formats involve
intermediaries and are characterized by varying degrees of researcher
control over the curriculum and message. In such cases, we distin-
guish levels of content control based upon the detail and structure of
the curriculum that is specifically prepared for individual students. For

example, Rienzo et al. (2015) student intervention exhibited substan-
tial control: They provided their assistants with a detailed curriculum
to be executed in the course of six 2-hr workshops, each with a
specific mindset-relevant theme. In contrast, the intervention con-
ducted by Good et al. (2003) exhibited relatively modest researcher
control: mentors met with students in two unstructured sessions of 90-
min each, and interacted via email, without specified pedagogical
objectives. In short, greater researcher control over intervention
content should improve fidelity, and lead to stronger outcomes.
The range was 1-3 with a median score of 3.

Overall, these three components (adherence, delivery compe-
tence, and message content control) are scored to produce a contin-
uous assessment of fidelity that ranged from O to 8 with a mean of
6.0 and a standard deviation of 1.45. Here, we ask: Are the effects of
growth mindset interventions on academic achievement and mental
health stronger when interventions are implemented with better
fidelity? Does implementation fidelity significantly reduce between-
study heterogeneity in effects, and if so, to what extent?

Focal Effects

Combining Paths G-H allows us to examine what we call our
focal effect, which captures intervention effectiveness for end
results when researchers incorporate focal groups (who) and use
powerful implementation strategies (how)? Here, we ask: What is
the estimated effect, the prediction interval, and the reduction in
heterogeneity relative to average effects for end results, when the
intervention is implemented with focal groups and with high

fidelity?

Paths I-N: Potential Mediators

Why might growth mindset interventions work? Theoretically,
mindsets should directly and indirectly predict academic achieve-
ment by influencing certain motivational processes (Dweck, 2000).
The organizational literature notes that the direct association with
Level 4, the end result, is usually not as strong as other levels that are
more proximal to the intervention. And, importantly, each level
should impact the final result, but effects should be stronger as the
process gets closer in the chain to the end result. That is, Level 1
should have the strongest effects when considering intervention
effectiveness, but when examining correlations among constructs,
Level 3, goal-directed behavior, should have the strongest
correlation with the end result, Level 4. If we find that this is indeed
the case, conclusions about effectiveness, or lack thereof, can be
informed. That is, if these interventions strongly shift growth
mindsets and this, in turn, relates to motivation, which can impact
behavior, which in turn correlates with the end results, then invest-
ments may be worth it. This example is purely serial, but there are a
number of ways in which these processes may work. Here, we
explore correlations among the levels.

Summary

We sought to provide a comprehensive empirical overview of
effects of growth mindset interventions with a focus on meaningful
heterogeneity. To examine the questions raised by the integration of
the growth mindset approach with the training effectiveness litera-
ture, we provided an overarching theoretical framework. The MIE
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model and our proceeding review outlined each path that we propose
and test (see Figure 2 and Table 1). We now turn our attention to the
methodological and analytical approach and our findings related to
the paths outlined in the model.

Method
Search Strategy and Inclusion Criteria

We conducted an initial search using the following electronic
databases: ERIC, APA PsycINFO, ProQuest Dissertation and The-
ses, as well as Google Scholar. Search terms included various
combinations of the keywords (e.g., “lay theories,” “implicit
theories,” “mindset,” “growth mindset,” and “intervention”; see
Figure 3). We also conducted a legacy search (i.e., “back-tracking”
an article by its references to identify potentially useful articles) and
a forward search on included articles. For the forward search, we
used APA PsycINFO and Google Scholar to determine if any newer
articles that had cited our included articles met the inclusion criteria
of our meta-analysis. To obtain unpublished and in-press articles,
we sent a request to the listserv for the Society for Personality and
Social Psychology. Our search started with the original intervention
(Aronson et al., 2002) and concluded with articles published
before the end of 2020.

In assessing abstracts and full-text articles, five inclusion criteria
had to be met. First, the study had to be a test of a growth mindset
intervention designed to foster stronger beliefs in the malleability
of an attribute. Thus, correlational or longitudinal studies that lacked
an intervention (e.g., Canning et al., 2019) were excluded, as were
theoretical overviews (e.g., Yeager & Dweck, 2012), articles re-
porting the development of a scale (e.g., Limpo & Alves, 2014), and
lab-based studies that featured an experimental manipulation rather
than an intervention in an applied setting (e.g., Da Fonseca et al.,
2008). Second, eligible studies had to use random allocation and
feature a comparable control group. Studies that did not—for
example, Stern (2015) and Stevens (2018)—were excluded. Third,
the intervention needed to be designed to foster a growth mindset
and could not include adaptations that made it impossible to
disentangle the effect of the malleability message from the effect
of ancillary content unique to the treatment group. For example,
Binning et al. (2019), which featured an intervention that taught
a belonging mindset together with a growth mindset, was excluded,
whereas Paunesku et al. (2015) were not excluded because the
researchers used separate experimental conditions to introduce
content beyond the growth mindset message (i.e., sense of
belonging)—thus enabling us to isolate the growth mindset effect.
Fourth, the intervention goal had to be to enhance academic out-
comes, improve mental health, or seek to enhance social function-
ing. Here, we excluded studies with the goal of improving outcomes
such as sports performance (Shaffer, 2014), outdoor personal
development (O’Brien & Lomas, 2017), and physical health
(Burnette & Finkel, 2012). Fifth, the authors had to report an effect
size reflecting one of the primary outcomes (i.e., mindsets, expecta-
tions, goal-directed behavior, and end results), or information
needed to compute this effect size had to be available (either in
the article or from the authors). Overall, regarding these inclusion
criteria, the vast majority of articles excluded from the meta-analysis
were eliminated because they were not an intervention.* See Figure 3
for exclusion funnel.

9

Coding Strategy—Moderators

To code our moderators, the first and second authors began by
coding the three chronologically oldest interventions—Aronson et
al., 2002; Blackwell et al., 2007; Good et al., 2003—to refine the
coding scheme. After doing so, both authors then independently
coded the next three articles in alphabetical order. Cohen’s k was .89
across the moderator coding, indicating good interrater reliability.
The remaining coding was done by the second author.

Focal Groups

The focal group moderator combines at risk and other indicators
of a targeted sample for which effects are expected to be
pronounced—that is, individuals for whom the intervention is
expected to be most efficacious. The effect is coded as O (not focal)
when the specified sample or subsample analysis is not expected
to benefit most. The effect is coded as 1 (focal) when one of two
conditions is met: (a) The entire study sample is considered to be
targeted by the intervention or (b) the particular subsample featured
in the analysis that produces the effect size is considered to be
targeted by the intervention. We note that this latter condition
occurs frequently in the data set because growth mindset interven-
tions are often administered to most or all available students—even
those not expected to benefit—in order to avoid stigmatizing treated
students. In this latter case, the authors outlined a priori why they
tested a particular individual difference as a moderator, and the
effect in question represents an effect at the level of the moderator
where the effect is expected to be present or especially strong. For
example, Aronson et al. (2002) hypothesized that their growth
mindset intervention would impact African American/Black stu-
dents more strongly than White students, due to the challenges
posed by stereotype threat. Thus, effects for the African American/
Black students were coded “1” for focal group, while effects for
White students were coded “0” for not the focal group. Similarly,
Yeager, Walton, et al. (2016; Study 2) hypothesized that disadvan-
taged college students (specifically, those who were first-generation
college students or from a disadvantaged ethnic minority) would
benefit most from the growth mindset intervention. Thus, effects
involving disadvantaged students were coded “1” for the focal
group, while effects for other students were coded “0” for not
focal. In some cases, the full sample for a study may be coded as
the focal group, when study authors make such targeting clear. Alan
et al. (2019, p. 1151) did so, for instance, when they reported that
“[w]e deliberately target low-SES students for whom interventions
of this type have been shown to be most effective.” However, we do
not code entire samples as focal when the author’s rationale for
doing so is based solely on ambiguous transitions or categories
because such groups represent massive heterogeneity and lack
theoretical clarity. For example, it seems unlikely that a// students
who live in rural areas of the South should be considered at risk (e.g.,
Burnette et al., 2018). We return to the complicated and nuanced
issue of defining focal subgroups in the discussion.

Despite the theoretical assertion that growth mindsets are most
influential in times of challenges, use of focal groups in analyses or
populations was limited (57.4% of studies with a codable end

* See OSF for reference list of all studies included in the meta-analysis and
for exclusion file detailing the reasons for exclusion.
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Figure 3
Search Funnel for Meta-Analysis

8,232 records identified in searches

>|| 8,029 records excluded after title review

N
203 abstracts assessed for eligibility

| 79 records excluded after abstract review

y
124 full-text manuscripts assessed for eligibility

52 manuscripts included in meta-analysis

72 manuscripts excluded after full-text review

* 29 were not interventions (e.g., correlational, lab studies, or not empirical)

* 18 not randomized and/or did not include a comparable control group

* 14 were not mindset interventions or included additional content

* 7 did not target primary outcomes

* 4 did not include necessary information to calculate an effect and/or could not be
A obtained from authors

(53 studies)

result), and definitions of these challenges vary. Furthermore,
reporting of the statistics necessary to pull apart simple effects
was not always reported or available upon request from the authors
(14.9% of studies with an end result have known missing simple
effects involving moderation). In the discussion, we outline the
need for greater theoretical precision as well as transparency in
reporting of a priori versus exploratory analyses, specifically as it
relates to “for whom” the intervention should be most effective. We
also discuss the importance of reporting all simple effects.

Implementation Fidelity

For moderation by implementation fidelity, we created a contin-
uous score that represents best implementation practices. This total
score included three subcomponents: adherence (0 or 1); delivery
competence (0-5); message control (1-3). Higher numbers indicate
greater fidelity, with scores ranging from 2 to 8. Mean fidelity across
all interventions was 6.0 (SD = 1.44). For the academic interven-
tions, mean implementation fidelity was 5.78 out of 8 (SD = 1.58).
Mental health interventions exhibited mean implementation fidelity
of 6.13 (SD = .64), while interventions that targeted social func-
tioning featured an average implementation fidelity of 6.14 (SD =
1.35). Further descriptive statistics pertinent to implementation
fidelity are available in Online Material Table 1 (OM1).

Meta-Analytic Procedure

We conducted a random-effects meta-analysis to synthesize the
primary samples and establish estimates of the population parame-
ters (Borenstein et al., 2009; Hedges & Olkin, 1985). We report
Cohen’s d as the primary effect size estimate representing the
difference in outcome between intervention and control groups in
each study; hence, we converted other types of effect size informa-
tion, such as correlations, odds ratios, as well as means and standard

deviations, to Cohen’s d. For Table 2, we report the number of
effects, samples, and studies, the N, Cohen’s d, the standard error,
95% confidence intervals (CIs), and t° as well as prediction intervals
to indicate the degree of heterogeneity (Borenstein et al., 2009). In
Table 3 and Table 4, for moderators, we report the estimates,
standard errors, 95% confidence intervals (CIs), t°, variance ac-
counted for (VAF), and the prediction intervals. In Table 5, for the
focal effects, we report the estimated effect at the specified modera-
tor values, as well as the corresponding standard error, 95% confi-
dence intervals for the estimate, and 95% prediction intervals (PIs).
In Table 6, for the correlations among constructs, we report the
summary correlation coefficient, along with its standard error, 95%
confidence intervals, t°, and 95% prediction intervals.

Interdependency in the Data

There are a number of interdependencies in these data, including
multiple effects derived from the same author across studies,
multiple levels or outcomes within the same study (e.g., mindsets
and results), as well as multiple waves of assessments and a host of
operationalizations of the same outcome (e.g., mindsets assessed
with different measures). The first two issues are inherent in our
process. That is, we include multiple effects from the same authors
and multiple effects across relevant outcomes (e.g., mindsets and
end results). However, to address the remaining issues related to
independencies in the data, we adopt best practices as recommended
by Tipton et al. (2019a, 2019b). Specifically, we include all relevant
effects from a given study, rather than picking single effects or
computing an average effect for each study (which may bias results).
By retaining all relevant effects, we take advantage of crucial within-
study variation. For example, whenever possible, we include sepa-
rate effects from subsamples pertinent to our key within-study
moderator, targeting of focal groups.
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Table 2
Multilevel Effects on Each Outcome
Outcome Effects Samples Studies N d SE 95% CI1 7> (Sum) 95% PI

Growth mindsets 49 37 34 30,403 0.46 0.06 [.34, .58] 0.105 [-0.19, 1.10]
Expectations 18 12 12 62,987 0.18 0.10 [-0.02, 0.38] 0.108 [-0.49, 0.85]
Mastery behaviors 38 22 22 58,305 0.18 0.05 [0.10, .27] 0.030 [—0.17, 0.54]
Academic performance 110 48 32 51,676 0.09 0.02 [0.05, 0.13] 0.012 [-0.13, 0.30]
Mental health 28 10 8 2,529 0.18 0.06 [0.06, 0.29] 0.019 [-0.12, 0.47]
Social functioning 36 8 7 659 0.36 0.17 [0.03, 0.68] 0.164 [-0.50, 1.22]

Note. Effects equals the number of total effects reported. This represents both multiple outcomes and timing. Samples equals the number of subsamples—
this is larger than studies because it captures within-study heterogeneity of targeting specific focal subgroups. Studies equals the number of studies (a test
of intervention effectiveness across independent samples). This does not match the total number of articles included in the search figure because some
articles report more than one study and because some articles only report one or two of the outcomes or levels. The nesting structure is such that effects are
nested within samples that are nested within studies. t> (Sum) reflects true study variance. To calculate the sample size N, due to the multilevel context, we
averaged within studies; for details, please see the R code on the Open Science Framework (OSF) Project Page. SE = standard error; 95% CI = 95%

confidence interval; 95% PI = 95% prediction interval.

To account for the data dependency introduced by the inclusion
of multiple relevant effects from each study, we employ multilevel
metaregression using restricted maximum likelihood (REML) esti-
mation. Namely, we nest effect sizes within independent samples
within studies, using the metafor package in R (Viechtbauer, 2010).
We report all models for growth mindsets, expectations, goal-
directed behaviors, academic performance, mental health, and
social functioning in Table 2 without moderators and using this
nested structure. The same nesting structure was also used to
calculate the Paths I-N reported in Table 6. In Tables 3 and 4,
we used the same nesting structure, but added moderators in a
stepwise fashion. We first included a basic model which reports
the intercept and focal group moderator. In Model 2 we added the
Fidelity moderator. Consequently, we compute and evaluate VAF,
which reflects the percent change in estimated true study variance, or
7% (Sum), relative to the unconditional model in Table 2. Code is
available at the Open Science Framework (OSF; Burnette et al.
2022).

Effect Size Extraction and Variance Calculations

Full details regarding the extraction, computation, and/or con-
version of each effect size and its associated variance are available
in the datafile posted at OSF. A brief overview of pertinent decisions
that could have an impact is elaborated on below—note, we did
not preregister the search protocol or decisions outlined below, and
some decisions are a result of multiple rounds of reviewer feedback.

In terms of extracting effects, there are three key decisions worth
noting. First, we excluded the effects from Rienzo et al. (2015)
Study 2 because students were not the target of the intervention.
Rather, the authors noted with respect to their teacher-targeted
intervention (Study 2):

How teachers put this learning into practice was at their discretion. The
training was designed to give teachers an understanding of the general
approach and specific techniques, which they could then apply to
teaching and learning as they thought was appropriate. (p. 11)

This was excluded as a pure “train the teacher model” with no
additional materials provided to help implement the growth mindset
message.” Second, we chose not to include effects related to end
results when they were not the primary goal of the intervention—
what we termed side effects. If, for example, a article’s stated goal

was to improve mental health, but the authors also happened
to report an effect for academic performance, we only included
the primary end result—namely, mental health. The effect on
academic performance was excluded as a side effect. This resulted
in the exclusion of the three effects reported in Yeager et al. (2014)
that pertained to academic achievement (i.e., Yeager et al., 2014), as
well as a total of four effects on depression, one in Yeager, Miu, et al.
(2013) and three in Schleider et al. (2020). This decision was made
based on mindset theory and the organizational training framework
we incorporated throughout. Interventions should be designed
with the primary end goal in mind and other outcomes are consid-
ered secondary. As can be seen by the small number of studies, most
work only focused on one stated end goal.

Third, there is the issue of intent-to-treat analyses (ITT) versus
the local average treatment effect (LATE). If both ITT and LATE
were clearly reported in the main text, we included only LATE,
although such instances were rare (e.g., Outes-Leon et al., 2020;
Porter et al., 2020). The reason is that LATE, or similar approaches,
should capture the effect under more idealized circumstances, as it is
the effect of the treatment for those participants who complied. We
note that most studies reported ITT or similar procedures or failed
to report their approach—unless LATE was clearly reported, we
included the primary effect the authors do report. These three
decisions, especially because they are not preregistered, could be
seen as biased. To help avoid this concern, we also ran analyses
with all these effect sizes included. Results from these additional
sensitivity analyses are discussed below and more details regarding
the excluded effects can be found on OSF.

Overall, in terms of computing effects, where possible, we culled
reported effect sizes directly from the original report, converting
them if necessary to the metric of Cohen’s d using the methods
of Lenhard and Lenhard (2016) as implemented in the effect size
calculator at https://www.psychometrica.de/effect_size.html. When
effect sizes were not directly reported, but the relevant statistical
analysis was provided in the text, we computed Cohen’s d from the
available results (e.g., f or F statistics), again using the methods of
Lenhard and Lenhard (2016). When the relevant statistical analysis

> We excluded these effects based on reviewer feedback. We retained the
student intervention (Study 1) from Rienzo et al. (2015) but not the teacher
intervention (Study 2).


https://www.psychometrica.de/effect_size.html
https://www.psychometrica.de/effect_size.html
https://www.psychometrica.de/effect_size.html
https://www.psychometrica.de/effect_size.html
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Table 3

Moderators of Multilevel Effects for Academic Performance

Model Moderator Estimates SE 95% CI1 7% (Sum) VAF 95% PI*

Model 1 Intercept 0.04 0.03 [-0.01, 0.09] 0.009 25% [—-0.15, 0.24]
Focal group: yes 0.10 0.04 [0.02, 0.18]

Model 2 Intercept 0.04 0.03 [-0.01, 0.09] 0.010 17% [-0.16, 0.25]
Focal group: yes 0.10 0.04 [0.02, 0.18]
Fidelity 0.00 0.01 [—=0.03, 0.02]

Note. VAF = variance accounted for; SE = standard error; 95% CI = 95% confidence interval; 95% PI = 95% prediction interval. The nesting structure
is such that effects are nested within samples that are nested within studies. t> (Sum) reflects true study variance. VAF indicates variance accounted for,
and quantifies the percent reduction in heterogeneity achieved relative to the unconditional model in (Table 2). Fidelity is median-centered based on
descriptives reported in Online Material Table OM1. Focal group is coded such that not a focal subsample = 0 and subsamples or analyses examining focal
groups = 1. For example, the intercept represents the effect size for not focal group and the regression coefficient represents the difference between not a
focal and yes a focal group. Thus, the sum of the two (e.g., Model 1: 0.04 + 0.10 = 0.14) equals the effect for those anticipated to benefit most.

# This PI corresponds to the prediction interval for the intercept only, and thus represents the expected range of effects when the intervention does not have

a focal group and is conducted with median fidelity.

was not reported, we computed Cohen’s d from means, standard
deviations, and group n’s. In cases where none of the above
information was available, we requested information directly
from the authors. In all cases, we adjusted the sign of Cohen’s d
such that a positive value reflects a result in accord with the expected
direction of effects. Thus, a positive d in the context of academics
indicates that the intervention improved performance. Likewise, a
positive d in the context of mental health indicates that the inter-
vention improved mental health, even if the actual reported outcome
was a reduction in anxiety or depression, as predicted by theory.
Obviously, if a negative value represented an actual effect counter
to expectations, it remained negative.

For associated variances, we took steps to ensure that our
procedures properly accounted for the clustering exhibited in the
design of many primary studies in the data set. For studies that
employed multilevel analyses, where possible we converted cluster-
robust standard errors or p values to variances using the approxi-
mation recommended by Borenstein and Hedges (2019), or by
Altman and Bland (2011). For studies that did not employ multilevel
analyses, we computed the variance using the standard formula
provided by Borenstein and Hedges (2019). We note that for
some primary studies, the data exhibited multilevel structure, but
the study authors did not employ multilevel techniques in their
analysis. In such cases, we abjured the use of corrective techniques

(e.g., Borenstein & Hedges, 2019), given that the information
necessary to do so was almost always lacking.

Heterogeneity Indices

To assess heterogeneity, we focus our reporting on two statistics:
7% and the 95% prediction interval. The statistic T captures the
variance in true effects—that is, the variance not attributable to
sampling error (Viechtbauer, 2010). The nested structure of our
data (effects within samples within studies) entails that there are
two sources of true-effect variance: the sample level and the study
level. To simplify our presentation, we sum these two sources of
variance to provide a single t> value (Konstantopoulos, 2011). To
quantify the effectiveness of our moderators, we compute the
percent reduction in t> achieved by the conditional model, relative
to the unconditional model—what we term VAF.

Based upon the dispersion of true effects, 95% prediction inter-
vals can be calculated. These prediction intervals provide a range
within which we can expect future true-effect sizes from randomly
selected populations to fall (Borenstein & Hedges, 2019). Prediction
intervals are distinct from the 95% confidence intervals for the mean
effect size: Whereas the latter only provides information about the
precision with which the mean effect size is estimated, the former
addresses heterogeneity in the overall distribution of true effects.

Table 4

Moderators of Multilevel Effects for Mental Health

Model Moderator Estimates SE 95% CI 7 (Sum) VAF 95% PI*

Model 1 Intercept 0.05 0.02 [0.02, 0.09] 0.000 100% [0.02, 0.09]
Focal group: yes 0.23 0.05 [0.14, 0.33]

Model 2 Intercept 0.09 0.05 [-0.01, 0.18] 0.004 79% [-0.06, 0.24]
Focal group: yes 0.18 0.09 [0.01, 0.35]
Fidelity 0.03 0.06 [-0.10, 0.15]

Note. VAF = variance accounted for; SE = standard error; 95% CI = 95% confidence interval; 95% PI = 95% prediction interval. The nesting structure

is such that effects are nested within samples that are nested within studies. t> (Sum) reflects true study variance. VAF indicates variance accounted for,
and quantifies the percent reduction in heterogeneity achieved relative to the unconditional model in (Table 2). Fidelity is median centered, based on the
descriptives reported in Online Materials Table OM1. Focal group is coded such that not a focal subsample = 0 and subsamples or analyses examining
focal groups = 1. For example, the intercept represents the effect size for not focal group and the regression coefficient represents the difference between
not a focal and yes a focal group. Thus, the sum of the two (e.g., Model 1: 0.05 + 0.23 = 0.28) equals the effect in subsamples expected to benefit most.
#This PI corresponds to the prediction interval for the intercept only, and thus represents the expected range of effects when the intervention does not have
a focal group and is conducted with median fidelity.
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Table 5

Isolating Focal Intervention Effects in the Context of Moderation
Focal effects® Estimate SE 95% CI 95% PI

Academic results 0.14 .04 [.06, .22] [-.08, .35]

Mental health 0.32 A1 [.10, .54] [.07, .57]

Note. SE = standard error; 95% CI = 95% confidence interval; 95% PI =
95% prediction interval.

#The focal effect refers to the effect for an intervention that is directed to a
focal subgroup and is of high-implementation fidelity (scoring 8 out of an
observed range of 8). Note that the median fidelity score is 6. For more
details on calculations, see R code on Open Science Framework (OSF).

We extract prediction intervals from our statistical models using the
predict function in the metafor package for R (Viechtbauer, 2010).
We note that in the context of metaregression, prediction intervals
are available for each combination of moderator values. We,
therefore, report prediction intervals for both the intercept of
each model (all moderator values = 0) and a “focal effect”
(described subsequently) that reflects moderator values of theoreti-
cal import.

Sensitivity Analyses: Additional Moderators

In line with past meta-analyses, best practices, and reviewer
suggestions, we also examined if conclusions are robust when
including additional moderators. The primary question here is
whether effects (i.e., the focal effect) are robust to methodological
rigor in the underlying studies, which we labeled “research
quality.” Research quality refers to features of the study related
to best practices. Because quality determinations are so variable
among scientists and given the limited evidence regarding how
each component of research quality alone, or in combination, may
impact results, it is not recommended practice to use research
quality as part of the selection criterion (e.g., Johnson, 2021).
Rather, we use it as part of our sensitivity moderation analyses.
Namely, we focus on two broad areas: best practices for trans-
parency and replication (i.e., open science) and best practices for
RCTs. For open science, we focused on the use of intervention
reporting standards, open access materials, and incorporating
preregistration. For RCT practices, we included the intervention
control group type and blinding. We used these subcomponents to

create a continuous variable of research quality (range = 0-9).
More detailed coding information pertaining to research quality is
available in the coding guide located on OSF, as is a descriptive
summary table (Online Material Table OM1).

Within all the noise associated with research quality, our
moderator analysis may yet detect signal, but it is not entirely
clear what the expected direction of the interaction effect should
be. The most plausible case can probably be made that stronger
effects are likely to emerge in conjunction with lower research
quality, where for example, lack of preregistration permits re-
searchers “opportunistic degrees of freedom,” which might inflate
the rate of false positive results as well as effect sizes (Simmons et
al., 2011; Wicherts et al., 2016). Furthermore, reducing demand
characteristics likely reduces treatment variance and can make
effects seem smaller. Alternatively, researchers who are using
best practices are also likely those engaging in best implementa-
tion practices more generally (e.g., stricter adherence, better
delivery strategies) and thus effects for studies with higher
research quality may be stronger. Indeed, research quality is
positively correlated with fidelity in the present work (r =
0.35, p < .001). Then, there is also of course the possibility
that research quality, with all the noise and potential confounds,
has no meaningful impact on effect sizes. Thus, this moderator is
not included in our theoretical model but is nonetheless included
as a moderator in sensitivity analyses.

Furthermore, reviewers asked us to also include publication
status (yes vs. no) and the simple binary breakdown of control
group type (active vs. no treatment) as additional moderators. In our
first sensitivity analysis, we included our main moderators
(focal group and fidelity) as well as publication status and research
quality. In our second sensitivity analysis, to avoid overlap, yet
examine the binary categorical variable of active versus no-
treatment control, we ran another analysis with our two primary
moderators (focal group and fidelity) and publication status, while
substituting the control group type moderator for research quality.

Sensitivity Analyses: Using Selection Models to
Investigate Publication Bias

In a further set of sensitivity analyses, we focus specifically on
the threat of publication bias, in which findings from published
studies differ systematically from findings from the entire

Table 6
Mediators: Links Between All Levels
Relationship Effects Samples Studies N r SE 95% CI 7% (Sum) 95% PI
Mindsets and
Expectations 4 3 3 958 25 0.10 [0.06, 0.44] 0.024 [-0.11, 0.61]
Behavior 18 5 5 26,406 20 0.08 [0.06, 0.35] 0.026 [-0.15, 0.56]
Results 24 12 11 3,044 17 0.04 [0.08, 0.25] 0.016 [-0.10, 0.43]
Expectations and
Results 4 3 3 958 .05 0.18 [-0.29, 0.39] 0.088 [-0.63, 0.73]

Note. Effects equals the number of total effects reported. This represents both multiple outcomes and timing. Samples equals the number of subsamples—
this is larger than studies because it captures within-study heterogeneity of targeting. Studies equals the number of studies (a test of intervention
effectiveness across independent samples). This does not match the total number of articles included in the search figure because some articles report
more than one study and because some articles only report one or two of the outcomes or levels. The nesting structure is such that effects are nested within
samples that are nested within studies. ? (Sum) reflects true study variance. r = observed correlation coefficient; SE = standard error; 95% CI = 95%

confidence interval; 95% PI = 95% prediction interval.
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population of the completed studies, particularly the unpublished
literature (Vevea et al., 2019). A number of popular techniques exist
to identify and correct for publication bias—including, for instance,
the oft-employed trim and fill method (Duval & Tweedie, 2000).
Popular techniques such as the trim and fill method, however, suffer
from two key shortcomings: (a) they have not been extended to a
multilevel context and (b) they do not address publication bias in the
context of moderator analyses. To address these shortcomings, and
given our focus on heterogeneity, we employed a mixture of
alternative approaches that allowed us to retain a focus on modera-
tion, while simultaneously accounting for our multilevel data struc-
ture as much as possible.

The core of our sensitivity analysis is the use of selection
models, as developed and implemented by Vevea and Hedges
(1995) and Vevea and Woods (2005). We utilize these models
because, unlike other techniques, they offer the crucial advantages
of analyzing publication bias in the context of moderation (Vevea
et al., 2019), and of remaining robust to heterogeneity (McShane
et al., 2016), which is expected in our data set. Fundamentally,
these selection models “adjust meta-analytic data sets by specify-
ing a model that describes the mechanism by which effect sizes
may be suppressed” (Vevea et al., 2019, p. 396). In the models
examined here, the suppression mechanism is assumed to be
meaningful cutoffs for p values. Our sensitivity analyses involve
two such models.

Our two selection models derive from the methods of Vevea and
Woods (2005). With these models, the researcher provides the p
value cut points of interest together with a hypothetical set of
weights that reflects a possible suppression mechanism. Using
this approach, we construct one selection model with p value cut
points and weights that correspond to “moderate” publication bias,
and a second model with cut points and weights that correspond to
“severe” publication bias, as demonstrated in Vevea et al. (2019).
Results from these two models provide the means and variance
components that would emerge under those conditions, allowing us
to determine the extent to which effects (including moderated
effects) remain, or do not remain, robust.

Despite the manifold advantages offered by the selection models
described above, the methodology has not yet been elaborated in a
multilevel context. We address this shortcoming by following the
precedent of Dworkin et al. (2017) and utilize a random sampling
approach to assemble a data set of independent observations. While
such an approach has the clear merit of producing independent
observations in a way that avoids systematic bias, results may be
sensitive to the specific sample set that is actually selected. To
partially mitigate this limitation, we randomly select one effect from
each independent sample, construct the two aforementioned selec-
tion models using the assembled data set, and extract the desired
mean and variance component estimates. We repeat this process
multiple times to obtain three sets of parameter estimates (one from
each randomly selected data set), then use the mean of each set as
our final point estimate for each parameter. Publication bias analyses
are conducted in R, with selection models generated using the
weightr package (Coburn & Vevea, 2019).°

Sensitivity Analyses: Model Specification

Finally, no one model completely accounts for all dependency
in the data, and assumptions underlying the models are rarely met

perfectly. In light of this and recent developments in best practices
related to multilevel and multivariate meta-analytic techniques, we
also ask if conclusions are robust to different techniques for
modeling data dependency. To address this question, we draw
upon recent refinements to research synthesis methodology, based
upon the use of robust variance estimation (RVE; Hedges et al.,
2010; Pustejovsky & Tipton, 2022; Tipton & Pustejovsky, 2015). A
key advantage of the RVE framework is that it allows researchers to
make reliable, statistically valid inferences from metaregression
even when the effect sizes in the model are characterized by
interdependency (Pustejovsky & Tipton, 2022). RVE achieves
this by providing alternative 95% confidence intervals and standard
errors (see Hedges et al., 2010, for details). Furthermore, recent
extensions of this framework provide a specific working model—
the “correlated and hierarchical effects” model, or CHE—that is
explicitly designed to accommodate data sets such as ours, where
interdependency among effect sizes is complex and largely
unknown but is marked by both cluster effects and correlations
within clusters due to multiple outcome measures and repeated
observations over time (Pustejovsky & Tipton, 2022). Accordingly,
and following the procedures outlined by Pustejovsky and Tipton,
we conduct a sensitivity analysis in which we use the CHE model
as a working model that is then analyzed using the alternative
standard errors and confidence intervals provided by robust variance
estimation. As argued by Pustejovsky and Tipton, this approach
serves as a valuable technique to guard against misspecification
of multivariate meta-analytic models.

Transparency and Openness

We have posted all data and code on OSF in addition to other
files to help with transparency. There are three folders, the first of
which is the Data, Coding, and Script Folder. This folder contains 10
csv files that can be imported into R to reproduce the major analyses
reported below, an R script with labels for each of the corresponding
tables in the article, and a coding document that provides detailed
criteria for coding decisions. The second folder is titled “Sensitivity
Analyses” and includes the R scripts and additional datafiles
needed to run all sensitivity analyses, as well as a table that
summarizes the results derived from our selection models. The
third folder is titled “Online Materials Folder”; it includes three
Excel files that were used to elaborate on the nature of the studies in
terms of populations (e.g., age, country of origin, sex), as well as
publication status, type of control group, and additional details

® Selection models for some randomly selected data sets failed to con-
verge. In addition, we attempted to generate a third selection model based on
the methods of Vevea and Hedges (1995) in which the researcher specifies a
meaningful interval (or set of intervals) of p values, from which the software
calculates weights that represent the relative likelihood of survival for an
effect size that falls within the given interval. The software then generates a
random-effects model that is adjusted based upon the weighted likelihoods.
Using this approach, researchers thus obtain not only bias-corrected mean
and variance components but also weighting parameters that quantify the
relative likelihood of effect sizes appearing in each interval. This approach
requires that researchers specify the relevant p value intervals based on
theoretical understanding of the suppression mechanism and that each
interval contains at least some observed p values. Because our data set is
relatively small, we specified only one interval for this model, opting for a cut
point of p = .025, which reflects the positive tail in a two-tailed significance
test with o at .05. Even with this limited set of intervals, however, the data
were inadequate for our specified model (with moderators) to converge.
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provided related to the studies. We separated these files in order to
obtain study-level characteristics as the data analysis files report
multiple effects across a given study. Given the interdependent
nature of the data and effects, these distinct files provided individual
study information. Additionally, in this third folder, we include an
Excel file with descriptive information concerning the implemental
fidelity and research quality of included studies, an Excel file
documenting all excluded studies, and a document containing the
references to all studies included in the meta-analysis.”

Results
Descriptive Analysis

Before moving into the findings (broken down by path in
Figure 2), we contextualize the results by outlining descriptive
features of the primary studies included in analyses. We first outline
the number of effects for each level. Next, we include information
related to the population, intervention, and context.® We then
include information related to methodological features of the stud-
ies. The details are broken down by end result. For additional details
on the populations, intervention, comparison groups, and outcomes
(PICO), see Table 7.

Altogether, 52 articles supplied 55 studies, which resulted in 53
distinct interventions® testing intervention effectiveness, with 279
effects in total across the outcomes. In terms of descriptive
information for each of our outcomes and analyses (Table 2), for
Levels 1-3, growth mindsets were reported in 34 studies, expecta-
tions in 12 studies, and goal-directed behaviors were tested in 22
studies. In 47 of the 53 distinct interventions, an effect size relevant
to an end result was provided—academic performance (32 studies);
mental health (8 studies); or social functioning (7 studies).

As for descriptive information, for academic achievement, in
terms of samples, 97% are drawn from Western, educated, industri-
alized, rich, and democratic (WEIRD) nations—those that are
Western, educated, industrialized, rich, and democratic (Henrich
et al., 2010). Here, 70% are from the United States, with 55.3%
women on average, and 62% of the sample were primary or high
school aged. In terms of research design, 75.7% used an active
control group and 73% randomized at the individual level. The
majority of the studies (78.4%) were conducted in the last 5 years
and 78.4% were published. As for features related to the intervention
delivery, information was not uniformly available regarding key
characteristics of the interventions used in the analytic sample. Yet,
information related to dose, in terms of sessions and duration, was
more routinely accessible. Most academic interventions consisted
of relatively few sessions (the median number was two), and were
relatively brief (the median duration was 75 min), attesting to
the comparatively low cost of most growth mindset interventions.
In these interventions, all but three interventions focused on foster-
ing stronger growth mindsets of intelligence (91.2%).

For mental health, in terms of samples, 100% were WEIRD and
87.5% were from the United States, with 54.4% women on average,
and 87.5% of the sample were youth—namely, middle or high
school aged. In terms of research design, 100% used an active
control group, and 100% were randomized at the individual
level. 62.5% of the studies were conducted in the past 5 years,
and 100% within the last 10 years, showing the novelty of leverag-
ing growth mindsets to improve mental health. Additionally, of

those studies examining mental health as the primary outcome, 75%
were published. As for features related to the dose, the median
number of sessions was one, and the median intervention duration
was 26 min. The majority of these interventions (87.5%) focused
on mindsets of personality with one intervention seeking to foster
stronger growth mindsets of emotion (Smith et al., 2018).

For social functioning, in terms of samples, 100% were WEIRD,
and 71% were from the United States, with 55.6% women on average.
28.6% of the samples were youth—namely, middle or high school
age, with adults representing 57% of the sample. In terms of research
design, 100% of studies used an active control group, and 85.7% were
randomized at the individual level. Forty-three percent of the studies
were conducted within the last 5 years, with 71.4% published articles.
As for features related to the intervention dose, the median number of
sessions was one, and the median intervention duration was 90 min.
All of these interventions focused on fostering stronger growth
mindsets of personality.

In terms of the research quality of included studies, we created a
continuous variable (range = 0-9), that included components
related to transparency and best practices for testing intervention
effectiveness. For the academic interventions, mean research
quality was 3.72 (out of 9; SD = 1.73). Mental health interventions
exhibited a mean research quality of 5.38 (SD = 1.19). Interventions
that targeted social functioning featured an average research
quality of 4.29 (SD = .76). In terms of reliability, when reported,
reliability was generally good. Although, for academic performance
outcomes (e.g., GPA) there is no reliability information, and for
mental health outcomes, there were limited data available (25%
of studies). For mental health, the average reliability (Cronbach’s o)
was .89, with an emphasis on assessments of depression (e.g., Beck
et al., 1996). For studies designed to improve social functioning,
psychometric information was more readily available: Of these,
77% of effects involved a measure that was accompanied by
Cronbach’s a. The average reliability for these outcomes was .83
(Helmreich & Stapp, 1974).

Question 1: Paths A-F (Table 2)

We begin by presenting findings at each of the levels of our
taxonomy and for each end result. For the first three outcomes of
mindsets, expectations, and goal-directed behavior, we include all
relevant studies, regardless of whether the ultimate goal of the
intervention was to improve academic performance, mental health,
or social functioning. We made this decision as the vast majority of
studies including these outcomes focused on improving academic
performance and because such processes are similar. However, for
end results, we breakdown effects by end goal. For Paths A-F, the
effects are averages, but we are especially interested in indicators

7 For questions or additional details related to coding or analyses, please
contact the second and third authors.

8 Details regarding these demographic and study-level descriptives may be
found on OSF in the descriptives subfolder.

® We found two instances of the same interventions tested in the same
sample with the same end result reported in different articles (Heslin et al.,
2005, 2006; Schleider & Weisz, 2016, 2018). For these duplicates, to extract
descriptive statistics related to each end result, we went with the first
published article. Additionally, there was a duplicate intervention with
partial overlap between the samples (Rege et al.’s, 2021, Study 1 and
Yeager et al., 2019). For the partial duplicate, we went with the larger,
more inclusive sample for the purpose of descriptive analyses.
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Population

Intervention

Comparison

Outcomes

What are the characteristics of
the populations included in
analyses?

We provide descriptive information ¢
related to the samples broken
down by end results:

Academic achievement:
70% United States
55.3% female
45.3%White

17.5 mean age

Mental health:
87.5% United States
54.4% female
43.2% White

13.9 mean age

‘What is the intervention?

Growth mindsets are defined as
beliefs about the malleable versus
fixed nature of human attributes,
abilities, and traits.

We only included growth mindset
interventions. For an intervention to
be considered a growth mindset inter-
vention, the study authors had to
report seeking to foster stronger
growth mindsets.

We did not include other types of
interventions that did not target
growth mindsets or that included
blended approaches or confounds such
as those that fostered stronger growth

What are the primary comparison
groups?

We included randomized designs
with active, attention matched,

and no-treatment control groups.

Here, we provide descriptive
information related to type of
control condition broken down
by the end result:

Academic achievement:
No-treatment control:

9/37 = 24.3%
Active control: 28/37 = 75.7%

Mental health:
No-treatment control: 0/8 = 0%
Active control: 8/8 = 100%

What are the possible outcomes?

We included six possible
outcomes:

1. Mindsets, defined as beliefs
about the malleable versus fixed
nature of human attributes, abil-
ities, and traits.

2. Expectations, defined as beliefs
about the potential for future
success and confidence in one’s
abilities.

3. Goal-directed behavior, defined
as persistence and mastery-
oriented behaviors such as help-
seeking in the pursuit of goals.

4. Academic achievement, defined

Social functioning:
71% United States
55.6% female
49.3% White

28.5 mean age

mindsets along with a sense of
belonging.

as grades, GPA, test scores, or
other school-related performance
outcomes.

. Mental health, defined as well-
being and the absence of psy-
chological distress such as anxi-
ety and depression.

6. Social functioning, defined as an
individual’s ability to engage in
interpersonal relationships in
constructive rather than destruc-
tive ways.

Social functioning:
No-treatment control: 0/7 = 0%
Active control: 7/7 = 100% 5

Note.

of their heterogeneity—namely t° and the 95% prediction intervals.
We do not interpret effect sizes in the Results section—rather, we
defer this to the discussion when we outline the focal effect, which
includes the key moderators. Similarly, we do not visually illustrate
the average effect in the form of a forest plot“’; instead, we defer
graphical representation of results until the section on moderation,
where we illustrate key findings using the moving constant

technique (Johnson, 2021).

Mindset (Path A)

For the intervention effect on growth mindsets, findings indicate
a standardized mean difference estimated to be d = 0.46, 95% CI
[.34, .58]. On average, the standardized mean difference is statisti-
cally greater than zero, but t> and the 95% prediction intervals
indicate substantial heterogeneity in this effect (see Table 2).

Motivation (Path B)

For the intervention effect on positive expectations, findings indicate
a standardized mean difference of d = 0.18, 95% CI [-.02, .38]. On
average, the standardized mean difference is not statistically distin-
guishable from zero. Also, the ©* and the 95% prediction intervals
indicate substantial heterogeneity in this effect (see Table 2).

PICO = populations, intervention, comparison groups, and outcomes; GPA = grade point average.

Goal-Directed Behavior (Path C)

For the intervention effect on goal-directed behaviors, the summary
effect size isd =0.18,95% CI [.10, .27]. On average, the standardized
mean difference is greater than zero, but ©° and the 95% prediction
intervals indicate heterogeneity in this effect (see Table 2).

Academic Performance End Results (Path D)

For the intervention effect on academic achievement, the sum-
mary effect size is d = 0.09. Given the moderately large number of
effects and the large N, this summary effect is estimated with a fair
degree of precision: 95% confidence intervals range from 0.05
to 0.13. However, the ©* and prediction intervals indicate heteroge-
neity in this effect (see Table 2).

Mental Health End Results (Path E)

For the intervention effect on mental health, the summary effect
is d = 0.18, 95% CI [.06, .29]. Given the small number of effects
and N, this summary effect should be interpreted with caution.
Additionally, both t* and prediction intervals indicate substantial
heterogeneity in this effect (see Table 2).

10 Except in the case of social functioning, where we did not conduct
moderation analyses due to the low number of studies.



gical Association or one of its allied publishers.

yrighted by the American Psycholo

This document is cop

S

>
2
<]
S
=
2
=
g
5]
7]
7]
o
5]
]
]
=]
=
)
=]

This article is intended solely for the personal use of the individual user

18 BURNETTE ET AL.

Social Functioning End Results (Path F)

For the intervention effect on social functioning, the summary
effect is d = 0.36, 95% CI [.03, .68]. Given the small number of
effects and N, this summary effect should be interpreted with
caution. Additionally, both t* and prediction intervals indicate
massive heterogeneity in this effect (see Table 2). Due to the
lack of sufficient studies to test for moderation for this outcome,
we present effect sizes in a forest plot (see Figure 4).

Questions 2—4 Moderators: Paths G-H
(Tables 3 and 4)

Here, we tested the moderators for which we had sufficient data:
focal groups and implementation fidelity. We present the effects as well
as the reduction in heterogeneity when each moderator is added to the
model. As described in the Method section, we quantify the reduction
in heterogeneity as percent decrease in tau-squared achieved by the
conditional model (with moderators), relative to the unconditional
model (without moderators). Thus, if the > value for the unconditional
model were .50, for example, and the t* value for the conditional model
was .25, the reduction in heterogeneity would be 50%.

First, for academic performance, in Model 1, Table 3, running
analyses with focal groups improves the estimate by d = 0.10. Thus,
the effect is d = 0.14 for academic performance, and this moderator
accounts for a 25% reduction in heterogeneity relative to the
unconditional model (see the VAF column in Table 3). In Model
2, Table 3, fidelity adds little in terms of the estimate of effect or to a
reduction in heterogeneity—this is counter to expectations.

Second for mental health, in Model 1, Table 4, focal groups
improve the estimate by 0.23. Thus, the effect is d = 0.28 on mental
health in Model 1, and the focal groups moderator accounts for
virtually all heterogeneity relative to the unconditional model. In
Model 2, Table 4, effects are slightly larger with fidelity but it does not
result in a reduction in heterogeneity. Overall, targeting focal groups
is a critical moderator for understanding effects and explaining
heterogeneity for both academic performance and mental health.
Yet, for mental health outcomes, we suggest caution in drawing
broad conclusions because of the small number of studies included.

Question 5: Focal Effect (Table 5)

For the focal effect, we outline the effect with moderators at
particular values. Namely, we ask what is the mean effect of the
intervention on end results when focal groups are analyzed, and
implementation fidelity is high? For academic performance, the mean
expected effect under these conditions is d = 0.14, 95% CI [.06, .22].
The 95% prediction intervals range from —.08 to .35. For mental
health, the mean expected effect under these conditions is d = 0.32,
95% CI[.10, .54]. The 95% prediction intervals range from .07 to .57.

Given our emphasis on this focal effect model, in keeping with
current best practices (Johnson, 2021), we eschew presentation of
results using a forest plot. Instead, we visually represent key results for
academic achievement and mental health using the moving constant
technique (Johnson & Huedo-Medina, 2011), which is recommended
for depicting results from models with multiple moderators. This model
visually depicts the focal effect sizes at varying levels of fidelity and for
targeted versus not-targeted subgroups for both academic end results
(see Figure 5) and mental health (see Figure 6).

Question 6 Mediators: Paths I-N (Table 6)

As shown in Table 6, we estimated four pathways: (a) mindsets to
motivation operationalized as expectations; (b) mindsets to goal-
oriented behavior; (c) mindsets to academic end results; and (d)
expectations to academic end results. We could not test expectations
to goal-directed behavior, nor goal-directed behavior to end results
as there were insufficient data. Findings indicate that, on average,
there is an association of growth mindset with expectations, r = .25,
95% CI [.06, .44], goal-directed behavior, r = .20, 95% CI [.06, .35],
and academic end results, r = .17, 95% CI [.08, .25]. The 72 values
and 95% prediction intervals indicate a great deal of heterogeneity in
these effects (see Table 6). There is no evidence for a link between
expectations and end results on average, r = .05, 95% CI [-0.29,
0.39]. Both 2 and the 95% prediction intervals indicate heteroge-
neity in these effects (see Table 6). In the discussion, we outline the
importance of exploring boundary conditions of each of these links
as well as the need for more work investigating different operatio-
nalizations of motivation and additional assessments of goal-
directed behaviors.

Sensitivity Analyses

Given the relative lack of data on mental health and social func-
tioning, our sensitivity analyses are focused on academic performance.

Moderation by Publication Status, Research Quality,
and Type of Control Group

To assess the sensitivity of our conclusions to variation in
publication status, research quality, and type of control group
used, we constructed two metaregression models. In the first (Model
S1), we introduced publication status and research quality as mod-
erator variables, along with the primary moderator variables—focal
group and implementation fidelity—reported earlier. In the second
model, we simply substituted type of control group for research
quality, given that information about the type of control group was
a component of the research quality variable. The predictors in
the second model were thus focal group, implementation fidelity
publication status, and control group type. As noted earlier, these
analyses are limited to effects involving academic results.

Model S1: Examining Publication Status and Research
Quality as Potential Moderators. Results from this model indi-
cated that neither publication status (published vs. unpublished) nor
research quality (ranging from a low of 1 to a high of 9) significantly
moderated intervention impacts on academic performance, control-
ling for focal group, and implementation fidelity.'""'? Controlling
for research quality and publication status (as well as for implemen-
tation fidelity), the use of a targeted focal group remained a

'! Parameter estimates for publication status: b = —0.034, 95% CI [-0.14,
0.07], SE = .053, p = .523. To further explore publication status as a possible
moderator, we ran the same metaregression model as above, but omitting the
research quality variable. The conclusion was unchanged: b = —0.051, 95%
CI [-0.15, 0.05], SE = 0.050, p = .310.

12 Parameter estimates for research quality (which was median-centered):
b =-0.021, 95% CI [-0.05, 0.01], SE = .015, p = .153. To further explore
research quality as a possible moderator, we ran the same metaregression
model as above, but omitting the publication status variable. The conclusion
was unchanged: b = —0.023, 95% CI [-0.05, 0.01], SE = 0.014, p = .104.
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Figure 4
Forest Plot for Social Functioning
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Note. RE indicates that the summary effect size estimate is produced from a random effects model.

significant moderator of the intervention effect on academic perfor-
mance, b = 0.13, 95% CI [0.04, 0.22], SE = .046, p = .005.
Model S2: Examining Control Group Type as a Potential
Moderator. Results from this model indicated that type of control
group (passive vs. active) did not significantly moderate interven-
tion impacts on academic performance, controlling for focal group,
implementation fidelity, and publication status.'® In this model,
publication status was nonsignificant as well (p = .683). Controlling
for type of control group and publication status (as well as for
implementation fidelity), the use of a targeted focal group remained
a significant moderator of the intervention effect on academic
performance, b = 0.11, 95% CI [0.03, 0.20], SE = .044, p = .010.

Using Selection Models to Investigate Publication Bias

Results obtained from our two selection models (Vevea &
Woods, 2005) can be found on our OSF page. Using conventional

criteria for evaluating the impact of publication bias (Kepes et al.,
2014), the moderating effect of using focal subsamples is robust
to both moderate and severe publication bias. Indeed, the data
suggest that, if anything, the effect of targeting particular analyses
with focal groups might actually be a bit obscured rather than
inflated, if publication bias infects the literature. Because this
moderating effect remains robust to publication bias, the focal effect
sizes that we emphasize throughout the main text—effect sizes for
academic interventions delivered to focal groups and with high-
implementation fidelity—are not extremely sensitive to publica-
tion bias.

13 Parameter estimates for type of control group: b = —0.048, 95% CI
[—0.17, 0.08], SE = .063, p = .443. To further explore the type of control
group as a possible moderator, we ran the same metaregression model as
above, but omitted the publication status variable. The conclusion was
unchanged: b = —0.061, 95% CI [—-0.16, 0.04], SE = 0.051, p = .234.
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Figure 5
Metaregression for Academic Performance
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Model Specification

We focus here on assessing the sensitivity of the results previ-
ously depicted in Table 3, which demonstrated that the intervention
effect on academic performance was significantly moderated by the
focal group while controlling for implementation fidelity. That
earlier moderation model estimated the intervention effect to be
approximately 0.14 SDs on average. The difference in the interven-
tion effect between focal versus nonfocal group, moreover, was
estimated to be 0.10 SDs.

To determine whether the above results are robust to model
specification, we estimated a CHE multilevel metaregression model
in R using the metafor package (Viechtbauer, 2010), with effect
sizes nested in studies as demonstrated by Pustejovsky and Tipton
(2022), and with focal group and (median-centered) implementation
fidelity as the predictors. Following Pustejovsky and Tipton (2022),
this model was estimated based on the assumption of a common
correlation (p) among effects sizes within studies. As an initial test,
we assumed a p of 0.6, then demonstrated that conclusions remain
unchanged with p equal to 0.2, 0.4, or 0.8.

Results from the initial estimation of the CHE model are provided
in Table 8. Parameters show both the estimated effect size for
interventions with a targeted focal group, and, separately, for
interventions without a targeted focal group, controlling for imple-
mentation fidelity. In this model, as shown in the upper section of

Targeted

0
¢ 1

Fidelity 6 8

the panel, the intervention effect on targeted focal groups is esti-
mated to be .13 SDs—comparable to what we found in our main
model. But the standard errors and 95% confidence intervals
extracted from that model are not (yet) robust to model misspeci-
fication. We then calculated standard errors and 95% confidence
intervals for parameter estimates using robust variance estimation,
computed with the ClubSandwich package (Pustejovsky, 2020) in
R. These robust standard errors, along with the confidence intervals
they yield, appear in the lower section of the table. The key result
is that even with these (wider) 95% confidence intervals, the
intervention effect on focal groups remained significantly greater
than zero even when standard errors were computed using robust
variance estimation, b = 0.13, SE = 0.033, 95% CI [0.06, 0.21].
Moreover, the difference in the intervention effect across the two
levels of the focal group (0.117) remained statistically significant
when standard errors were calculated using robust methods (p value
for the Wald test = .011). Together, these dual results from robust
variance estimation help safeguard conclusions against the possi-
bility of model misspecification. Additionally, as noted earlier, this
key result persisted across a full range of assumed values for p.

Exclusion Decisions

Finally, we ran sensitivity analyses related to exclusion decisions.
Here, we focus on the focal effect for academic achievement and
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Figure 6
Metaregression for Mental Health
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mental health (for a table of all excluded effects, see files on OSF).
We first examined the effect when we included side effects and the
train the teacher model effect. The focal effect for academic
achievement was virtually unchanged, ranging from 0.14 to 0.15.
Likewise, for mental health, effects ranged from 0.34 to 0.35.
Second, the ITT versus LATE decision only pertained to academic
achievement outcomes. When analyzing available ITT rather than
LATE effects, the focal effect was 0.13, 95% CI [.06, .19]. Overall,

Table 8
Sensitivity Analysis: Model Specification

Correlated and hierarchical effects model

Moderator Estimate SE 95% CI
Without robust standard errors
Focal group: no 0.015 0.026 [-0.036, 0.066]
Focal group: yes 0.132 0.027 [0.079, 0.186]
Fidelity 0.003 0.013 [-0.023, 0.028]
With robust standard errors
Focal group: no 0.015 0.020 [ -0.027, 0.057]
Focal group: yes 0.132 0.033 [0.057, 0.207]
Fidelity 0.003 0.009 [-0.020, 0.025]

Note. SE = standard error; 95% CI = 95% confidence interval.

Targeted
' 0

1

¢

Fidelity 6 8

these findings suggest that effects—at least the focal effect of
interest in the present work—are robust to these exclusion decisions.

Discussion

Creating powerful interventions that can be implemented effec-
tively requires a clear understanding of the relevant outcomes,
desired end results, populations who benefit most, implementation
strategies, contexts, mechanisms of change, and benchmarks for
adequate ROI. We offered a framework for starting to understand
each of these issues as they relate to growth MIE. More specifically,
we integrated mindset theory, the organizational training approach
(Figure 1), and a careful analysis of heterogeneity to address
seven issues that drove our theoretical overview and analyses
(Table 1; Figure 2). In the following sections, we review findings,
conclusions, and future research directions organized by issue (for a
summary, see Table 9).

Issue 1: Proximal Outcomes and Final Intervention
End Results

The first issue we raised related to understanding and evaluating
effectiveness across levels of outcomes and end results as well as
an understanding of the degree of the heterogeneity of these effects.




































