View-based query answering in Description Logics: Semantics and complexity

Diego Calvanese\textsuperscript{a,\ast}, Giuseppe De Giacomo\textsuperscript{b}, Maurizio Lenzerini\textsuperscript{b}, Riccardo Rosati\textsuperscript{b}

\textsuperscript{a} KRDB Research Centre for Knowledge and Data, Free University of Bozen-Bolzano, Piazza Domenicani 3, I-39100 Bolzano, Italy
\textsuperscript{b} Dipartimento di Informatica e Sistemistica, Sapienza Università di Roma, Via Ariosto 25, I-00185 Roma, Italy

1. Introduction

View-based query processing is the problem of processing a query under the assumption that the only accessible extensional information consists of the precomputed answers to a set of queries, called views. Several articles in the literature point out that this problem [1–3] is relevant in many aspects of information management, including query optimization, data warehousing, data integration, and query answering with incomplete information. In all these contexts, the problem arises of answering a query posed to a database only on the basis of the information about a set of views, which are again queries over the same database. In query optimization, the problem is relevant because using the views may speed up query processing. In data integration, the views represent the only information sources accessible to answer a query. A data warehouse can be seen as a set of materialized views, and, therefore, query processing reduces to view-based query answering. Finally, since the views provide partial knowledge on the database, view-based query processing can be seen as a special case of query answering with incomplete information.

In this article, the context that we are most interested in is the one of privacy-aware access to information. In the logical approach to privacy-aware data access, each user (or, class of users) is associated with a set of views, called authorization

* Corresponding author. Fax: +39 0471016009.
E-mail addresses: calvanese@inf.unibz.it (D. Calvanese), degiacomo@dis.uniroma1.it (G. De Giacomo), lenzerini@dis.uniroma1.it (M. Lenzerini), rosati@dis.uniroma1.it (R. Rosati).

0022-0000/$ – see front matter © 2011 Elsevier Inc. All rights reserved.

views, which specify the information that the user is allowed to access [4–6]. View-based query answering in this setting captures the requirement that only information deriving from such views can be revealed to the user.

There are two approaches to view-based query processing, called query rewriting and query answering, respectively. In the former approach, originated with [7], we are given a query $q$ and a set of view definitions, and the goal is to reformulate the query into an expression that refers to the views (or only to the views), and provides the answer to $q$ when evaluated over the view extension. Typically, the rewriting is expressed in the same language used for both the query and the views. The latter approach, originated in [2], takes a more direct route: based on the view definitions and the view extensions, it tries to compute the so-called certain answers, i.e., the tuples satisfying the query in all databases consistent with the views. The relationship between the two approaches has been discussed, e.g., in [8,9]. In the rest of this article, we only deal with view-based query answering.

A large number of results is reported on view-based query answering in the recent database literature, both for the case of relational databases and for the case of semistructured and XML data. On the other hand, the problem is still largely unexplored in the context of Description Logics. We discuss related work in detail in Section 6.

Description Logics [10] (DLs) were introduced in the early 80s in the attempt to provide a formal ground to Semantic Networks and Frames. Since then, they have evolved into knowledge representation languages that are able to capture virtually all class-based representation formalisms used in Artificial Intelligence, Software Engineering, and Databases. In particular, DLs have proved adequate as logic-based formalisms for expressing ontologies [11]. Here, by ontology we mean a formal representation of a domain of interest, expressed in terms of both intensional (concepts, attributes, and relations) and extensional (instances of concepts, attributes and relations) properties. When ontologies are expressed in DLs, the intensional and the extensional assertions form the so-called TBox, and ABox, respectively. In DLs, the domain of interest is modeled by means of concepts and roles, which denote classes of objects and binary relations between classes of objects, respectively. Concepts and roles can be denoted using expressions of a specified language, and the various DLs differ in the expressive power of such a language. One of the distinguishing features of the work on these logics is the detailed computational complexity analysis both of the associated reasoning algorithms, and of the logical implication problem that the algorithms are supposed to solve. By virtue of this analysis, most of these logics have optimal reasoning algorithms, and practical systems implementing such algorithms are now used in several projects.

In this article, we present a first study on view-based query answering in DL ontologies. The idea at the basis of our work is that, differently from traditional databases, DLs may express several forms of incomplete information, and this should be taken into account in characterizing the semantics of the views. In particular, while a database can be considered as a single interpretation structure, an ontology is characterized by a set of models, and the answers to a query are those that are certain, i.e., those that satisfy the query in every model of this set. To address this issue, we follow the novel approach to consider the precomputed answers to views as the certain answers to the corresponding queries. Our contributions can be summarized as follows.

- We present a general formal framework for view-based query answering in DL ontologies. Users pose queries to a system, whose knowledge is represented by an ontology expressed in a given DL. The system associates to each user (or, class of users) a set of views, whose extensions are computed as certain answers to the ontology. The system answers user queries coherently with the ontology, though hiding information not implied by the views. This idea is formalized based on the fundamental notion of solution. Roughly speaking, given an ontology $K$ with TBox $T$ and ABox $A$, expressed in a DL $\mathcal{L}$, and a set of views $V$ with extensions $E$, a solution for $(T, V, E)$ is a set of interpretations for $K$ which satisfy $T$ and such that computing the certain answers of the views $V$ over such interpretations yields exactly $E$.
- We show that different definitions can be provided for the semantics of view-based query answering, each one capturing specific properties for the notion of solution. In particular, we refer to two notions of solutions, yielding two different semantics for view-based query answering, called model-centered and TBox-centered semantics, respectively. In the model-centered semantics, we simply insist that a solution is a set of models of the TBox $T$. In the TBox-centered semantics, we additionally require that such a set can be expressed in terms of an ABox paired to $T$.
- We relate the framework to the problem of privacy-aware access to ontologies, by illustrating how view-based query answering is able to conceal from the user the information that are not logical consequences of the associated authorization views. In particular, a fact $q(\vec{t})$ that logically follows from a DL ontology $K$ is concealed from the user when there is a solution for $(T, V, E)$ that falsifies $q(\vec{t})$ and cannot be distinguished from the models of $K$ by using $V$ and $T$. The two semantics defined in the framework correspond to adopting different notions of solution, and this in turn implies that the different semantics disclose different amounts of information to the user.
- We illustrate several decidability results, algorithms, and data complexity characterizations for view-based query answering, under the two semantics, and for different DLs, ranging from tractable ones (the DL-Lite family [12,13] and the $\mathcal{E}L$ family [14–16]), to more expressive ones ($\mathcal{ALC}$, and $S\mathcal{H}T\mathcal{Q}$ [17–19]).

Generally speaking, our work shows that, for all DLs considered, the complexity of view-based query answering under the model-centered semantics is essentially the same as the complexity of computing the certain answers over an ontology. On the other hand, the complexity of view-based query answering under the TBox-centered semantics is consistently higher than under the model-centered semantics. This is an indication that the model-centered semantics may represent a good trade-off between the requirement of answering queries based on a set of views, and computing such answers efficiently.
The article is organized as follows. In the next section, we present basic notions of DL ontologies, and we provide the definition of the various DLs used in our work. Then, we illustrate in Section 3 our formal framework for view-based query answering, and its relationship with privacy-aware access to ontologies. The next two sections present general results on view-based query answering, and specific results for various DLs, both in the model-centered (Section 4) and in the TBox-centered semantics (Section 5). We discuss related work in Section 6, and we conclude the article in Section 7 with a discussion on both the results presented here, and future directions for continuing our work.

This article is a revised, corrected, and extended version of [20].

2. Preliminaries

In this section, we define some preliminary notions used in the rest of the article. In particular, we first present the notion of ontology that we adopt, and then we provide the definition of all the DLs considered in our work.

2.1. Description Logic ontologies

Let $S$ be a signature of unary predicates (also called atomic concepts), binary predicates (also called atomic roles), and constants (also called individuals). A DL ontology $K$ over the signature $S$ is a pair formed by a set of assertions $T$, called TBox, and a set of assertions $A$, called ABox. Intuitively, $T$ contains universal assertions about concepts and roles, and $A$ contains assertions about individuals that are instances of concepts and roles. In the rest of the article, we implicitly refer to a given signature $S$, and therefore we often omit to refer to the signature explicitly.

In TBox and ABox assertions, (complex) concepts and roles are denoted by means of expressions. An expression is formed starting from atomic concepts and roles, and using various constructs. Different DLs allow for different constructs in forming expressions, as we will see in the next subsection, where we will consider specific DLs.

We now formally define the notion of DL ontology.

**Definition 1 (Ontology).** A DL ontology is a pair $K = (T, A)$, where

- The TBox $T$ is a finite set of intensional assertions, i.e., axioms over the signature $S$.
- The ABox $A$ is a finite set of extensional assertions of the form:
  
  - $A(a)$ (concept membership assertion)
  - $P(a, b)$ (role membership assertion)
  - $a \neq b$ (inequality assertion),

  with $A$ and $P$ respectively an atomic concept and an atomic role occurring in $T$, and $a, b$ constants.

Note that specific DLs may rule out some of the assertions referred to in the above definition.

The intuitive meaning of TBox and ABox assertions is as follows. Each intensional assertion in $T$ specifies a general property of concepts and roles. As for extensional assertions in the ABox, a membership assertion specifies that a given object (respectively, pair of objects) is an instance of a concept (respectively, a role). Finally, an inequality assertion simply states that two constants denote different objects. Note that ABox assertions do not include equality assertions. The reason is that we can enforce the equality $a = b$ in $A$, with $a, b$ constants, by simply substituting every occurrence of $b$ with $a$ in the assertions.

We observe that the distinction between the two components of a DL ontology serves two purposes. On the one hand, it reflects the distinction between intensional knowledge about concepts and roles, and extensional knowledge about individuals. On the other hand, we will see later in the paper that, for various computational tasks involving an ontology $K = (T, A)$, the complexity is measured with respect to the ABox $A$ only.

The semantics of a DL ontology is given in terms of first-order interpretations. Specifically, an interpretation $I = (\Delta^T, \Delta^A)$ consists of a non-empty interpretation domain $\Delta^T$ and an interpretation function $\cdot^I$ for the signature. The function $\cdot^I$ interprets each constant $c$ in terms of an object $c^I \in \Delta^T$, each concept as a subset of $\Delta^T$, and each role as a subset of $\Delta^T \times \Delta^T$.

More precisely, there are two types of interpretations, depending on whether the unique name assumption (UNA) is adopted or not. An interpretation $I$ following the unique name assumption interprets different constants as different objects, i.e., such that $a^I \neq b^I$ for every pair of constants $a, b$. On the contrary, an interpretation that does not follow the unique name assumption may assign the same object to two different constants. In the following, we use the term UNA-interpretation to denote an interpretation following the UNA.

We now turn our attention to the notion of satisfaction of assertions. Clearly, at the stage we can only be precise about the notion of satisfaction of ABox assertions: an interpretation $I$ satisfies a membership assertion of the form $A(a)$, if $a^I \in A^I$, a membership assertion of the form $P(a, b)$, if $(a^I, b^I) \in P^I$, and an inequality assertion of the form $a \neq b$, if $a^I \neq b^I$. We refer the reader to the next subsection for the notion of satisfaction of specific TBox assertions.
Note that, if \( I \) is a UNA-interpretation, every inequality assertion is trivially satisfied in \( I \). Also, observe that the UNA for an ontology \( \mathcal{K} = (\mathcal{T}, \mathcal{A}) \) can be enforced by adding inequality assertions for every pair constants appearing in \( \mathcal{A} \). However, this technique cannot be used in the case where the DL in which \( \mathcal{K} \) is expressed does not allow inequality assertions.

An interpretation is a model of an ontology \( \mathcal{K} = (\mathcal{T}, \mathcal{A}) \) if it satisfies all TBox assertions in \( \mathcal{T} \) and all ABox assertions in \( \mathcal{A} \). We denote by \( \text{Mod}(\mathcal{K}) \) the set of models of \( \mathcal{K} \), and we denote by \( \text{Mod}^{\text{UNA}}(\mathcal{K}) \) the set of all UNA-interpretations in \( \text{Mod}(\mathcal{K}) \). An ontology \( \mathcal{K} \) is satisfiable without UNA if \( \text{Mod}(\mathcal{K}) \neq \emptyset \), and with UNA if \( \text{Mod}^{\text{UNA}}(\mathcal{K}) \neq \emptyset \).

To extract information from an ontology, we consider queries over ontologies. In particular, in this article we concentrate on conjunctive queries, which form the most important class of queries studied in database theory.

**Definition 2 (Conjunctive query).** Let \( \mathcal{K} = (\mathcal{T}, \mathcal{A}) \) be a DL ontology over a signature \( \mathcal{S} \). A conjunctive query (CQ) \( q \) over \( \mathcal{K} \) is an expression of the form

\[
q(\bar{x}) \leftarrow \text{conj}(\bar{x}, \bar{y}),
\]

where \( q \) is a symbol that is not part of the signature \( \mathcal{S} \), \( \bar{x} \) are the so-called distinguished variables, \( \bar{y} \) are the non-distinguished variables, which are implicitly existentially quantified, and \( \text{conj}(\bar{x}, \bar{y}) \) is a conjunction of atoms, each of the form \( A(z) \) or \( P(z, z') \), where \( A \) is an atomic concept, \( P \) is an atomic role, and \( z, z' \) are constants appearing in \( \mathcal{A} \) or variables in \( \bar{x} \) or \( \bar{y} \).

The arity of \( \bar{x} \) is the arity of the query \( q \). When \( \bar{x} \) is the tuple \( \langle \rangle \) of arity 0, then \( q \) is called a Boolean query. In this article we use the so-called Datalog notation for CQs [21], i.e., we write conjunctions simply as sequences.

Given an interpretation \( I \), \( q^I \) is the set of tuples of domain elements in \( \Delta^I \) that, when assigned to the distinguished variables \( \bar{x} \) of \( q \), make the formula \( \exists \bar{y}. \text{conj}(\bar{x}, \bar{y}) \) true [21]. We denote \( I \models q^I \) also as \( I \models q(I) \).

We now introduce the notion of evaluating a query \( q \) with respect to an ontology \( \mathcal{K} \). Query evaluation is one of the central notions in database theory. In this context, a (relational) database over the signature \( \mathcal{S} \) can be seen as an interpretation \( I \) over \( \mathcal{S} \), and evaluating a query \( q \) simply means computing \( q^I \). On the other hand, an ontology is characterized by a set of models, and therefore we have to resort to the notion of evaluating a query over a set of interpretations. To deal with this problem, we sanction that the certain answers to a query \( q \) over a set \( \mathcal{W} \) of interpretations is the set of tuples that are the answers to \( q \) in all the interpretations in \( \mathcal{W} \).

Formally, given a set \( \mathcal{W} \) of interpretations and a CQ \( q \), the set of certain answers \( \text{cert}(q, \mathcal{W}) \) to \( q \) over \( \mathcal{W} \) is defined as follows:

\[
\text{cert}(q, \mathcal{W}) = \{ I \mid I \models q^I \text{ for every } I \in \mathcal{W} \}.
\]

Based on this notion, and considering that the semantics of an ontology \( \mathcal{K} \) is captured by \( \text{Mod}(\mathcal{K}) \) without UNA, and by \( \text{Mod}^{\text{UNA}}(\mathcal{K}) \) with UNA, it is natural to define the answers to \( q \) to an ontology \( \mathcal{K} \) as follows.

**Definition 3 (Certain answer).** Given an ontology \( \mathcal{K} \), we define the set of certain answers to \( q \) over \( \mathcal{K} \) without UNA as the set \( \text{cert}(q, \text{Mod}(\mathcal{K})) \). Analogously, we define the set of certain answers to \( q \) over \( \mathcal{K} \) with UNA as the set \( \text{cert}(q, \text{Mod}^{\text{UNA}}(\mathcal{K})) \).

In what follows, when we talk about query answering (with and without UNA, respectively) in a DL ontology \( \mathcal{K} \), we mean computing the certain answers to a conjunctive query over \( \mathcal{K} \) (with and without UNA, respectively), and when we talk about the computational complexity of query answering for a particular DL \( \mathcal{L} \), we refer to the complexity of checking whether \( I \models q^I \) (without UNA) or \( I \models q^I \) (with UNA), for an input ontology \( \mathcal{K} = (\mathcal{T}, \mathcal{A}) \) expressed in \( \mathcal{L} \), a tuple \( I \), and a query \( q \). In particular, we are interested in the so-called data complexity, i.e., the complexity of query answering with respect to the size of \( \mathcal{A} \) only (and, therefore, with \( \mathcal{T} \) and \( q \) fixed).

### 2.2. Description Logics

As we said before, different DLs allow for different constructs in concept and role expressions and for different types of intensional and extensional assertions. Some of the results presented in this paper hold for specific DLs. In this subsection, we describe such DLs, which include:

- very expressive DLs, in particular \( \text{SHIQ} \);
- moderately expressive DLs, such as \( \mathcal{AL} \);
- lightweight DLs from the \( \mathcal{EL} \) family, namely, \( \mathcal{EL} \) and \( \mathcal{ELH} \);
- lightweight DLs from the DL-Lite family, namely, DL-Lite\(_{F} \) and DL-Lite\(_{R} \).

Actually, all DLs mentioned in this article are sub-logics of \( \text{SHIQ} \) [18], which is one of the most expressive DLs proposed in the literature, and is defined next. In what follows, if \( \mathcal{L} \) is a DL, then the expressions in \( \mathcal{L} \) denoting concepts (respectively, roles) are called \( \mathcal{L} \)-concepts (respectively, \( \mathcal{L} \)-roles).
Definition 4 (SHIQ ontology). An ontology in SHIQ is a DL ontology \( K = (T, A) \), where the assertions in \( T \) are of the form:

\[
\begin{align*}
C_l \subseteq C_r & \quad \text{(concept inclusion assertion)} \\
R_l \subseteq R_r & \quad \text{(role inclusion assertion)} \\
(\text{funct } R) & \quad \text{(role functionality assertion)} \\
(\text{trans } R) & \quad \text{(role transitivity assertion)},
\end{align*}
\]

with \( C_l, C_r \) SHIQ-concepts, and \( R_l, R_r, R \) SHIQ-roles. Concepts and roles in SHIQ are formed according to the following syntax:

\[
\begin{align*}
C, C' & \rightarrow A \mid \neg C \mid C \sqcap C' \mid \exists R \mid \exists R.C \mid \forall R.C \mid \leq nR.C \\
R & \rightarrow P \mid \neg P,
\end{align*}
\]

where \( A \) denotes an atomic concept, \( P \) an atomic role, \( C, C' \) arbitrary concepts, \( R \) an arbitrary role, and \( n \) a non-negative integer.

The intuitive meaning of TBox assertions is as follows. A concept inclusion assertion in a TBox specifies that every instance of the concept on the left-hand side is also an instance of the concept on the right-hand side. Analogously, a role inclusion assertion specifies containment between the instances of two roles. Finally, a role functionality (respectively, role transitivity) assertion specifies that a role is functional (respectively, transitive).

Note that in the syntax, we have distinguished the concepts (and roles) appearing in the left-hand side of an inclusion assertion (\( C_l \) and \( R_l \)) from those appearing in the corresponding right-hand side (\( C_r \) and \( R_r \)). The reason is that there are DLs allowing for different expressions for the two parts of such inclusions (see later).

We now discuss concept and role expressions in SHIQ. Intuitively, \( \neg C \) denotes negation of concepts, \( C \sqcap C' \) concept intersection, \( \exists R \) unqualified existential quantification, \( \exists R.C \) qualified existential quantification, \( \forall R.C \) (qualified) universal quantification, \( \leq nR.C \) qualified maximum cardinality restriction (also called unqualified) number restriction, and \( P^- \) the inverse of an atomic role.

In the rest of the article, we use abbreviations for union (\( \sqcup \)) and qualified minimum cardinality restrictions (\( \geq nR.C \)) as follows:

\[
\begin{align*}
C \sqcup C' & \quad \text{for } \neg(\neg C \sqcap \neg C'), \\
\geq nR.C & \quad \text{for } \neg(n \leq nR.C).
\end{align*}
\]

Qualified maximum or minimum cardinality restrictions are also called qualified number restrictions. Note that the constructs \( \exists R, \exists R.C, \) and \( \forall R.C \) appearing in the syntax of SHIQ are abbreviations for \( R, \neg (A \sqcap \neg A), \neg (\leq 0R.C), \) and \( \neg (\exists R.\neg C), \) respectively. However, we have included them explicitly because they appear in some of the sub-logics of SHIQ that we consider in the following, and in these logics they cannot be expressed by the other constructs.

Also, notice that in a DL with union (\( \sqcup \)), negation (\( \neg \)), and qualified number restriction, the TBox assertion (funct \( R \)) can be expressed as

\[
A \sqcup \neg A \subseteq 1R.(A \sqcup \neg A).
\]

Again, we have explicitly considered such kind of assertions because in some DLs they cannot be expressed by the other constructs.

To specify the semantics of the constructs used in SHIQ, we illustrate in Fig. 1 how an interpretation \( I \) interprets the various concept and role expressions allowed in such a DL (including concept expressions in abbreviated forms). Notice that Fig. 1 specifies how complex concepts and roles should be interpreted starting from the interpretation of atomic concepts and roles.

We now turn our attention to the notion of satisfaction of TBox assertions. An interpretation \( I \) satisfies a concept inclusion assertion of the form \( C_l \subseteq C_r \), if \( C_l^I \subseteq C_r^I \), a role inclusion assertion of the form \( R_l \subseteq R_r \), if \( R_l^I \subseteq R_r^I \), a role functionality assertion of the form (funct \( R \)) if for every \( o_1, o_2, o_3 \in \Delta^I \), \( (o_1, o_2) \in R^I \) and \( (o_1, o_2) \in R^I \) implies \( o_2 = o_3 \), and a role transitivity assertion of the form (trans \( R \)) if \( R^I \) is a transitive relation.

Due to its expressive power, reasoning in SHIQ is computationally expensive. For example, checking whether a TBox assertion is logically implied by a given TBox is an ExpTime-hard problem. For this reason, several sub-logics have been studied with the goal of singling out DLs with more appealing computational properties of TBox reasoning. Essentially, each sub-logic of SHIQ rules out some of the assertions that are expressible in SHIQ.

One prominent example of such sub-logics is the DL \( AL \) [22]. Based on the specification of SHIQ that we have provided above, \( AL \) can be defined as follows:
tractable query answering. Two families of DLs with these characteristics are the 

family, namely 

AL .

The coNP

When the results follow directly from those of other entries in the table, we have included no reference. In particular, the 

Table 1 summarizes the various characteristics of the DLs discussed in this article, including the complexity of conjunctive

query answering both with and without UNA.

We have included in the table the references to the articles where the respective upper and/or lower bounds are shown. When the results follow directly from those of other entries in the table, we have included no reference. In particular, the coNP upper bound for SHIQ and for AL too with UNA follows from the corresponding result without UNA described in [24,19]. The coNP lower bound derives from the lower bound for AL [23], which holds both with and without UNA. The PTIME upper bound for ELH and therefore for ELC too without UNA derives from the corresponding result with

Fig. 1. Semantics of SHIQ concepts and roles in an interpretation I.

- Role expressions do not use the inverse of roles, whereas concept expressions are built by using only the following constructs: A, C \cap C', \exists R, \forall R.C, and \sim A (i.e., in AL negation can only be applied to atomic concepts).
- TBox assertions may only be concept inclusion assertions, whereas ABox assertions are those allowed in SHIQ.

Observe that, since SHIQ and AL allow for inequality assertions in the ABox, in these DLs we can enforce the UNA on an ontology through suitable ABox assertions.

Although the limited expressiveness of AL has an impact on TBox reasoning, both SHIQ and AL can be regarded as expressive DLs, and their expressive power comes at a price. Indeed, in the DLs ranging from AL to SHIQ, answering conjunctive queries is computationally expensive (coNP-complete in data complexity, see later), both with and without UNA.

Other DLs have been proposed in the recent years that are less expressive than these logics, but admit computationally tractable query answering. Two families of DLs with these characteristics are the ELC family, and the DL-Lite family.

Among the DLs of the ELC family [14,15], in this article we concentrate on two DLs, namely ELC and ELC, whose characteristics are as follows:

- In both ELC and ELC, role expressions do not use the inverse of roles, whereas concept expressions are built by using only the following constructs: A, C \cap C', \exists R, and \forall R.C. Note that these DLs allow for no form of negation and no form of universal quantification.
- TBox assertions in ELC may only be concept inclusion assertions.
- TBox assertions in ELC may only be concept or role inclusion assertions.
- In both DLs, inequality assertions are not allowed in the ABox.

Note that, since ELC and ELC include neither functionality assertions nor inequalities, the UNA is immaterial for these logics, in the sense that from every model of an ontology \( \mathcal{K} \) we can build a UNA-interpretation that satisfies all the assertions of \( \mathcal{K} \). It follows that computing the certain answers with UNA is the same as computing the certain answers without UNA.

The DL-Lite family [12,23] is a family of tractable DLs particularly suited for dealing with ontologies with very large ABoxes, which can be managed through relational database technology. In this article, we concentrate on two DLs of this family, namely DL-Lite and DL-Lite, which are characterized as follows:

- Concept expressions in both DL-Lite and DL-Lite are built by using only the constructs A, \exists R (which are used in both C and C'), and the constructs \sim A, \sim \exists R (which are used only in C'), whereas role expressions include both atomic roles and the inverse of roles.
- TBox assertions in DL-Lite may only be concept inclusion or role functionality assertions, whereas TBox assertions in DL-Lite may only be concept inclusion or role inclusion assertions.
- In both DLs, inequality assertions are not allowed in the ABox.

Note that, since DL-Lite allows for functionality assertions, there is a difference in this DL between the case with UNA and the case without UNA. On the contrary, as for ELC and ELC, the UNA is immaterial for DL-Lite.

Table 1 summarizes the various characteristics of the DLs discussed in this article, including the complexity of conjunctive query answering both with and without UNA.
Two notions of solution of a VBA-setting, called model-centered and TBox-centered solution, respectively.

Since an ontology is characterized by a set of models, we are interested in those extensions of the views that correspond to the certain answers of the queries.

3. A framework for view-based query answering

In this section we describe a formal framework for view-based query answering over DL ontologies. In the first subsection we present the basic definitions, and in the second subsection we illustrate a relevant example of usage of the framework, related to the notion of privacy-aware access to ontologies.

3.1. Basic definitions

In view-based query answering, the answer to a query posed to an ontology \( \mathcal{K} = \langle \mathcal{T}, \mathcal{A} \rangle \) is computed solely on the basis of the knowledge on a finite sequence \( V = \langle v_1, \ldots, v_n \rangle \) of views over the ontology. In this article we consider conjunctive views, and therefore the definition \( \mathcal{V}_i \) of each view is a CQ of the form:

\[
\mathcal{V}_i(\bar{x}) \leftrightarrow \text{conj}_{j}(\bar{x}_i, \bar{y}_i),
\]

where each \( \mathcal{V}_i \) is a symbol that is not part of the signature \( S \), and \( \mathcal{V}_i \neq \mathcal{V}_j \) for \( i \neq j \). In the following, if no confusion arises, we use \( \mathcal{V}_i \) both for the symbol denoting the view, and for the CQ constituting its definition.

Given \( V = \langle v_1, \ldots, v_n \rangle \), we call \( V \)-extension any sequence \( E = \langle e_1, \ldots, e_n \rangle \), where each \( e_i \) is a finite set of tuples of constants, of the same arity as \( \mathcal{V}_i \). Intuitively, the \( V \)-extension specifies which are the answers to the queries corresponding to the views. Since an ontology is characterized by a set of models, we are interested in those extensions of the views \( V \) that correspond to the certain answers of the queries \( \langle v_1, \ldots, v_n \rangle \) with respect to such a set of models.

Formally, if \( \mathcal{W} \) is a set of interpretations for the signature \( S \), the \textit{certain extension} of \( V \) with respect to \( \mathcal{W} \), denoted \( \text{cert}(V, \mathcal{W}) \), is the sequence \( \langle e_1, \ldots, e_n \rangle \) where each \( e_i \) is a finite set of tuples of constants, of the same arity as \( \mathcal{V}_i \). Obviously, when we consider the problem of computing the view-based answers to queries posed to an ontology \( \mathcal{K} = \langle \mathcal{T}, \mathcal{A} \rangle \) without the UNA, the extension of the views \( V \) that is of interest is \( \text{cert}(V, \text{Mod}(\mathcal{K})) \), i.e., the certain extension of \( V \) with respect to the set of models of the ontology \( \mathcal{K} \). Analogously, when we consider the problem of computing the view-based answers to queries posed to an ontology \( \mathcal{K} = \langle \mathcal{T}, \mathcal{A} \rangle \) with the UNA, the extension of the views \( V \) that is of interest is \( \text{cert}(V, \text{Mod}^{\text{UNA}}(\mathcal{K})) \).

In what follows, we call \( \text{cert}(V, \text{Mod}(\mathcal{K})) \) and \( \text{cert}(V, \text{Mod}^{\text{UNA}}(\mathcal{K})) \) respectively the \( V \)-extension for \( \mathcal{K} \) without UNA and the \( V \)-extension for \( \mathcal{K} \) with UNA. Informally speaking, we base our framework on the following characterizing elements:

- Users pose CQs to the information system, whose knowledge is represented by an ontology \( \mathcal{K} = \langle \mathcal{T}, \mathcal{A} \rangle \) expressed in a given DL \( \mathcal{L} \) over a signature \( S \).
- The system associates to each user (or, class of users) some views \( V \), which are CQs over \( S \), whose extension \( E \) coincides with the \( V \)-extension for \( \mathcal{K} \).
- The system answers user queries \textit{faithfully}, i.e., coherently with \( \mathcal{K} \), though hiding information not implied by the views \( V \) and extensions \( E \). This idea is captured by
  - introducing the notion of \textit{view-based query answering setting}, or simply \textit{vba-setting}, in a DL \( \mathcal{L} \) as a triple \( \langle \mathcal{T}, V, E \rangle \), where \( \mathcal{T} \) is a TBox in \( \mathcal{L} \), \( V \) is a collection of views, and \( E \) is a \( V \)-extension, and
  - grounding the semantics of view-based query answering on the notion of solution for \( \langle \mathcal{T}, V, E \rangle \).

Intuitively, a solution for \( \langle \mathcal{T}, V, E \rangle \) is a set of interpretations over \( S \) that are models of \( \mathcal{T} \), and such that the certain extension of the views \( V \) with respect to such a set coincides with \( E \). With the notion of solution in place, we can define the set of answers that the system provides to a user query \( q \) as the set of tuples that are certain over every solution for \( \langle \mathcal{T}, V, E \rangle \).

We now formally define the notions that we have introduced with the above observations. In particular, in this work we refer to two notions of solution of a vba-setting, called model-centered and TBox-centered solution, respectively.

---

**Table 1**

The DLs considered in this article with the data complexity of conjunctive query answering.

<table>
<thead>
<tr>
<th>DL</th>
<th>Cj</th>
<th>Cf</th>
<th>R</th>
<th>TBox</th>
<th>With UNA</th>
<th>Without UNA</th>
</tr>
</thead>
<tbody>
<tr>
<td>SHIQ</td>
<td>Cj</td>
<td>Cj</td>
<td>R</td>
<td>coNP-complete</td>
<td>coNP-complete</td>
<td></td>
</tr>
<tr>
<td>AC</td>
<td>Cj</td>
<td>Cj</td>
<td>R</td>
<td>coNP-complete [23]</td>
<td>coNP-complete</td>
<td></td>
</tr>
<tr>
<td>ELH</td>
<td>Cj</td>
<td>Cj</td>
<td>R</td>
<td>PTime-complete [15,16]</td>
<td>PTime-complete</td>
<td></td>
</tr>
<tr>
<td>EL</td>
<td>Cj</td>
<td>Cj</td>
<td>R</td>
<td>PTime-complete [23]</td>
<td>PTime-complete</td>
<td></td>
</tr>
<tr>
<td>DL-LiteF</td>
<td>Cj</td>
<td>Cj</td>
<td>R</td>
<td>in AC^0 [12]</td>
<td>in AC^0</td>
<td></td>
</tr>
<tr>
<td>DL-LiteR</td>
<td>Cj</td>
<td>Cj</td>
<td>R</td>
<td>in AC^0 [12]</td>
<td>in AC^0</td>
<td></td>
</tr>
</tbody>
</table>

UNA [15,16]. The PTime lower bound of \( \mathcal{E}\mathcal{L} \) without UNA follows from the result with UNA reported in [23]. Finally, the upper bound for \( DL-LiteR \) without UNA directly follows from the corresponding upper bound with UNA.
Definition 5 (Model-centered solution). A model-centered solution without UNA, or simply M-solution, for a vba-setting \( \langle T, V, E \rangle \) is a set of interpretations \( W \) such that \( W \subseteq Mod(T) \) and \( cert(V, W) = E \). An M-solution with UNA for \( \langle T, V, E \rangle \) is a set of interpretations \( W \) such that \( W \subseteq Mod^{\omega}(T) \) and \( cert(V, W) = E \).

Definition 6 (TBox-centered solution). A TBox-centered solution without UNA, or simply \( T \)-solution, for a vba-setting \( \langle T, V, E \rangle \) is an M-solution \( W \) for \( \langle T, V, E \rangle \) such that there exists an ABox \( A \) expressed in \( L \) with \( W = Mod(\langle T, A \rangle) \). A T-solution with UNA for \( \langle T, V, E \rangle \) is an M-solution \( W \) for \( \langle T, V, E \rangle \) such that there exists an ABox \( A \) expressed in \( L \) with \( W = Mod^{\omega}(\langle T, A \rangle) \).

The two notions of solution give rise to two definitions of semantics for view-based query answering, called model-centered and TBox-centered semantics, respectively.

Observe that, as an immediate consequence of the above definitions, every \( T \)-solution for \( \langle T, V, E \rangle \) is also an M-solution for \( \langle T, V, E \rangle \), both without and with UNA. However, not all M-solutions are T-solutions. Indeed, while an M-solution is simply a set of interpretations that are coherent with \( T, V, \) and \( E \), the additional condition for an M-solution to be a T-solution is that it is captured by an ontology of the form \( \langle T, A \rangle \) in \( L \).

Also, it is easy to see that, for a vba-setting \( \langle T, V, E \rangle \), if \( E \) is the result of computing the certain extension of the views \( V \) for an ontology \( K = \langle T, A \rangle \), then \( \langle T, V, E \rangle \) has at least one solution. Indeed, in this case, \( Mod(K) \) is both an M-solution and a T-solution for \( \langle T, V, E \rangle \). On the contrary, if we start with an arbitrary \( \langle T, V, E \rangle \) such that \( E \) has not necessarily been computed as certain extension of the views \( V \) for an ontology \( K = \langle T, A \rangle \), then it may happen that no solution (neither \( M \) nor \( T \)) exists for the given vba-setting.

Example 7. Let \( L \) be DL-Lite\(_G\), and consider the DL-Lite\(_G\) ontology \( K \) defined over a signature with concepts \( House, HouseOwner \), and roles \( Owns, OwnsHouse, Located \), where the intuitive meaning of these roles is as follows: \( Owns(a, b) \) means that \( a \) owns \( b \), \( OwnsHouse(a, b) \) means that \( a \) owns the house \( b \), and \( Located(x, y) \) means that \( x \) is located in \( y \). The ontology \( K = \langle T, A \rangle \) is constituted by the following TBox \( T \):

\[
\begin{align*}
\text{OwnsHouse} & \sqsubseteq \text{Owns} \\
\text{HouseOwner} & \sqsubseteq \exists \text{OwnsHouse} \\
\exists \text{OwnsHouse} & \sqsubseteq \text{HouseOwner} \\
\exists \text{OwnsHouse} & \sqsubseteq \text{House},
\end{align*}
\]

and the following ABox \( A \):

\[
\{ \text{OwnsHouse}(\text{john}, h55), \text{Located}(h55, \text{london}) \}.
\]

Now, consider the following views \( V = \{ v_1, v_2 \} \), where:

\[
\begin{align*}
v_1(x, y) & \leftarrow \text{House}(x), \text{Located}(x, y) \\
v_2(x, y) & \leftarrow \text{OwnsHouse}(x, z), \text{Located}(z, y).
\end{align*}
\]

The resulting \( V \)-extension \( E = \{ e_1, e_2 \} \) for \( K \) is

\[
\begin{align*}
e_1 & = \{ (h55, \text{london}) \} \\
e_2 & = \{ (\text{john, london}) \}.
\end{align*}
\]

An obvious \( M \)-solution for \( \langle T, V, E \rangle \) is \( Mod(K) \). Another \( M \)-solution can be obtained as follows: Let \( S \) be the set of models obtained by adding to \( Mod(K) \) the model \( m_1 \) of \( T \) satisfying exactly the following facts:

\[
\begin{align*}
\text{HouseOwner}(\text{john}) \\
\text{OwnsHouse}(\text{john}, h100) \\
\text{Owns}(\text{john, h100}) \\
\text{House}(h100) \\
\text{Located}(h100, \text{london}) \\
\text{House}(h55) \\
\text{Located}(h55, \text{london}).
\end{align*}
\]

Note that \( \text{OwnsHouse}(\text{john, h55}) \) is false in \( m_1 \). It is not hard to see that \( S \) too is an \( M \)-solution of \( \langle T, V, E \rangle \). On the other hand, we now show that \( S \) is not a \( T \)-solution of \( \langle T, V, E \rangle \). Indeed, since \( (\text{john, london}) \) is a certain answer to \( v_2 \), one can...
verify that, due to the characteristics of DL-Lite, if \( S' \) is a \( T \)-solution of \( (T, V, E) \), then there must exist an individual \( t \) such that every model in \( S' \) satisfies both OwnsHouse\((\text{john}, a)\), and Located\((a, \text{London})\). Since \((h55, \text{London})\) is the only certain answer to \( v_1 \), it follows that \( h55 \) is the only individual \( x \) such that House\((x)\), and Located\((x, \text{London})\) are satisfied by every model in \( S' \). Since \( m_1 \) is a model in \( S \) where OwnsHouse\((\text{john}, h55)\) is false, it follows that there is no ABox \( A' \) such that Mod\((T, A')\) = 5, and therefore \( S \) is not a \( T \)-solution of \((T, V, E)\).

We are now ready to formally introduce the notion of view-based query answering in both semantics. Intuitively, while the certain answers with respect to an ontology are the tuples satisfying the query in every model of the ontology, in view-based query answering they are those tuples satisfying the query in every solution. In the following, \( \sigma \) stands for either \( M \) (for model-centered), or \( T \) (for TBox-centered), thus referring to one of the two semantics defined above.

**Definition 8 (View-based answer).** The set of view-based answers without UNA (or simply the view-based answers) to a query \( q \) with respect to \((T, V, E)\) under the \( \sigma \)-centered semantics, denoted by vba\( \sigma \)(\( q, T, V, E \)), is the set of tuples \( \bar{t} \) such that \( \bar{t} \in cert(\bar{q}, V) \) for every \( \sigma \)-solution \( \bar{W} \) without UNA for \((T, V, E)\). The set of view-based answers with UNA to a query \( q \) with respect to \((T, V, E)\) under the \( \sigma \)-centered semantics, denoted by vba\( \sigma \)\( \text{UNA} \)(\( q, T, V, E \)), is the set of tuples \( \bar{t} \) such that \( \bar{t} \in cert(\bar{q}, V) \) for every \( \sigma \)-solution \( \bar{W} \) with UNA for \((T, V, E)\).

In this article, we study the decision problem associated to computing view-based answers in a DL \( \mathcal{L} \), defined as follows.

**Definition 9 (View-based query answering).** View-based query answering without UNA (respectively, with UNA) in a DL \( \mathcal{L} \) is the following decision problem: given a TBox \( T \) in \( \mathcal{L} \), views \( V \), a query \( q \), a tuple \( \bar{t} \) of constants, and a \( V \)-extension \( E \), check whether \( \bar{t} \in vba\( \sigma \)(\( q, T, V, E \)) \) (respectively, \( \bar{t} \in vba\( \sigma \)\( \text{UNA} \)(\( q, T, V, E \))).

Actually, for the sake of simplicity, we will study view-based query answering under the assumption that all constants appearing in \( q \) also appear in \( E \). However, all the results presented here hold without such an assumption as well.

Finally, since we are interested in data complexity, we will measure the complexity of the view-based query answering decision problem only with respect to the size of the \( V \)-extension \( E \).

We end this subsection by noticing that the problem of checking the existence of a solution for \((T, V, E)\) can be reduced to view-based query answering: it is sufficient to consider a concept \( A' \) not appearing in \( T \), and computing the view-based answers to the boolean query \( q(\bar{x}) \leftarrow A'(\bar{x}) \). It is easy to see that a \( \sigma \)-solution (with or without UNA) for \((T, V, E)\) exists if and only if such an answer under the \( \sigma \)-centered semantics (with or without UNA) is false. For this reason, we only focus on view-based query answering in the rest of this article.

### 3.2. Privacy-aware ontology access

We now relate the framework presented in the previous subsection to the privacy scenario illustrated in the introduction. For simplicity, we will only refer to the case without UNA, but all observations hold also for the case with UNA. In such a scenario:

- The ontology \( K = (T, A) \) over a signature \( S \) expressed in a given DL \( \mathcal{L} \) represents the knowledge that the system has on the domain of interest.
- The views \( V \) associated to a user (or, class of users) are its authorization views, i.e., the \( V \)-extensions \( E \) for \( K \) represent the knowledge that the system is authorized to disclose to the user.
- The user posing queries to the system is aware of the signature \( S \), but is in principle unaware of all other aspects managed by the system (i.e., \( K, V, \) and \( E \)).
- The answers provided by the system to a user query \( q \) are those logically implied by its authorization views, i.e., the view-based answers to \( q \) with respect to \((T, V, E)\).

Observe that \( K \), or, more precisely, Mod\( (K) \), is obviously a solution for \((T, V, E)\), but many other ontologies, or, more precisely, sets of models, are solutions as well. Observe also that if \( W_i \) and \( W_j \) are both solutions for \((T, V, E)\), then they are indistinguishable by means of \( V \), because cert\( (V, W_i) \) = cert\( (V, W_j) \) = \( E \). In other words, if the tuple \( \bar{t} \) is such that q(\( \bar{t} \)) is logically implied by \( K \), view-based query answering hides this tuple from the user if there is a solution \( V \) for \((T, V, E)\) where \( \bar{t} \) is not a certain answer to \( q \), i.e., \( \bar{t} \notin \text{cert}(V, W) \). In such a case, \( V \) is an evidence for concealing q(\( \bar{t} \)) from the user. The difference in the two semantics described above, namely the model-centered, and the TBox-centered semantics, is that they allow for increasing levels of information disclosure to the user. In particular, let \( q \) be a user query, and let q(\( \bar{t} \)) be logically implied by \( K \):

\[ 1. \text{ In the model-centered semantics, } q(\bar{t}) \text{ is returned as an answer if there is no set of models } V \subseteq \text{Mod}(K) \text{ that is indistinguishable from } \text{Mod}(K) \text{ itself with respect to the authorization views } V, \text{ and such that } \bar{t} \notin \text{cert}(q, V). \]

In other words, the evidence for concealing q(\( \bar{t} \)) from the user can be simply any subset of the models of the TBox \( T \) of \( K \).
2. In the TBox-centered semantics, the set of models $\mathcal{W}$ forming the evidence for concealing an answer from the user must be expressible by some ABox paired to $T$. Intuitively, this semantics captures the situation where the user is aware not only of the signature $S$, but also of the TBox $T$ of $\mathcal{K}$.

We end this section with an example of view-based query answering in the context of the privacy scenario we are discussing. We remind the reader that we are considering the case without UNA.

**Example 10.** Let $\mathcal{L}$ be $DL$-$Lite_{R}$, and consider again the vba-setting $(T, V, E)$ as described in Example 7. In particular, suppose that the system can only disclose to a user $u$ the information about where houses are located, and in which locations the various persons own their houses. This requirement can be captured by specifying $V = \langle v_1, v_2 \rangle$ as the authorization views associated to $u$. It is immediate to verify that $\text{Owns}(john, h55)$ is concealed from user $u$ under the model-centered semantics. Indeed, it is sufficient to consider the $M$-solution $S$ of $(T, V, E)$ described in Example 7, and notice that it contains a model of $T$, namely $m_1$, where $\text{Owns}(john, h55)$ is false. This implies that $(john, h55)$ is not a certain answer for $S$, and therefore is not a view-based answer to the query $q(x, y) \iff \text{Owns}(x, y)$ with respect to $(T, V, E)$ under the model-centered semantics. On the other hand, $\text{Owns}(john, h55)$ is not concealed under the TBox-centered semantics. Indeed, we have shown in Example 7 that, based on the characteristics of $DL$-$Lite_{R}$, if $S'$ is $T$-solution of $(T, V, E)$, then $\text{OwnsHouse}(john, h55)$ is satisfied by every model in $S'$. This means that, contrary to the model-centered semantics, the TBox-centered semantics allow the user $u$ to obtain information about who is the owner of a given house.

### 4. Model-centered semantics

We address now view-based conjunctive query answering under the model-centered semantics in the various DLs that we have presented in Section 2.

#### 4.1. General results

We start by stating some results on $M$-solutions that are independent of the specific DL considered. This requires the following preliminary definition. Given views $V = \langle v_1, \ldots, v_n \rangle$, where each $v_i$ is defined as $v_i(x_i) \leftarrow \text{conj}_j(x_i, y_j)$, and $V$-extension $E = \langle e_1, \ldots, e_n \rangle$, where each $e_i$ is of the form $\langle t^{1}_{1}, \ldots, t^{r}_{m} \rangle$, we denote by $\alpha(V, E)$ the first-order sentence

\[
\alpha(V, E) = \exists_1 \leq i \leq n, 1 \leq j \leq m \left( \text{conj}_j(t^{1}_{1}, y^{1}_{1}) \land \cdots \land \text{conj}_j(t^{r}_{m}, y^{r}_{m}) \right).
\]

We observe that $\alpha(V, E)$ is essentially a boolean query over the signature $S$.

In the following results (Lemmas 11, 12, 13, and Theorem 14) we assume that the views $V$ and the $V$-extension $E$ are defined as specified above.

**Lemma 11.** Every $M$-solution, both with and without UNA, for a vba-setting $(T, V, E)$ logically implies $\alpha(V, E)$.

**Proof.** We give the proof only for the case without UNA. The case with UNA is analogous. Towards a contradiction, assume that there exists an $M$-solution $\mathcal{W}$ for $(T, V, E)$ and an interpretation $\mathcal{I} \in \mathcal{W}$ such that $\mathcal{I} \not\models \alpha(V, E)$. Then, there exists a conjunct $\text{conj}_j$ and a tuple $t^i_j$ such that $\mathcal{I} \not\models \exists y^i_j \cdot \text{conj}_j(t^i_j, y^i_j)$. But then, considering the definition of $v_i$, i.e., $v_i(x_i) \leftarrow \text{conj}_j(x_i, y_j)$, we have that $t^i_j \not\in e_i$. Thus, since $\mathcal{I} \in \mathcal{W}$, we have that $\text{cert}(V, \mathcal{W}) \not\models E$ and hence $\text{VW}$ is not an $M$-solution, which is a contradiction. $
\square$

In the following, we write $Mod(T \cup \alpha(V, E))$ to denote $Mod(T) \cap \{ \mathcal{I} \mid \mathcal{I} \models \alpha(V, E) \}$, i.e., the set of interpretations that are models of $T$ without UNA and that satisfy the first-order sentence $\alpha(V, E)$. Analogously, we use the notation $Mod^{\text{UNA}}(T \cup \alpha(V, E))$ for the case with UNA.

**Lemma 12.** $Mod(T \cup \alpha(V, E))$ is an $M$-solution for a vba-setting $(T, V, E)$, if one such solution exists. Analogously, $Mod^{\text{UNA}}(T \cup \alpha(V, E))$ is an $M$-solution with UNA for $(T, V, E)$, if one such solution exists.

**Proof.** We give the proof only for the case without UNA. The case with UNA is analogous. Assume that there exists an $M$-solution $\mathcal{W}$ for $(T, V, E)$, and that $\mathcal{W}_\alpha = Mod(T \cup \alpha(V, E))$ is not an $M$-solution for $(T, V, E)$. Then, since $\mathcal{W}_\alpha \subseteq Mod(T)$, we must have $\text{cert}(V, \mathcal{W}_\alpha) \not\models E$. Moreover, by Lemma 11, $\mathcal{W} \subseteq \mathcal{W}_\alpha$, and $\text{cert}(V, \mathcal{W}_\alpha) \subseteq \text{cert}(V, \mathcal{W}) = E$. Hence, there exists a tuple $t^i_j \in e_i$ such that $t^i_j \not\in \text{cert}(V, \mathcal{W}_\alpha)$. Hence, there exists an $\mathcal{I} \in \mathcal{W}_\alpha$ such that $\mathcal{I} \not\models \exists y^i_j \cdot \text{conj}_j(t^i_j, y^i_j)$, where the definition of $v_i$ is $v_i(x_i) \leftarrow \text{conj}_j(x_i, y_j)$. But then $\mathcal{I} \not\models \alpha(V, E)$, hence $\mathcal{I} \not\models \mathcal{W}_\alpha$, which is a contradiction. $
\square$
Lemma 13. There is an $M$-solution without UNA (respectively, with UNA) for a vba-setting $(T, V, E)$ iff $\text{cert}(V, \text{Mod}(T \cup \alpha(V, E))) = E$ (respectively, $\text{cert}(V, \text{Mod}^{\text{UNA}}(T \cup \alpha(V, E))) = E$).

Proof. We give the proof only for the case without UNA. The case with UNA is analogous.

$\Rightarrow$ If there is an $M$-solution for $(T, V, E)$, by Lemma 12, $\text{Mod}(T \cup \alpha(V, E))$ is one such solution, and hence by definition $\text{cert}(V, \text{Mod}(T \cup \alpha(V, E))) = E$.

$\Leftarrow$ If $\text{cert}(V, \text{Mod}(T \cup \alpha(V, E))) = E$, since $\text{Mod}(T \cup \alpha(V, E))$ satisfies also the condition $\text{Mod}(T \cup \alpha(V, E)) \subseteq \text{Mod}(T)$, it follows that $\text{Mod}(T \cup \alpha(V, E))$ is an $M$-solution for $(T, V, E)$. $\square$

Theorem 14. If there exists an $M$-solution without UNA (respectively, with UNA) for a vba-setting $(T, V, E)$, then $\text{vba}_{\text{mod}}(q, T, V, E) = \text{cert}(q, \text{Mod}(T \cup \alpha(V, E)))$ (respectively, $\text{vba}^{\text{UNA}}_{\text{mod}}(q, T, V, E) = \text{cert}(q, \text{Mod}^{\text{UNA}}(T \cup \alpha(V, E)))$).

Proof. We give the proof only for the case without UNA. The case with UNA is analogous.

$\Rightarrow$ If $\tilde{t} \in \text{vba}_{\text{mod}}(q, T, V, E)$, then $\tilde{t} \in \text{cert}(q, \mathcal{V})$ for every $M$-solution $\mathcal{V}$, including $\text{Mod}(T \cup \alpha(V, E))$ by Lemma 12.

$\Leftarrow$ It $\tilde{t} \in \text{cert}(q, \text{Mod}(T \cup \alpha(V, E)))$, then $\tilde{t} \in \text{cert}(q, \mathcal{V})$, for every $M$-solution $\mathcal{V}$, since by Lemma 11, $\mathcal{V} \subseteq \text{Mod}(T \cup \alpha(V, E))$. Hence $\tilde{t} \in \text{vba}_{\text{mod}}(q, T, V, E)$. $\square$

Observe that in the privacy setting described in the previous section, where the $V$-extensions are computed from an ontology $\mathcal{K}$, an $M$-solution always exists, namely $\text{Mod}(\mathcal{K})$. Hence by the propositions above we get that we can compute $\text{vba}_{\text{mod}}(q, T, V, E)$ by computing $\text{cert}(q, \text{Mod}(T \cup \alpha(V, E)))$, and analogously for the case with UNA.

We show now how to reduce conjunctive query answering to view-based query answering under the model-centered semantics in different cases. We first address the case of conjunctive query answering without UNA.

Theorem 15. Let $\mathcal{L}$ be DL that allows for expressing functionality of atomic roles. Then, conjunctive query answering without UNA in $\mathcal{L}$ can be reduced in LogSPACE in data complexity to view-based query answering both with and without UNA under the model-centered semantics $\mathcal{L}'$.

Proof. We show the reduction to view-based query answering with UNA under the model-centered semantics. The same proof applies also for the reduction to view-based query answering without UNA. Let $\mathcal{K} = (\mathcal{T}, \mathcal{A})$ be an $\mathcal{L}$ ontology and $q(\vec{x}) \leftarrow \text{conj}(\vec{y}, \vec{c})$ a conjunctive query over $\mathcal{K}$, in which the existential variables $\vec{y}$ and the constants $\vec{c}$ occur. We construct a vba-setting $(\mathcal{T}', V, E)$ and a query $q'$ as follows.

- $\mathcal{T}' = \mathcal{T} \cup \{\text{funct copy}\}$, where copy is a fresh atomic role.
- There is one view $\nu_{\mathcal{A}}$ in $V$ for each atomic concept $\mathcal{A}$, with definition
  $$\nu_{\mathcal{A}}(x) \leftarrow \text{copy}(x, x'), \mathcal{A}(x')$$
  and extension $e_{\mathcal{A}} = \{a | A(a) \in \mathcal{A}\}$.
- There is one view $\nu_P$ in $V$ for each atomic role $P$, with definition
  $$\nu_P(x_1, x_2) \leftarrow \text{copy}(x_1, x_1'), \text{copy}(x_2, x_2'), P(x_1', x_2')$$
  and extension $e_P = \{(a, b) | P(a, b) \in \mathcal{A}\}$.
- The query $q'$ is defined as
  $$q'(\vec{x}') \leftarrow \text{copy}(\vec{x}, \vec{x}'), \text{copy}(\vec{c}, \vec{y}, \vec{c}), \text{conj}(\vec{x}', \vec{y}, \vec{y}')$$
  where $\text{copy}(\vec{x}, \vec{x}')$, with $\vec{z} = (z_1, \ldots, z_n)$ and $\vec{z}' = (z_1', \ldots, z_n')$, stands for $\text{copy}(z_1, z_1'), \ldots, \text{copy}(z_n, z_n')$, and $\text{conj}(\vec{x}', \vec{y}, \vec{y}')$ stands for the body of $q$ in which we have substituted each distinguished variable $x$ with its trimmed copy $x'$ and each constant $c$ with a new existential variable $y_c$.

We show that for each tuple $\tilde{t}$ of constants we have that $\tilde{t} \in \text{cert}(q, \text{Mod}(\mathcal{K}))$ iff $\tilde{t} \in \text{vba}_{\text{mod}}^{\text{UNA}}(q', \mathcal{T}', V, E)$.

$\Rightarrow$ Let $\tilde{t}$ be a tuple of constants such that $\tilde{t} \in \text{cert}(q, \text{Mod}(\mathcal{K}))$ and $\tilde{t} \notin \text{vba}_{\text{mod}}^{\text{UNA}}(q', \mathcal{T}', V, E)$. Then there exists an $M$-solution $\mathcal{V}$ with UNA of $(\mathcal{T}', V, E)$ and an interpretation $\mathcal{I} \subseteq \mathcal{V}$ such that $\mathcal{I} \not\models q'(\tilde{t})$. Consider the interpretation $\mathcal{J} = (\Delta_{\mathcal{J}}, \cdot_{\mathcal{J}})$ of $\mathcal{K}$ built as follows:

- $\Delta_{\mathcal{J}} = \Delta_{\mathcal{I}}$.
- $A_{\mathcal{J}} = A_{\mathcal{I}}$, for each atomic concept $A$.
- $P_{\mathcal{J}} = P_{\mathcal{I}}$, for each atomic role $P$ except copy, and
- $\cdot_{\mathcal{J}} = \cdot_{\mathcal{I}}$, where $(a^\mathcal{J}, o) \in \text{copy}^\mathcal{J}$.

Notice that $\cdot_{\mathcal{J}}$ is well defined, for each constant $a$ appearing in the ABox. Indeed, when $A(a) \in \mathcal{A}$, for some atomic concept $A$, then $a \in e_{\mathcal{A}} = \text{cert}(\mathcal{V}, \mathcal{W})$, and $\mathcal{I} = \nu_{\mathcal{A}}(a)$. Hence, by the definition of $\nu_{\mathcal{A}}$, there is an object $o'$ such that

(a^T, o') ∈ copy^T. Moreover, since (func copy) ∈ T', the object o' is unique. Similarly for the case when either \( P(a, b) ∈ A \) or \( P(b, a) ∈ A \), for some constant b.

Then \( \mathcal{J} \) satisfies \( T \) since \( \mathcal{I} \) satisfies \( T' \) and \( T ⊆ T' \). Moreover, for each \( A(a) ∈ A \), we have that \( a^T ∈ A^J \) by construction of the definition of \( V_A \) and its extension \( e_A \). Similarly for each \( P(a, b) ∈ A \). Then, we get that \( \mathcal{J}, q(\bar{t}) \) since \( \bar{t} \in cert(q, Mod(K)) \). But then, from the variable assignment that makes \( \mathcal{J}, q(\bar{t}) \) hold, we can construct a variable assignment that makes \( \mathcal{I}, q(\bar{t}) \) hold, which is a contradiction.

Let \( \bar{t} \) be a tuple of constants such that \( \bar{t} ∈ vba^M_{UNA}(q, T', V, E) \) and \( \bar{t} \notin cert(q, Mod(K)) \). Then there exists a model \( \mathcal{I} \) of \( K \) such that \( \mathcal{I}, q(\bar{t}) \). Consider the interpretation \( \mathcal{J} \) of \( T' \) built as follows:

- \( \Delta^J = \Delta^T \cup \{o_a | a \) is a constant appearing in \( A)\}
- \( A^J = A^T \), for each atomic concept \( A \)
- \( P^J = P^T \), for each atomic role \( P \) except copy
- \( copy^J = \{(o_a, a^T) | a \) is a constant appearing in \( A)\}
- \( a^J = o_a \), for each constant \( a \) appearing in \( A \).

By construction \( \mathcal{J} \) satisfies the UNA

Theorem 16. Let \( L \) be a DL that allows for expressing concept and role inclusions. Then conjunctive query answering without UNA in \( L \) can be reduced in LogSpace in data complexity to view-based query answering, both with and without UNA, under the model-centered semantics in \( L \).

Proof. We give the proof for the case of view-based query answering without UNA. However, the same proof applies also to the case with UNA, provided that we consider interpretations that satisfy the UNA. Given \( K = (T, A) \), we build a vba-setting \( (T', V, E) \) as follows. For each atomic concept \( A \) (respectively, atomic role \( P \)) occurring in \( A \):

- we introduce a new atomic concept \( A' \) (respectively, atomic role \( P' \));
- we introduce a view \( v_A \) (respectively, \( v_P \)) with view definition \( v_A(x) ← A'(x) \) (respectively, \( v_P(x_1, x_2) ← P'(x_1, x_2) \)) and view extension \( e_A = \{a | A(a) ∈ A\} \) (respectively, \( e_P = \{(a, b) | P(a, b) ∈ A\} \)).

Then \( T' \) consists of all inclusion assertions in \( T \) and a new inclusion assertion \( A' ⊆ A \) (respectively, \( P' ⊆ P \)) for each atomic concept \( A' \) (respectively, atomic role \( P' \)) introduced above.

Then, for every conjunctive query \( q \) over \( K \), we have that \( cert(q, Mod(K)) = vba^M(q, T', V, E) \). Indeed let us assume that there exists a tuple \( \bar{t} \) of constants such that \( \bar{t} ∈ cert(q, Mod(K)) \) and \( \bar{t} \notin vba^M(q, T', V, E) \). Then there exists an \( M \)-solution \( \mathcal{W} \) for \( (T', V, E) \) and an interpretation \( \mathcal{I} ∈ \mathcal{W} \) such that \( \mathcal{I}, q(\bar{t}) \). But \( \mathcal{I}, q(\bar{t}) \) since \( T ⊆ T' \), and \( \mathcal{I}, q(\bar{t}) \). Conversely, let us assume that there exists a tuple \( \bar{t} ∈ vba^M(q, T', V, E) \) such that \( \bar{t} \notin cert(q, Mod(K)) \). Then there exists a model \( \mathcal{I} \) of \( K \) such that \( \mathcal{I}, q(\bar{t}) \). Consider the interpretation \( \mathcal{I}' \) obtained from \( \mathcal{I} \) by interpreting each new symbol \( A' \) (respectively, \( P' \)) as \( A'^I = \{a^I | A(a) ∈ A\} \) (respectively, \( P'^I = \{(a^I, b^I) | P(a, b) ∈ A\} \)). Then \( \mathcal{W}' = \{ \mathcal{I}' \} \) is an \( M \)-solution for \( (T', V, E) \) but \( \bar{t} \notin cert(q, \mathcal{W}) \), which contradicts \( \bar{t} ∈ vba^M(q, T', V, E) \).

Note that the above result holds also for those DLs that do not allow for expressing role inclusions, provided that the DL is such that we cannot derive new facts about roles except for the ones explicitly stated in the ABox. Indeed, we can modify the construction of \( (T', V, E) \) given in the proof above, by not introducing in \( T' \) new atomic roles (although we still introduce new atomic concepts), and defining for each atomic role \( P \) in \( T \) the view \( v_P(x_1, x_2) ← P'(x_1, x_2) \) (the view extensions are defined as above). We exploit now the fact that we are considering a DL where we cannot derive new facts about roles besides those in the ABox, and conclude that, if there exists a model \( \mathcal{I} \) of \( K \) such that \( \mathcal{I}, q(\bar{t}) \), then there exists also a model \( \mathcal{I}_0 \) of \( K \) such that \( \mathcal{I}_0, q(\bar{t}) \) and for which \( P^{\mathcal{I}_0} = \{(a^\mathcal{I}_0, b^\mathcal{I}_0) | P(a, b) ∈ A\} \). Consider the interpretation \( \mathcal{I}_0 \) obtained from \( \mathcal{I}_0 \) by interpreting each new symbol \( A' \) as \( A'^{\mathcal{I}_0} = \{a^\mathcal{I}_0 | A(a) ∈ A\} \). As above, \( \mathcal{W}_0 = \{ \mathcal{I}_0 \} \) is an \( M \)-solution for \( (T', V, E) \) but \( \bar{t} \notin cert(q, \mathcal{W}_0) \), which gives us a contradiction.

As an immediate consequence of the above theorem, we get that, in DLs that allow for expressing concept and role inclusions, if conjunctive query answering in \( L \) is undecidable, then view-based query answering under the model-centered semantics in \( L \) is undecidable.

\footnote{Note that, if \( a^T = b^T = 0 \), then \( copy^T \) maps both \( a_0 \) and \( b_0 \) to the same object \( o \).}
The next theorem complements the ones above, by giving a general result on how to transform algorithms and data complexity lower bounds from conjunctive query answering without UNA to view-based query answering without UNA under the model-centered semantics.

**Theorem 17.** Let \( \mathcal{L} \) be a DL for which the data complexity of conjunctive query answering without UNA is in a complexity class \( \mathcal{C} \) that is either PTime or above. Then, the data complexity of view-based query answering without UNA under the model-centered semantics in \( \mathcal{L} \) is in \( \mathcal{C} \).

**Proof.** Let \( (\mathcal{T}, V, E) \) be a vba-setting, and suppose we have to check whether \( \bar{t} \in \text{vba}_M(q, \mathcal{T}, V, E) \). By Lemma 13 and Theorem 14, \( \bar{t} \in \text{vba}_M(q, \mathcal{T}, V, E) \) if and only if either \( \text{cert}(V, \text{Mod}(\mathcal{T} \cup \alpha(V, E))) \neq \emptyset \), or \( \bar{t} \in \text{cert}(q, \text{Mod}(\mathcal{T} \cup \alpha(V, E))) \).

We first observe that, for each view \( V_i \) with extension \( e_i \), checking whether \( \text{cert}(V_i, \text{Mod}(\mathcal{T} \cup \alpha(V, E))) \neq \emptyset \) can be done by considering each tuple \( \bar{t}' \) of the arity of \( V_i \) constructed from constants appearing in \( E \), and verifying whether \( \bar{t}' \in \text{cert}(V_i, \text{Mod}(\mathcal{T} \cup \alpha(V, E))) \) iff \( \bar{t}' \neq e_i \). It remains to show that, for a conjunctive query \( q' \) and a tuple \( \bar{t}' \), checking whether \( \bar{t}' \in \text{cert}(q', \text{Mod}(\mathcal{T} \cup \alpha(V, E))) \) can be done with the same complexity as query answering in \( \mathcal{L} \). For this purpose, we observe that we can construct in PTime an ABox \( \text{A}_{\alpha(V, E)} \) by constructing \( \alpha(V, E) \), substituting each variable \( y \) in \( \alpha(V, E) \) with a fresh constant \( y_i \), and introducing one ABox assertion for each atom in \( \alpha(V, E) \). The claim follows from showing that \( \bar{t}' \in \text{cert}(q', \text{Mod}(\mathcal{T} \cup \alpha(V, E))) \) iff \( \bar{t}' \in \text{cert}(q', \text{Mod}((\mathcal{T}, \text{A}_{\alpha(V, E)}))) \).

**4.2. Results for Specific Description Logics**

We now consider view-based query answering under the model-centered semantics for the specific DLs introduced in Section 2.

We start with the DLs of the DL-Lite family, and consider first DL-Lite\(_R\). Since in DL-Lite\(_R\) there is no possibility of forcing two constants to be interpreted as the same object, the presence or absence of the UNA is immaterial.

**Theorem 18.** View-based query answering, both with and without UNA, under the model-centered semantics in DL-Lite\(_R\) is in \( \text{AC}^0 \) with respect to data complexity.

**Proof.** Since in DL-Lite\(_R\) the UNA is immaterial, we prove the claim for the case without UNA. To do so, we reduce view-based query answering without UNA to first-order query evaluation, which is in \( \text{AC}^0 \) with respect to data complexity [21]. Let \( (\mathcal{T}, V, E) \) be a vba-setting with \( E = (e_1, \ldots, e_n) \), and suppose we have to check whether \( \bar{t} \in \text{vba}_M(q, \mathcal{T}, V, E) \). By Lemma 13 and Theorem 14, \( \bar{t} \in \text{vba}_M(q, \mathcal{T}, V, E) \) if and only if either \( \text{cert}(V, \text{Mod}(\mathcal{T} \cup \alpha(V, E))) \neq \emptyset \), or \( \bar{t} \in \text{cert}(q, \text{Mod}(\mathcal{T} \cup \alpha(V, E))) \).

To check this condition, we construct a first-order query \( \psi \) and evaluate it over the relational structure \( \bar{E} \) with predicates \( e_1, \ldots, e_n \), whose extensions are \( e_1, \ldots, e_n \), respectively. To define \( \psi \), we use the following two notions: the perfect reformulation of a conjunctive query \( q' \) with respect to a DL-Lite\(_R\) TBox \( [12] \), denoted \( \text{PerfectRef}(q', \mathcal{T}) \), and the rewriting of a union of conjunctive queries \( q' \) with respect to a set \( V \) of conjunctive views [7], denoted \( \text{Rew}_V(q') \). It is known that \( \text{PerfectRef}(q', \mathcal{T}) \) is a union of conjunctive queries [12], and that \( \text{Rew}_V(q') \) is also a union of conjunctive queries [7]. Now let \( \psi \) be the boolean query

\[
\exists \bar{x} \left( \bar{x} \in \text{cert}(\bar{t}) \land \text{Rew}_V\left( \text{PerfectRef}(V_i, \mathcal{T})\left(\bar{x}\right)\right) \right) \lor \text{Rew}_V\left( \text{PerfectRef}(q', \mathcal{T})\left(\bar{t}\right)\right),
\]

where \( \bar{x} \) denotes a query \( q' \) whose free variables are \( \bar{x} \), and \( \bar{x} \) denotes the boolean query obtained from \( \bar{x} \) by substituting the free variables with the tuple of constants \( \bar{t} \). It can be verified that the first disjunct of \( \psi \) takes care of checking whether \( \text{cert}(V, \text{Mod}(\mathcal{T} \cup \alpha(V, E))) \neq \emptyset \), while the second disjunct checks whether \( \bar{t} \in \text{cert}(q, \text{Mod}(\mathcal{T} \cup \alpha(V, E))) \).

Therefore, \( \bar{t} \in \text{vba}_M(q, \mathcal{T}, V, E) \) if and only if evaluating \( \psi \) over \( \bar{E} \) returns true. Since such an evaluation can be done in \( \text{AC}^0 \) with respect to data complexity, the claim follows.

Next we turn to DL-Lite\(_F\), for which UNA matters, since through functionality assertions one can force two objects to coincide, possibly generating an inconsistency under UNA, if the two objects are denoted by two different constants.

**Theorem 19.** View-based query answering, both with and without UNA, under the model-centered semantics in DL-Lite\(_F\) is PTime-complete with respect to data complexity.
Proof. Conjunctive query answering without UNA in DL-Litey is PTime-complete [25]. Hence, by applying Theorem 15, we get the PTime lower bound for the two cases without and with UNA.

Membership in PTime of view-based query answering without UNA is a direct consequence of Theorem 17. For the case with UNA, we can use the following algorithm to decide whether \( t \in \text{vba}^{\text{UNA}}_M(q, T, V, E) \).

1. We construct in PTime the set of atoms constituted by the conjuncts of \( \alpha(V, E) \) (note that they contain both constants of \( E \) and variables). Then, we chase such atoms according to the functionality assertions in \( T \) [26], thus propagating equality. Let \( \beta(V, E) \) be the resulting set of atoms.
2. If in the process of building \( \beta(V, E) \) two constants are equated, this means that \( \text{Mod}^{\text{UNA}}(T \cup \alpha(V, E)) \) is empty, and therefore, we return true because, by definition, \( t \in \text{vba}^{\text{UNA}}_M(q, T, V, E) \).
3. Otherwise, by Lemma 13, we check whether \( \text{cert}(V, \text{Mod}^{\text{UNA}}(T \cup \alpha(V, E))) = E \), by constructing, similarly to what done in the proof of Theorem 17, the ABox \( A_{\beta(V, E)} \), computing \( \text{cert}(V, \text{Mod}((T, A_{\beta(V, E)})) \) [25], and checking whether the result projected on the constants of \( E \) equals \( E \). It is easy to see that all three steps can be done in PTime. If this is not the case we return true.
4. Otherwise, we return the result of checking whether \( t \in \text{cert}(q, \text{Mod}^{\text{UNA}}(T \cup \beta(V, E))) \), which again can be done in PTime [25] by resorting to \( A_{\beta(V, E)} \), analogously to the proof of Theorem 17. 

We now consider the DLs \( \mathcal{EL} \) and \( \mathcal{ELH} \).

Theorem 20. View-based query answering, both with and without UNA, under the model-centered semantics in \( \mathcal{EL} \) and \( \mathcal{ELH} \) is PTime-complete with respect to data complexity.

Proof. First, we recall that UNA is immaterial for \( \mathcal{EL} \) and \( \mathcal{ELH} \). Hence, by considering the results in Table 1 on PTime-completeness of conjunctive query answering in \( \mathcal{EL} \) and \( \mathcal{ELH} \), by applying Theorem 17, we obtain the PTime upper bound, and by applying Theorem 15, we obtain the PTime lower bound.

Finally, we examine view-based query answering under the model-centered semantics in the DLs ranging from \( \mathcal{AL} \) to \( \mathcal{SHIQ} \).

Theorem 21. View-based query answering, both with and without UNA, under the model-centered semantics in \( \mathcal{AL} \) is coNP-hard with respect to data complexity.

Proof. First, we recall that UNA is immaterial for \( \mathcal{AL} \). Hence, by considering the results in Table 1 on coNP-hardness of conjunctive query answering in \( \mathcal{AL} \), by applying Theorem 15, we obtain the coNP lower bound.

As for the upper bound, we show next membership in coNP for \( \mathcal{SHIQ} \), which is the most expressive DL considered in this paper.

Theorem 22. View-based query answering, both with and without UNA, under the model-centered semantics in \( \mathcal{SHIQ} \) is in coNP with respect to data complexity.

Proof. In \( \mathcal{SHIQ} \) we can polynomially encode UNA by expressing inequalities between constants in the ABox. Hence, it suffices to show the result for view-based query answering without UNA in \( \mathcal{SHIQ} \). For this case, the claim follows directly from the coNP upper bound of conjunctive query answering without UNA in \( \mathcal{SHIQ} \) in Table 1, by applying Theorem 17.

5. TBox-centered semantics

In this section we analyze view-based query answering under the TBox-centered semantics. We first provide some general results, then we study the computational properties of the problem in all the specific DLs that we have considered so far.

5.1. General results

First, we show a sufficient condition under which view-based query answering under the model-centered semantics and view-based query answering under the TBox-centered semantics coincide.

Theorem 23. If \( \text{Mod}(T \cup \alpha(V, E)) \) is a \( T \)-solution for a vba-setting \( (T, V, E) \), then \( \text{vba}_T(q, T, V, E) = \text{vba}_M(q, T, V, E) \). Analogously, if \( \text{Mod}^{\text{UNA}}(T \cup \alpha(V, E)) \) is a \( T \)-solution with UNA for \( (T, V, E) \), then \( \text{vba}_T^{\text{UNA}}(q, T, V, E) = \text{vba}_M^{\text{UNA}}(q, T, V, E) \).
Proof. We give the proof only for the case without UNA. The case with UNA is analogous. Since by Lemma 11 every M-solution for \((T, V, E)\) logically implies \(\alpha(V, E)\), it follows that every M-solution (and thus every T-solution) is contained in \(\text{Mod}(T \cup \alpha(V, E))\). Moreover, since every T-solution is also an M-solution, \(\text{Mod}(T \cup \alpha(V, E))\) is an M-solution, which immediately implies that both \(vba_T(q, T, V, E)\) and \(vba(q, T, V, E)\) are equal to the certain answers of \(q\) computed over the set of interpretations \(\text{Mod}(T \cup \alpha(V, E))\). \(\square\)

We now provide a general decidability result for view-based query answering under the TBox-centered semantics.

**Theorem 24.** For a DL \(L\), if conjunctive query answering without UNA in \(L\) is decidable, then view-based query answering without UNA under the TBox-centered semantics in \(L\) is decidable. The same holds for the case with UNA.

**Proof.** We give the proof only for the case without UNA. The case with UNA is analogous. Let \(T\) be a TBox in \(L\), \(V = \langle v_1, \ldots, v_n \rangle\) a set of views, and \(E = (e_1, \ldots, e_n)\) a V-extension.

First, assume that \(\vec{t} \not\in vba(q, T, V, E)\), and let \(A\) be an ABox such that \(\text{Mod}(\langle T, A \rangle)\) is a T-solution for the vba-setting \((T, V, E)\) and \(\vec{t} \not\in \text{cert}(q, \text{Mod}(\langle T, A \rangle))\). We define an ABox \(A'\) as follows. For every \(e_i \in E\), and for every \(\vec{t} \in e_i\), let \(A'_i\) be an (arbitrarily chosen) minimal subset of \(A\) such that \(\langle T, A'_i \rangle \models v_i(\vec{t}_i)\). Then, we define \(A' = \bigcup_{1 \leq i \leq n} \bigcup_{i \in e_i} A'_i\). Since \(A' \subseteq A\) and since by hypothesis \(\vec{t} \not\in \text{cert}(q, \text{Mod}(\langle T, A' \rangle))\), it follows that \(\vec{t} \not\in \text{cert}(q, \text{Mod}(\langle T, A' \rangle))\). Moreover, since \(A'\) is the set of ABoxes that can be built over the set of concept and role names occurring in \(T\) and \(E\) and on the set of constant symbols occurring in \(E\) plus the symbols \(b_1, \ldots, b_m\).

Then, assume \(\vec{t} \in vba_T(q, T, V, E)\). In this case, it trivially follows that, for every ABox \(A \in \Phi\) such that \(\text{Mod}(\langle T, A \rangle)\) is a T-solution for \((T, V, E)\) and \(\vec{t} \in \text{cert}(q, \text{Mod}(\langle T, A \rangle))\).

Therefore, we have that \(\vec{t} \not\in vba_T(q, T, V, E)\) if there exists an ABox \(A' \in \Phi\) such that \(\text{Mod}(\langle T, A' \rangle)\) is a T-solution for \((T, V, E)\) and \(\vec{t} \not\in \text{cert}(q, \text{Mod}(\langle T, A' \rangle))\).

Exploiting the proof of the above theorem, we obtain the following general upper bounds for view-based query answering under the TBox-centered semantics.

**Theorem 25.** For a DL \(L\), if conjunctive query answering without UNA in \(L\) is in \(\text{PTIME}\) with respect to data complexity, then view-based query answering without UNA under the TBox-centered semantics in \(L\) is in \(\text{coNP}\) with respect to data complexity. The same holds for the case with UNA.

**Proof.** We give the proof only for the case without UNA. The case with UNA is analogous. Let \(T\) be a TBox in \(L\), let \(V = \langle v_1, \ldots, v_n \rangle\) be a set of views and \(E = (e_1, \ldots, e_n)\) a V-extension, let \(q\) be a CQ, and let \(\vec{t}\) be a tuple of constants. We prove that verifying whether \(\vec{t} \not\in vba_T(q, T, V, E)\) is in NP. Indeed, from the proof of Theorem 24, it immediately follows that \(\vec{t} \not\in vba_T(q, T, V, E)\) if there exists an ABox \(A\) whose size is polynomial with respect to the size of \(E\), and such that \(\text{Mod}(\langle T, A \rangle)\) is a T-solution for \((T, V, E)\) and \(\vec{t} \not\in \text{cert}(q, \text{Mod}(\langle T, A \rangle))\). Since by hypothesis conjunctive query answering in \(L\) is in \(\text{PTIME}\) with respect to data complexity, verifying whether \(\text{Mod}(\langle T, A \rangle)\) is a T-solution for \((T, V, E)\) can be done in polynomial time, thus the claim follows. \(\square\)

**Theorem 26.** For a DL \(L\), if conjunctive query answering without UNA in \(L\) is in \(\text{coNP}\) with respect to data complexity, then view-based query answering without UNA under the TBox-centered semantics in \(L\) is in \(\Pi_2^P\) with respect to data complexity. The same holds for the case with UNA.

**Proof.** We give the proof only for the case without UNA. The case with UNA is analogous. The proof is analogous to the proof of Theorem 25. As shown in that proof, \(\vec{t} \not\in vba_T(q, T, V, E)\) if there exists an ABox \(A\) whose size is polynomial with respect to the size of \(E\), and such that \(\text{Mod}(\langle T, A \rangle)\) is a T-solution for \((T, V, E)\) and \(\vec{t} \not\in \text{cert}(q, \text{Mod}(\langle T, A \rangle))\). In the present case, since by hypothesis conjunctive query answering in \(L\) is in \(\text{coNP}\) with respect to data complexity, verifying whether
Theorem 27. \( Mod((T, A)) \) is a \( T \)-solution for \( (T, V, E) \) can be done in polynomial time using an NP-oracle, which immediately implies the claim. \( \square \)

We now show the following, very general, hardness result for view-based query answering under the TBox-centered semantics.

**Theorem 27.** For every DL \( L \), view-based query answering, both with and without UNA, under the TBox-centered semantics in \( L \) is coNP-hard with respect to data complexity.

**Proof.** We prove the claim for the case without UNA by reducing graph 3-colorability to view-based query answering in \( L \). Let \( G = (V_G, E_G) \) be a graph. The view definitions \( V \) are the following:

\[
\begin{align*}
v_1(x) & \leftarrow \text{vertexCol}(x, y), \text{col}(y) \\
v_2(x, y) & \leftarrow \text{edge}(x, y) \\
v_3(x) & \leftarrow \text{col}(x).
\end{align*}
\]

Intuitively, \( v_1 \) is used to assign a color to \( x \), \( v_2 \) denotes the presence of an edge between \( x \) and \( y \); and \( v_3 \) denotes colors. Consider the following \( V \)-extension \( E \), populating \( v_1 \) with the nodes of \( G \), \( v_2 \) with the edges of \( G \), and \( v_3 \) with 3 colors:

\[
E = \langle V_G, E_G, \{r, g, b\} \rangle.
\]

Then consider the following Boolean query \( q \), denoting two adjacent vertices (notice that the query is symmetric with respect to edges) colored with the same color:

\[
q \leftarrow \text{edge}(x, y), \text{vertexCol}(x, z), \text{vertexCol}(y, z).
\]

It is immediate to verify that \( G \) is 3-colorable iff \( \langle \rangle \notin vba_T(q, \emptyset, V, E) \) (observe that the TBox is empty in this reduction). The key point is that, on the one hand, every ABox \( A \) such that \( Mod((T, A)) \) is a \( T \)-solution for \( (T, V, E) \) must be such that, for every vertex \( a \) of the graph, there exists a constant \( c \) such that the assertions \( \text{vertexCol}(a, c), \text{col}(c) \) belong to \( A \). On the other hand, due to the extension of the view \( v_3 \), such a \( c \) must be in the set \( \{r, g, b\} \). This immediately implies the claim.

For the case with UNA, it is immediate to verify that adopting the UNA is immaterial, i.e., \( \langle \rangle \notin vba_T(q, \emptyset, V, E) \) iff \( \langle \rangle \notin vba^{UNA}_T(q, \emptyset, V, E) \). \( \square \)

Notice that, in the above proof, we only exploit the fact that a DL ontology is interpreted under the open world assumption, and therefore, even an ontology constituted by an ABox only has incomplete information. This implies that the above hardness result holds also for incomplete relational databases.

### 5.2. Results for specific Description Logics

We now provide the computational characterization of view-based query answering under the TBox-centered semantics for all the specific DLs introduced in Section 2. We start by considering DL-Lite\(_R\) and DL-Lite\(_F\).

**Theorem 28.** View-based query answering, both with and without UNA, under the TBox-centered semantics in DL-Lite\(_R\) is coNP-complete with respect to data complexity.

**Proof.** Membership in coNP follows from the fact that conjunctive query answering both with UNA and without UNA in DL-Lite\(_R\) is in \( AC^0 \) with respect to data complexity (see Table 1) and from Theorem 25. coNP-hardness follows from Theorem 27. \( \square \)

**Theorem 29.** View-based query answering, both with and without UNA, under the TBox-centered semantics in DL-Lite\(_F\) is coNP-complete with respect to data complexity.

**Proof.** Membership in coNP follows from the fact that the data complexity of answering CQs in DL-Lite\(_F\) is in \( AC^0 \) with UNA and in \( \text{PTIME} \) without UNA (see Table 1), and from Theorem 25. In both cases, coNP-hardness follows from Theorem 27. \( \square \)

Then, we turn our attention to the DLs \( EL \) and \( ELH \).

**Theorem 30.** View-based query answering, both with and without UNA, under the TBox-centered semantics in \( EL \) and \( ELH \) is coNP-complete with respect to data complexity.

Proof. Membership in coNP follows from Theorem 25 and from the fact that conjunctive query answering both with UNA and without UNA in $\mathcal{ELH}$ is in PTIME (see Table 1). Hardness follows from Theorem 27.

Finally, we examine view-based query answering under the TBox-centered semantics in the DLs ranging from $\mathcal{AL}$ to $\mathcal{S\mathcal{H\mathcal{I}}}Q$.

**Theorem 31.** View-based query answering, both with and without UNA, under the TBox-centered semantics in $\mathcal{AL}$ is $\mathcal{P}\mathcal{T}_2$-hard with respect to data complexity.

**Proof.** Since the UNA is immaterial for $\mathcal{AL}$, it suffices to give the proof for the case without UNA. We prove the claim by reducing 2-QBF validity to view-based query answering under the TBox-centered semantics in $\mathcal{AL}$.

Let $\phi = \forall \exists \bar{y}. f(\bar{x}, \bar{y})$ be a 2-QBF formula, where $\bar{x} = x_1, \ldots, x_m$, $\bar{y} = y_1, \ldots, y_n$ and $f$ is a 3-CNF formula over the propositional variables $\bar{x}$ and $\bar{y}$, i.e., a formula of the form $f = c_1 \land \cdots \land c_k$, where each $c_i$ is of the form $c_i = l^i_1 \lor l^i_2 \lor l^i_3$ and each $l^i_j$ is a literal over the variables $\bar{x}$ and $\bar{y}$. We define the following vba-setting $(T, V, E)$:

- $T$ is the following $\mathcal{AL}$-TBox:
  \[
  \begin{align*}
  \neg C_t & \sqsubseteq C_f & A_{x_2} & \sqsubseteq \forall \text{Val}. \neg C_f \\
  C_t & \sqsubseteq \neg C_f & \forall \text{Val}. \neg C_f & \sqsubseteq A_{x_2} \\
  D_t & \sqsubseteq C_t & \neg A_{x_1} & \sqsubseteq \forall \text{Val}. C_t \\
  D_f & \sqsubseteq C_f & \neg A_{x_2} & \sqsubseteq \forall \text{Val}. C_f \\
  A_{x_1} & \sqsubseteq \forall \text{Val}. \neg C_t & \neg A_{x_2} & \sqsubseteq \forall \text{Comp}. \forall \text{Val}. C_f \\
  \forall \text{Val}. \neg C_t & \sqsubseteq A_{x_1} & C_{ex} & \sqsubseteq \exists \text{Val}.
  \end{align*}
  \]

- $V$ is constituted by the following view definitions:
  \[
  \begin{align*}
  v_{ex}(x) & \leftarrow C_{ex}(x) & v_{gx}(x) & \leftarrow C_{univ}(x), \text{Val}(x, y), TV(y, y) \\
  v_{comp}(x, y) & \leftarrow \text{Comp}(x, y) & v_{ex}(y) & \leftarrow C_{univ}(x), \text{Val}(x, y), TV(y, y) \\
  v_{lit_1}(y, y) & \leftarrow \text{Lit}_1(x, y) & v_{gy}(y) & \leftarrow C_{ex}(x), \text{Val}(x, y) \\
  v_{lit_2}(y, y) & \leftarrow \text{Lit}_2(x, y) & v_{tv}(y) & \leftarrow TV(x, x) \\
  v_{lit_3}(y, y) & \leftarrow \text{Lit}_3(x, y) & v_{d_1}(x) & \leftarrow D_f(x) \\
  v_{univ}(x) & \leftarrow C_{univ}(x) & v_{d_1}(x) & \leftarrow D_f(x) \\
  v_{\phi} & \leftarrow \text{Lit}_1(x, y_1), \text{Lit}_2(x, y_2), \text{Lit}_3(x, y_3), & Val(y_1, z_1), Val(y_2, z_2), Val(y_3, z_3), & C_f(z_1), C_f(z_2), C_f(z_3). \\
  \end{align*}
  \]

- $E$ is the following $V$-extension, where we denote with $E(v)$ the extension associated to view $v$:
  \[
  \begin{align*}
  E(v_{ex}) & = \{y_1, \ldots, y_m, \bar{y}_1, \ldots, \bar{y}_n\} & E(v_{ex}) & = \{0, 1\} \\
  E(v_{comp}) & = \{(x_1, \bar{x}_1), \ldots, (x_m, \bar{x}_m)\}, & E(v_{ex}) & = \{0, 1\} \\
  E(v_{lit_1}) & = \{(c_i, l^i_1) \mid 1 \leq i \leq n\} & E(v_{lit_2}) & = \{0\} \\
  E(v_{lit_2}) & = \{(c_i, l^i_2) \mid 1 \leq i \leq n\} & E(v_{lit_3}) & = \{0\} \\
  E(v_{lit_3}) & = \{(c_i, l^i_3) \mid 1 \leq i \leq n\} & E(v_{lit_3}) & = \{0\} \\
  E(v_{univ}) & = \{x_1, \ldots, x_m, \bar{x}_1, \ldots, \bar{x}_n\} & E(v_{\phi}) & = \{\emptyset\}. \\
  \end{align*}
  \]

We now show that the formula $\phi$ is valid iff $(T, V, E)$ has no $T$-solution.

First, suppose that $\phi$ is not valid. Then, there exists an assignment $\mu_x$ for $\bar{x}$ such that for every assignment $\mu_y$ for $\bar{y}$, the evaluation of $f$ in $\mu_x \cup \mu_y$ is false. We now define an $\text{ABox}_A$ as follows:

\[
\begin{align*}
\{c_{ex}(y) \mid y \in E(v_{ex})\} \\
\cup \{\text{Comp}(x, y) \mid (x, y) \in E(v_{comp})\} \\
\cup \{\text{Lit}_1(x, y) \mid (x, y) \in E(v_{lit_1})\} \\
\cup \{\text{Lit}_2(x, y) \mid (x, y) \in E(v_{lit_2})\} \\
\cup \{\text{Lit}_3(x, y) \mid (x, y) \in E(v_{lit_3})\}
\end{align*}
\]
the evaluation of the form of $V$ that the evaluation of $T$, we face the problem of dealing with a set of models (i.e., the set of interpretations that satisfy all the assertions) in a setting where both views and queries are formulated over an ontology. When we move from databases to view-based query rewriting and view-based query answering are reported in [51–55] for several variants of the XPath.

In the relational context, query rewriting has been studied for the case of conjunctive queries (with or without arithmetic comparisons) [7,27,28], disjunctive views [29], queries with aggregates [30,31], recursive queries and nonrecursive views [32], queries with negated goals [33], and in the presence of integrity constraints [34–36] and of limitations in accessing the views [37,38]. Rewriting techniques for query optimization are described, for example, in [39–41]. A comprehensive framework for view-based query answering in relational databases, as well as several interesting results, are presented in [42]. In [2], an analysis of the data complexity of the problem under various assumptions is carried out for the case where the views and the queries are expressed in terms of various languages (conjunctive queries, Datalog, first-order queries, etc.). In particular, in [2], the investigation has been carried out distinguishing between sound and exact view extensions: an extension $e$ for a view $v$ is called sound with respect to a database $D$, if all the tuples in $e$ satisfy the query $v$ over $D$, and is called exact if $e$ is exactly the set of tuples satisfying $v$ over $D$. Further results in the presence of integrity constraints are reported in [36], and in the context of data exchange in [43,44].

View-based query processing has also been studied in the context of semi-structured databases. In the case of graph-based models, the problem has been studied for the class of regular path queries in [45–48]. In [49,50], a further distinction is proposed for characterizing the domain of the database (open vs. closed domain assumption), and the problem is studied for the case of regular-path queries, both with and without the inverse operator. In the case of XML-based model, results on both view-based query rewriting and view-based query answering are reported in [51–55] for several variants of the XPath query language.

While all the above mentioned articles study view-based query processing in the context of databases, our investigation is carried out in a setting where both views and queries are formulated over an ontology. When we move from databases to ontologies, we face the problem of dealing with a set of models (i.e., the set of interpretations that satisfy all the assertions)
rather than a single model (the interpretation structure corresponding to the database). To the best of our knowledge, the only articles dealing with view-based query processing, and in particular query answering, in this setting are [56] and [57]. The problem of view-based query rewriting is studied in [56] for the case of DL ontologies. The paper shows that if the view definitions do not contain existential variables, then it is always possible to find a rewriting that is a union of conjunctive queries, and furthermore, this rewriting produces the maximal set of answers possible from the views. On the other hand, if the views have existential variables, then it is not always possible to find a maximal rewriting. On the contrary, [57] studies the combined complexity (as opposed to data complexity) of view-based query answering for a very expressive DL, and under both the open and the closed world assumption on the view extensions. Notice, however, that the semantics of view-based query answering adopted in those papers is different with respect to the one presented here. Indeed, both in [56] and in [57] the views \( V \) and their extensions \( E \) simply contribute, together with the TBox, to determining which are the models of the whole knowledge base. The models of the whole knowledge base are those models of the TBox where all tuples in the view extensions satisfy the corresponding view definition. As usual, the answers to a query provided by the system are those that are certain with respect to all such models. On the contrary, in our approach, the extensions of the views coincide with the certain answers to the queries corresponding to such views. So, in our approach each view \( v \) can be considered exact, in the sense that its extension \( e \) coincides with the set of certain answers of the query \( v \) over the underlying ontology. However, one should take into account that the underlying ontology may have models such that the evaluation of \( v \) over such models would yield more answers than those in the extension \( e \).

### 7. Discussion and conclusions

The work presented in this paper constitutes a first systematic study of the semantics and the complexity of view-based query answering in DLs. The framework we have introduced distinguishes between different semantics for the problem, corresponding to different variants of the notion of solution. We have related view-based query answering to privacy-aware information access, and we have presented several algorithms and complexity results for various DLs, both in the model-centered and in the TBox-centered semantics.

We summarize in Table 2 the results we have presented about the data complexity in the various DLs, for the two semantics. To simplify the comparison with the problem of computing certain answers, the table also reports the data complexity of such a problem, in the two cases with UNA and without UNA.

Our work shows that, for all DLs, the complexity of view-based query answering under the model-centered semantics is the same as the complexity of computing certain answers without UNA. This means that view-based query answering has also the same complexity as computing certain answers without UNA in all DLs except for \( DL-Lite_F \), where the data complexity jumps from \( \text{AC}^0 \) to \( \text{PTime-complete} \).

The situation is different in the case of the TBox-centered semantics. Indeed, in this semantics, a counterexample to a tuple \( \bar{t} \) being a certain answer to \( q \) over \( \langle T, V, E \rangle \) must be represented by an ontology \( \langle T, A \rangle \) expressed in \( \mathcal{L} \). This requirement makes the problem harder: in all the DLs considered here, the data complexity of view-based query answering under the TBox-centered semantics is higher than under the model-centered semantics. In particular, in the DLs where view-based query answering is polynomially tractable under the model-centered semantics, the problem under the TBox-centered semantics becomes intractable, whereas in the DLs where it is \( \text{coNP-complete} \), in the model-centered semantics, it jumps one level up in the polynomial hierarchy under the TBox-centered semantics.

The work presented in this paper will be continued along different directions. In particular, we aim at studying other variant of solutions, such as the one called “language-centered” in [20]. In such a semantics, a counterexample to a tuple being a certain answer to \( q \) over \( \langle T, V, E \rangle \) is any subset of \( \text{Mod}(T) \) that is expressible as a knowledge base \( \langle T', A \rangle \) in the language \( \mathcal{L} \), where, differently from the case of TBox-centered semantics, \( T' \) need not be equivalent to \( T \). Another interesting issue is to investigate the impact of both extending and restricting the language used to express the query and the views on the complexity of view-based query answering, with the goal of singling out more cases where the problem is tractable.

Finally, it would be very interesting to exploit the relationship between Description Logics and disjunctive databases in the study of view-based query answering. In particular, as shown in [58], it is possible to reduce the usual reasoning tasks in Description Logics (e.g., instance checking and query answering) to reasoning in Disjunctive Datalog programs. The computational results presented in this paper are compatible with those that would be obtained by encoding view-based

<table>
<thead>
<tr>
<th>DL</th>
<th>Computing certain answers</th>
<th>View-based query answering with and without UNA</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>With UNA</td>
<td>Without UNA</td>
</tr>
<tr>
<td>DL-Lite_R</td>
<td>( \text{AC}^0 )</td>
<td>( \text{AC}^0 )</td>
</tr>
<tr>
<td>DL-Lite_F</td>
<td>( \text{PTime-complete} )</td>
<td>( \text{PTime-complete} )</td>
</tr>
<tr>
<td>( \mathcal{EL}, \mathcal{EL_H} )</td>
<td>( \text{coNP-complete} )</td>
<td>( \text{coNP-complete} )</td>
</tr>
<tr>
<td>( \mathcal{AL}, \mathcal{SHI}, \mathcal{Q} )</td>
<td>( \text{coNP-complete} )</td>
<td>( \text{coNP-complete} )</td>
</tr>
</tbody>
</table>
Acknowledgments

This research has been partially supported by the ICT Collaborative Project ACSI (Artifact-Centric Service Interoperation), funded by the EU under FP7 ICT Call 5, 2009.1.2, grant agreement No. FP7-257593, and by the large-scale integrating project OntoRule (ONTOlogies meet Business RULEs), funded by the EU under FP7 ICT Call 3, grant agreement No. FP7-231875.

References