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Simulation of external aerodynamics of
the DrivAer model with the LBM on

GPGPUs

Andrea PASQUALI a,1, Martin SCHÖNHERR a, Martin GEIER a, and
Manfred KRAFCZYK a

a Institut für Rechnergestützte Modellierung im Bauingenieurwesen (iRMB), Technische
Universität Braunschweig, Germany

Abstract. We studied the external aerodynamics of a car employing CFD numer-
ical simulations with the cumulant LBM on GPUs. We performed the analysis for
different grid resolutions and for single- and multi-GPU simulations. In order to
evaluate the performance of our implementation, we also carried out numerical sim-
ulations with the FVM on a CPU cluster using OpenFOAM R©. The results showed
a good agreement to experimental data and the cumulant LBM computation was
substantially faster than the FVM. The cumulant LBM multi-GPU implementation
demonstrated also high parallel efficiency. Our work shows that the cumulant LBM
on GPU is a valid alternative to FVM on CPUs to perform accurate and efficient
CFD simulations of complex engineering problems.

Keywords. Computational Fluid Dynamics (CFD), cumulant lattice Boltzmann
method (cumulant LBM), General-Purpose computing on Graphics Processing
Units (GPGPU), DrivAer, Engineering

Introduction

The optimization of the external aerodynamics of a car is an important field of investi-
gation for engineers. In order to predict and to study the interaction between the car and
the air, experimental tests have been established in wind tunnel setups. They are very ex-
pensive and also difficult to set up, implement and manage over the years. To overcome
these problems, mathematical models have been developed in order to perform numerical
simulations on computers. Nowadays, Computational Fluid Dynamics (CFD) is a stan-
dard approach to investigate the behaviour of flow around objects such as cars. Along-
side the standard CFD methods, such as the finite volume method (FVM) that solves the
Navier-Stokes (N-S) equations, over the last three decades the lattice Boltzmann method
(LBM) has emerged as a new effective modelling and simulation approach to CFD. With
the development of these mathematical models, there has also been continuous improve-
ment in the hardware and computational resources. High performance computing (HPC)
for parallel computations on central processing unit (CPU) clusters is the reference for

1Corresponding Author: Andrea Pasquali, Technische Universität Braunschweig, Pockelstr. 3, 38106
Braunschweig, Germany; E-mail: pasquali@irmb.tu-bs.de.
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CFD numerical simulations. However, in recent years a new architecture has been intro-
duced as a valid alternative to CPU clusters, the general-purpose computing on graphics
processing units (GPGPU or simply GPU).

We continue this section giving some background and information regarding the cu-
mulant LBM and the GPU, showing why the LBM is suitable for GPUs and what has
been done to date regarding LBM on GPUs. We describe the car model chosen for the
analysis and the simulation setup in Section 2, while results, comparison, and perfor-
mance of the numerical simulations are presented in Section 3. Finally in Section 4 we
draw conclusions and give an outlook to future work.

Cumulant lattice Boltzmann method

The lattice Boltzmann method is a numerical method for solving the weakly compress-
ible N-S equations. It is motivated by the Boltzmann transport equation [1] and deals
with a discrete local distribution function in momentum space, f . The discrete lattice
Boltzmann equation in three dimensions is written as:

fi jk(x+iξ ∆t)(y+ jξ ∆t)(z+kξ ∆t)(t+∆t) = fi jkxyzt +Ωi jkxyzt (1)

where iξ , jξ , and kξ are the variables in momentum space, ξ is the discrete speed and
i, j, k ∈ Z and x, y, and z are the variables in space, t is the time variable, and Ω is the
collision operator. The evolution of the flow field is split into two steps: the streaming
step propagates the distributions according to their respective momentum direction from
node to node (lhs of Eq. (1)) and the collision step rearranges the local distributions
on each node (rhs of Eq. (1)). The hydrodynamic quantities such as density, velocity
and pressure are the moments of f and are computed locally. Hence, to recover these
quantities interpolation is never required in the standard LBM and finite differences are
never explicitly computed. In order for the streaming to be exact, the discretization of
the momentum space is chosen to match exactly with the discretization of the grid. This
means that the grid has to be Cartesian and f streams from node to node on a lattice
with aspect ratio equal to one, and the speeds are chosen such that all the neighbouring
and the source point are reached in a single time step. Due to this duality of the spacial
discretization and the discretization of the momentum space the LBM fullfills exactly all
chosen conservation laws, i.e. conservation of mass, momentum and angular momentum.

However, this simple modelling of the evolution of the flow does not free us from
the difficulty to solve the collision operator Ω that is a convolution of integrals. Our
latest solution to Ω is termed cumulant LBM [2]. The cumulant LBM uses cumulants as
observable quantities which are both Galilean invariant and statistically independent of
each other:

cαβγ = ξ
−α−β−γ ∂ α ∂ β ∂ γ

∂Ξα ∂ϒβ ∂Zγ
ln(L { fi jk(iξ , jξ ,kξ )})

∣∣∣∣
Ξ=ϒ=Z=0

(2)

where Ξ, ϒ and Z are the coordinates of the frequency-momentum-space. Cumulants are
used only in the collision step where each cumulant is relaxed towards its equilibrium
with an individual rate ωαβγ . While ωαβγ for the second moments (α+β+γ=2) fixes the
viscosity of the fluid, those for the third and higher moments can be set between 0 and
2. It is demonstrated that the cumulant LBM has very good accuracy and stability of the
results and even smaller error than other known LBM methods also for high Reynolds
numbers.
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Graphics processing units

GPGPUs are graphics processing units for performing computations usually done by
CPUs. With the addition of floating-point support, and increased performance of floating-
point operations per second and memory bandwidth in combination with the introduction
of the unified programmable architecture (the Nvidia R© Compute Unified Device Archi-
tecture - CUDA), it is straightforward to write applications for computations on the GPU.
Because of its highly parallel nature, graphics cards can operate on graphics data (like
images) very fast: the same program is executed on many data elements in parallel with
an high ratio of arithmetic operations to memory operations. Managing large volumes of
data on the GPUs has the enormous advantage to drastically reduce the computational
time and to speed up computations. The first application running faster on the GPU than
with an optimized implementation on the CPU was an LU factorization in 2005 [3].
However, in these operations with data sharing between the host (CPU) and the device
(GPU), the movement of data from the host to the device and vice-versa can still be a
bottleneck in the process.

LBM on GPU

One of the first applications of LBM on GPUs was done by Li et al. in 2003 [4]. Li ac-
celerated the LBM computations on the GPU by storing distribution functions into 2D
textures and mapping the Boltzmann equations completely to rendering operations. In
[5,6] it has been shown (taking into account optimized data structures) how LBM imple-
mentations on GPUs can achieve better performance compared to CPU applications. The
LBM performance is given by the number of nodal updates per second (NUPS) while the
raw performance of a GPU can be estimated as the number of floating point operation
per second (FLOPS). Giving some numbers, a well implemented LBM kernel using a
uniform grid without any boundary conditions has a performance of app. 1840 FLOPS
per grid node with app. 700 MNUPS [7]. The graphics card Nvidia R© Tesla K40c has a
theoretical peak performance of circa 4290 GFLOPS in single precision. Thus the LBM
kernel performance is 1840 FLOPS · 700 MNUPS = 1288 GFLOPS with an efficiency
of 1288 GFLOPS / 4290 GFLOPS = app. 30%.

1. Cumulant LBM implementation on GPU

We implemented the cumulant LBM on the GPU minimizing the amount of data required
to define the grid and perform the stream and collision operations.

1.1. Eso-Twist, pointer chasing, and node updating

The data structure used in the cumulant LBM consists in a sparse matrix called Eso-
Twist [8]. Early implementations of the lattice Boltzmann method use two data arrays for
streaming, one for reading and one for writing, and streaming and collision are separated
steps. The Eso-Twist data structure allows to combine streaming and collision into a
single step and requires only one data array for both reading and writing. The notation of
the distributions for a three-dimensional lattice with 27 discrete speeds is shown in Figure
1a. The node in the middle (in dark grey) is the source point from which the distributions
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(a) (b) (c)

Figure 1. The D3Q27 lattice (a), location of the distributions and pointer chasing (b), and node updating (c).

stream to the 26 neighbours (in light grey). Distributions moving in positive directions
(east, north, top, north-east, top-east, top-north, top-north-east) are stored at the index of
the respective source node (rest), while distributions moving in negative directions are
stored in the respective neighbour in opposite direction. In this way all the distributions
are stored only at the nodes in positive directions and only links to seven neighbours have
to be provided for each source point (Figure 1b). This number is further reduced to three
by the application of a pointer chasing algorithm. The arrows in Figure 1b indicate the
pointer chasing paths to reach the neighbours starting form the source point. Hence, the
entire connectivity of the D3Q27 lattice is completely defined only by three neighbours
in positive X-, Y- and Z-direction.

While collision is performed as usual, streaming is carried out by swapping pairs of
distributions with anti-parallel directions after the collision step (Figure 1c). All distri-
butions are written back to the place where the distribution moving in opposite direction
has been read. After the procedure is completed for all the nodes, the pointers to the ar-
rays of distributions moving in positive and negative directions are exchanged such that
the original ordering of the distributions is restored. The computational time for the swap
process is negligible.

1.2. Grid refinement

When solving complex CFD engineering problems, we have to adapt the resolution of
the grid in order to have a fine mesh only where necessary. In order to keep the physical
quantities, such as the speed of sound, Mach number, and Reynolds number, constant
in all the grid resolutions, we have to provide different time step lengths for each grid
resolution. For this reason, we should interpolate between the grid resolutions both in
space and time. We adopt the approach of overlapping grids presented in [9] and imple-
mented in [10]: only interpolation in space and not in time is required and a quadratic
interpolation, that is required for recovering the velocity, is achieved by using compact
quadratic interpolations. This approach requires non-aligned grids. Figure 2a shows an
example of a grid with two different resolutions. There, the position of a coarse and fine
node does not coincide spatially with an offset of (∆x/4,∆x/4,∆x/4) with ∆x being the
distance between two adjacent coarse nodes. In addition, the two grids have an overlap-
ping region for the interpolation in space in both directions, from the coarse to fine grid
(CF) and from the fine to coarse grid (FC). The interpolation zones are shown in grey
in Figure 2a. Due to the symmetry of the interpolation zones, the technique is indepen-
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(a) (b)

Figure 2. Grid refinement interface (a), and multi-GPU implementation (b).

dent of the orientation of the interface and does not require any special treatment for
corners. Moreover, the use of an overlapping region occupies less memory on GPU than
an interpolation in time without overlapping region.

1.3. Multi-GPU

When we want to solve large systems and speed up the simulation, we have to parallelize
our kernel. In order to perform parallel computations on multiple GPUs, we have to
transfer the node distribution function and we have to know which node sends and which
node receives it. Figure 2b shows the communication between two GPUs. There, the
first GPU has index 0 (bottom) while the second GPU has index 1 (top). The parts of
the grid that are allocated on each GPU have duplicated nodes called ”receive” (R). The
”receive” nodes have the same position as the ”send” nodes (S) on different GPUs and
they are located at the boundary of the grid. These nodes are required to ensure the correct
operation of the LBM kernel in order to avoid bounce-back effects from the boundary
interface. In fact, considering for example GPU(0), the distribution functions of the nodes
R(0) are updated by the communication operation, and the correct values come from
the nodes S(1). The same holds accordingly for GPU(1). The communication among
GPUs is performed by using MPICH [11] and the operation is ordered: we perform
communication first in X-, then in Y- and finally in Z-direction.

2. Model description

The model selected for the analysis is the DrivAer car presented in [12]. We focused
on the rear end fastback configuration of the car with side mirrors, wheels and detailed
underbody. We discretized the model provided in CAD format with triangular mesh, and
exported in STL format by using the pre-processing software ANSA R© [13]. We used the
cumulant LBM grid generator LBMHexMesh [14] to generate the unstructured multi-
level three-dimensional LBM grid with second order accurate boundary definition (cut
cell approach). Three different grid resolutions were tested: coarse mesh, medium mesh
and fine mesh. The coarse mesh, with 17.9 M points, and the medium mesh, with 46.7
M points, were generated to run on one single GPU. The fine mesh, with more than
100 M points, was built to run on two GPUs as the number of points did not fit on one
single GPU. The grid refinement ratio, defined as the ratio between the grid spacing of
two different grids, was 1.5 between the coarse / medium grids and the medium / fine
grids. To evaluate the performance of the cumulant LBM multi-GPU implementation, we
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Grid name Min ∆x # points Hardware Comp. time Ave. Cd Dev. Cd

coarse 7.03125 mm 17.9 M 1x GPU 8.7 h 0.325 18.2%

medium 4.6875 mm 46.7 M 1x GPU 31.9 h 0.290 5.5%

fine 3.125 mm 125.6 M 2x GPUs 63.4 h 0.274 -0.4%

coarse-par 7.03125 mm 18.2 M 2x GPUs 5.5 h 0.325 18.2%

medium-par 4.6875 mm 47.1 M 2x GPUs 19.4 h 0.290 5.5%

coarse-FVM 7.03125 mm 13.3 M 128x CPUs 147.5 h 0.300 9.1%
Table 1. Summary of the grids used in this work and results.

created another two meshes to run on two GPUs: a fourth coarse grid like the first one,
and a fifth medium grid like the second one. In addition, for comparing LBM on GPU
to FVM on CPU, a sixth coarse grid like the first one was created for running in parallel
with OpenFOAM R©. All the grids had seven grid refinement levels and we created the
FVM grid with the same settings as the LBM grid. A summary of the different grids is
given in Table 1.

The simulation settings were the same for all the computations. The fluid was air
with kinematic viscosity of 15.11·10−6 m2/s, and density of 1.204 kg/m3 at 20◦C. The
Reynolds number was 4.87·106 with the car length as reference length. We set the fol-
lowing boundary conditions: uniform velocity at the inlet, the ground, the top and the
side faces of the domain, and no-slip for the car body. At the outlet we used the uniform
static pressure for the FVM, while we set the velocity extrapolation for the cumulant
LBM. At the car wheels we set the rotating velocity boundary condition for the cumu-
lant LBM, while the rotation of the wheels is ensured by the multiple reference frame
(MRF) control volume for the FVM. Moreover, the cumulant LBM solves the weakly
compressible N-S equations and we used the relaxation parameters ωαβγ = 0.5 for the
third moments, while the FVM solves the incompressible N-S equations. The physical
time simulated is 5 s. We performed all the simulations as implicit large eddy simula-
tion (I-LES), without any explicit turbulence modelling and wall functions, and with an
initialized velocity field at the beginning of the simulation.

We computed the entire cumulant LBM simulation in single precision by using the
Nvidia R© Tesla K40c graphics card. For computing the FVM simulation, we used the
cluster at the department for Architecture, Civil Engineering and Environmental Sciences
of the Technische Universität Braunschweig. We decided to use 16 nodes for the total
number of 128 cores with the standard PT-Scotch decomposition method compiled in
OpenFOAM R©, since we tested that by increasing or decreasing the number of nodes, the
FVM simulation did not speed up for this particular case. A summary of the different
hardware used is also given in Table 1.

3. Results

We present the numerical results, comparison to the experimental measurement, and per-
formance achieved in terms of computational time, speed-up, and parallel efficiency for
all the simulations. Table 1 reports the computational time, and the averaged numerical
drag coefficient (Cd) with its deviation from the experimental measurement.
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3.1. Drag and pressure coefficients

The experimental value for the drag coefficient is 0.275. The minimum deviation of Cd
for the cumulant LBM simulations was -0.4% for the grid fine, while the FVM simula-
tion gave a deviation of 9.1%. We achieved a very good result for the cumulant LBM
simulation by using a grid with minimum resolution at the car surface of 3.125 mm, and
a value of 0.5 for the relaxation parameters ωαβγ for the third moments (α+β+γ=3). This
value for ωαβγ was chosen by performing different simulations.

The pressure coefficient (Cp) is experimentally measured at the symmetry plane of
the car and reported separately for the top and the bottom part. In order to compare it
with our numerical results, we also probed the pressure acting on the body of the car in
its symmetry plane, and computed Cp separately for the top part (above Z = 100 mm)
and the bottom part (below Z = 100 mm). Figure 3a and Figure 3b show the Cp along the
longitudinal car axis X for the top and bottom part of the car, respectively. The numerical
pressure coefficient Cp generally showed good agreement compared to the experimental
measurements, especially when refining the grid. For all the grids, the Cp at the top
of the car differed from the experimental data at the location of the roof just after the
windscreen (from X = 1.25 m to X = 2 m circa, in Figure 3a). The explanation can be
due to the setup of the wind tunnel test where the car model was fixed on the roof with
an arm that was big compared to the car size (Figure 6 in [12]). This probably disturbed
the flow around the car affecting the accuracy of the measurements on the car body. The
Cp at the bottom of the car was noisier than the experimental data. The reason can be
due to the big number of points used for plotting the curve as a result of the detailed
discretization of the underbody.

3.2. LBM grid convergence study

Since the grids had the same grid refinement ratio of 1.5, the order of the convergence q
of the cumulant LBM grids was calculated as [15]:

q = ln
(

f3− f2

f2− f1

)
/ ln(r) (3)

where r is the grid refinement ratio, and f3, f2 and f1 are the numerical solutions for
the grid coarse, medium and fine, respectively. Using Eq. (3) q was 1.93, thus showing

(a) (b)

Figure 3. Pressure coefficient Cp along the longitudinal car axis X for the top part (a) and the bottom part (b).
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a second order of the convergence. Using Eq. (3) the order of the convergence was not
depending on the exact solution Cd = 0.275.

3.3. LBM and FVM comparison and performance

In order to compare LBM on GPU to FVM on CPU, we used a FVM grid (coarse-FVM)
with a comparable number of points to the mesh for LBM (coarse). We generated the
meshes with the same settings and we performed the simulations without any turbulence
model and wall functions. The FVM simulation gave a deviation of Cd of 9.1% while the
cumulant LBM simulation gave 18.2%. The FVM simulation gave better results com-
pared to the cumulant LBM for the same grid resolution. However, the FVM took 147.5
hours (6.15 days) for running in parallel on 128 CPUs while the cumulant LBM took
only 8.7 hours for running on a single GPU, thus showing that the cumulant LBM on
GPU was 17 times faster. Moreover, computing the LBM simulation by using a finer
grid the deviation of Cd decreased to only -0.4% and the simulation was still faster than
the FVM. The advantage to use a fine mesh resides in the possibility to better resolve
the flow structures and to capture eddies of different scales which is not possible to be
resolved by the coarse grid. Figure 4 shows the contour plot of the velocity of the flow at
the back of the car in its symmetry plane for the LBM grid fine (Figure 4a) and the FVM
grid coarse-FVM (Figure 4b). We had a clear picture of the eddy structures resolved in
the wake regions of the car by using different grid resolutions: with the fine grid it was
possible to resolve a greater number of length scales of the turbulence, while with the
coarse grid this was not possible. Fine grid means a large system to be solved and conse-
quently the necessity to speed up the simulation. The LBM grid fine consisting of 125.6
M points computed even faster than the FVM grid coarse-FVM: the computational time
for the cumulant LBM on two GPUs was of 63.4 hours while for the FVM on a 128
CPUs cluster was of 147.5 hours. Thus, the computational time for fine mesh with LBM
on GPU would certainly outperform the FVM on CPU with finer meshes.

We checked the raw performance of the cumulant LBM evaluating the number of
nodal updates per second (NUPS). The cumulant LBM GPU implementation performed
at 189.1, 197.0, and 191.1 MNUPS for the grid coarse, medium, and fine, respectively.
The NUPS highly depends on the number of grid refinements levels used. With many grid
refinement levels (seven in this case), the largest part of the computational time was con-
sumed for the interpolation between grids. However, by using an LES approach, many
grid refinement levels were necessary in order to have a fine grid to resolve correctly
the boundary layer. Moreover, the choice of the collision operator played an important
role in the performance. The cumulant collision operator is for example more expensive

(a) (b)

Figure 4. Velocity contour plot for the LBM grid fine (a) and the FVM grid coarse-FVM (b).
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than others. However, simulating a car in a free-stream with high Reynolds number, the
use of a more advanced collision operator such as the cumulant LBM was mandatory
for stability reasons. The efficiency of the cumulant LBM on GPU is given by the ratio
(P1 ·Pn)/PT , where P1 is the number of FLOPS per grid node, Pn is the NUPS, and PT is
the theoretical peak performance of the GPU. While PT depends on the GPU chosen and
Pn can be evaluated checking the time for updating all the grid nodes, for calculating P1
we should count all the multiplications and additions not only for the kernel, but also for
the operations of boundary conditions and grid refinement interface. Although we did
not calculate P1 due to the complexity of the cumulant LBM kernel composed of more
than thousand lines, we expect an efficiency similar (app. 30%) to that one showed by us
in [7].

3.4. LBM multi-GPU performance

In order to compare the performance of the cumulant LBM multi-GPU to the single
GPU implementation, we carried out cumulant LBM simulations for the coarse and the
medium grid resolution also in parallel by using two GPUs. We used the same graphics
cards and we computed the same physical time. The simulation of the coarse resolution
grid took 8.7 hours in serial (coarse) and 5.5 hours in parallel (coarse-par), and the sim-
ulation of the medium resolution grid lasted 31.9 hours in serial (medium) and 19.4 hours
in parallel (medium-par). We evaluated the efficiency E of the parallel implementation
as:

E =
Tser

n ·Tpar
(4)

where n is the number of graphics cards used (n = 2 in this case), and Tser and Tpar are
the computational time for the serial and parallel simulation, respectively. The parallel
efficiency was 80.0% for the coarse resolution grid and it slightly increased to 82.3% by
using a bigger number of points with the medium resolution grid. This app. -20% leak
in efficiency can be due to the absence of communication hiding in our implementation.
Indeed, the cumulant LBM kernel works on each GPU separately and only when all the
nodes are processed the exchange between GPUs is performed through MPICH commu-
nication. We expect an improvement of the efficiency by taking into account commu-
nication hiding among GPUs. Moreover, different MPI protocols can be tested in order
to get even better performance. However, the efficiency was evaluated by using parallel
simulations on only two GPUs and we can expect a reduction of the efficiency using
more than two GPUs, due to the bigger number of communications necessary with many
graphics cards.

4. Conclusion and outlook

In this work we showed that the lattice Boltzmann method on graphics processing units
is a valid approach to perform CFD simulations of a complex engineering problem, such
as the external aerodynamics of a car, and thus a valid alternative to standard FVM on
CPU cluster.

Indeed, the cumulant LBM gave a low deviation of the drag coefficient Cd for the fine
grid and a good agreement of the pressure coefficient Cp with the experimental data. The
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accuracy of the results depends on the value chosen for the relaxation parameters ωαβγ

for the third moments (α+β+γ=3). The function of this parameter is not well known yet.
We should further investigate the importance of ωαβγ , studying some correlation with
the Reynolds number, the grid resolution and the turbulence intensity.

Furthermore, the very low computational time compared to a standard FVM on
CPUs was among the advantages of our LBM approach on GPU, especially when using a
fine mesh. The importance to use a fine grid consists in the possibility to resolve a bigger
number of length scales of the turbulence. Fine grid means large system and therefore
we have the necessity to speed up the simulations. The cumulant LBM on GPUs shows
to address this request.

Regarding the parallel efficiency of the cumulant LBM on multiple GPUs, more
work has to be done in order to allow simulations with more than two GPUs, test different
MPI protocols, and implement communication hiding.
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