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Abstract—The design, development and validation of Cyber-
Physical Systems (CPS) is increasingly relying on real-time
simulation. In many domains, such as powertrain engineering,
there exists a variety of precise physical models, but whose
computational complexity leads engineers to perform model
reductions in order to fit real-time execution requirements for
Hardware-in-the-Loop (HiL) simulation. The resulting validity
domain reduction is conflicting with the growing need of more
precise models in validation stages. In this paper we list several
alternative methods to succeed in real-time simulation of complex
physical models and describe how we applied these to an indus-
trial use case. This case study aims at running, on a 6-core PC,
a real-time Diesel engine simulator including phenomenological
combustion models.

I. INTRODUCTION

The conception of Cyber-Physical Systems (CPS) is fac-
ing both scientific and business challenges. Such systems
involve many engineering domains, heterogeneous formalisms,
specialized tools and legacy knowledge, inducing an ever
increasing complexity that needs to be handled, especially
when industrial property constraints are implied. On the other
hand, the competitive context urges companies to reduce the
development costs and time of new concepts. In the automotive
industry, requirements for the reduction of both pollutant
emissions and fuel consumption strengthen the need to de-
sign new engine concepts and consequently new associated
control strategies. To reduce the development time of these
concepts, their design and control are increasingly based on
system modeling, in contrast to heuristic strategies dictated
by experimentations only. Several modeling, simulation and
validation steps are consequently realized before testing the
control laws on the physical components. The simulation-
based process consists in modeling the whole system (with
its control loops) in order to reduce the integration time of
both physical and software components.

Recent powertrain systems are relevant examples of CPS.
A hybrid powertrain, i.e. using both internal combustion
engine and electrical motor, contains multiple control compo-
nents (energy supervisor, electrical motor control unit, internal
combustion engine control unit) and multidisciplinary physi-
cal components (electrical, mechanical, thermodynamical and
chemical). The knowledge of each discipline is capitalized in
model libraries, allowing models to be exchanged between
different teams (and firms) without compromising intellectual

property. Simulating a CPS implies to couple the simulation of
all models, which becomes even more difficult when dealing
with Hardware-in-the-Loop (HiL) simulation. HiL simulation
consists of a combination of simulated and real components
where, ideally, every component is unable to distinguish
between real, simulated or emulated components to which it
is connected. Figure 1 gives an example of HiL simulation in
powertrain engineering where the real component is an Engine
Control Unit (ECU). Other examples of real components could
be an internal combustion engine testbed or a battery test
bench [1]. The advantages of HiL simulators are numerous:

Engine Control Unit

Engine Model

Engine Simulator

Real-Time
Data transfert

Pollutant emissions
Fuel consumption
Speed, Torque...
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Set points
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Fig. 1. HiL simulation: real ECU connected to an engine simulator

they are safer, easier and less expensive to build than actual
physical prototypes. They are reproducible and allow to iterate
simulations in a rapid prototyping approach and can reach a
high fidelity level by using real components whose dynamics
are not fully understood instead of their simulation models.
From a real-time point of view, HiL is defined in [2] as
“the simulation of a component is performed such that the
input and output signals show the same time-dependent values
as the real, dynamically operating component”. Obviously,
every model is not able to run in real-time: it depends on
its complexity but also on its physical dynamics. When CPS
designers aim at performing HiL simulation, they usually
reduce models which fail to meet real-time constraints.



In order to help CPS designer to reach HiL simulation of
complex models, this paper presents several methods which
facilitate the real-time execution of models without requiring
their reduction. Section II overviews the fundamentals of CPS
simulation, emphasizing the specific characteristics of real-
time simulation. Then Section III describes different ways
to achieve real-time simulation of physical models. Model
splitting, real-time constraints definition, solver choice, trade
off between model step time and task period are discussed.
Finally, Section IV presents how these methods have been
applied to a concrete use case consisting in a Diesel engine
simulator.

II. SIMULATION OF CYBER-PHYSICAL SYSTEMS

A. Co-simulation of physical systems

A CPS involves physical elements that evolve continuously
in time and interact with computational elements (such as
control laws executed on embedded processors). Physical
elements are usually represented by complex sets of ordinary
differential equations (ODEs) such as

ẋ(t) = f(x(t), u(t)) and y(t) = g(x(t), u(t))

Where u(t) ∈ Rm (resp. y(t) ∈ Rp) is the instantaneous input
(resp. output) of the physical system at time t. x(t) ∈ Rn

represents the continuous state of the system at time t. The way
x “evolves” over the time is modeled by ẋ, which represents
the derivative function of x.

Simulating a physical system requires solving numerically
these equations using an integration method, called a solver. Its
application requires partitioning the continuous-time t, in time
steps of a given size, denoted h, and called step-size. This way,
the kth simulation step (or integration step) is approximated
by:

x((k + 1)h) = x(kh) + hf(x(kh), u(kh))
y(kh) = g(x(kh), u(kh))

Considering k−1 time steps have already been simulated, the
kth simulation step consists in, firstly, computing the model’s
outputs y(kh), for time step k, using the current inputs data
u(kh) and continuous states x(kh) available at this step, and
secondly, updating the model’s states.

A CPS is typically a multi-physics system, whose com-
ponents involve different physical and engineering domains.
For that reason, simulating the global CPS often requires
interconnecting models developed in different environment.
This co-simulation can be performed either by coupling the
simulation tools or by exporting models as “black boxes”, sim-
ulating them in another tool. The fundamental problem of co-
simulation is the data exchange and synchronization between
the different models, which may have different dynamics and
step-sizes[3].

B. Real-time co-simulation vs. off-line co-simulation

Compared to off-line simulation, real-time simulation in-
duces real-time constraints. Defining and satisfying them is a

non trivial matter as a number of misconceptions still remain.
Given a time interval to be simulated under real-time con-
straints, a hazardous misconception is to only consider that the
whole interval has to be computed in less (real) time than its
(simulated) duration, i.e. only involving a deadline matching
the whole simulated interval duration. Real-time simulation is
obviously more restrictive as external interactions are needed
during this interval, implying recurring timed constraints on
simulated data to output and real data to input. For instance,
actual organs may communicate data samples at specific (real)
times with a given model and thus need its simulated timeline
to match real-time at these precise moments. For example, if
a real ECU connected to an engine simulator requires signals
from emulated engine sensors every 500µs and produces
engine set points at the same rate, the engine simulator’s
simulated time need to match real-time every 500µs.

Such periodic constraint cannot be satisfied without control-
ling both the release and finishing times of each simulation
step. Those issues are jointly addressed by defining a set
of instants, called mesh points, representing the points of
interest where the simulated timelines should match real-time.
A mesh point is typically bound to an instant where real
hardware communicates data with a simulated component.
Two consecutive mesh points t1 and t2 define both release
time and deadline: the simulation of the component on the
simulated time interval [t1; t2] cannot start before the real-
time date t1 and must be finished not latter than the real-
time date t2. Of course, there is apriori no guarantee that an
off-line simulation meets the real-time constraints imposed by
the HiL simulation. In the following section, we list different
methods to help engineer to transform their off-line simulation
in successful HiL simulation.

III. METHODS FOR REAL-TIME SIMULATION OF
CYBER-PHYSICAL SYSTEMS

Real-time execution is obtained by encapsulating models in
real-time task. A real-time task τi executes sequential code
with time characteristics and constraints. The task period Ti

is one of theses characteristics and means the code asks for its
execution every Ti units of time. We use the term of task job
to distinguish each occurrence of τi. The computation time
Ci corresponds to the worst-case execution time (WCET) of
the task: this is the maximum amount of continuous CPU
time needed to execute the code once. The knowledge of
this WCET is essential to be able to ensure that real-time
constraints will be met. The most used time constraint is
the deadline which defines a due date for each job. In the
following, we consider that each task deadline is equal to its
period, that is to say a job must be finished before the next one
requires its execution. The code of an encapsulated model first
gets its model’s inputs, then performs one or several simulation
step, producing outputs.

Several works on real-time task schedulability analysis
exist and consist in ensuring a task set will meet its real-
time constraints [4]. For the most used scheduling algorithm,
schedulability bounds exist on the CPU utilization factor,



defined as :

U =
n∑

i=1

Ci

Ti

For example every task set with U ≤ 1 is schedulable with
Earliest Deadline First Algorithm. In the following we will
propose different methods which aim at reducing this factor
for reaching real-time simulation.

A. Considering numerical solvers for real-time

Integrating differential equations is a critical concern to any
dynamic systems simulation process and an adequate numer-
ical method has to be chosen by the designer. A great range
of methods is available and the choice is usually driven by
the need to bound (both local and cumulated) approximation
error. However compared to usual (off-line) simulation, real-
time simulation needs first to bound the tasks computation
time and consequently be able to predict the time spent by the
solver to integrate the model on an interval equal to the task
period (as opposed to the common goal aiming at minimizing
the execution time of the whole simulation). If this is obvious
for the real-time computing community, this is problematic
for the systems modeling community, where specific solvers
involving (theoretically unbounded) iterative methods are used
to address time-varying high frequency dynamics and handle
discontinuities.

As we aim to a real-time simulation, explicit ODE solvers
(i.e. not using theoretically unbounded Newton-like methods)
from the Runge-Kutta family with fixed step size and fixed
order are usually involved as they provide constant simulated
outputs update times, perform a constant number of integration
stages and produce good results on a wide range of models
(mildly stiff with some potential discontinuities), provided the
step size is wisely chosen by the designer. An important note
is that the step size h changes the amount of simulated time
“unfolded” at each time step (i.e. one step size) without major
impact on the computation time needed for performing one
step. Consequently by increasing the step time of a model, one
directly reduces the Ci of the corresponding task. Of course
model dynamics upper bounds the maximum step size allowed.
For all these reasons fixed-step solvers are preferred for real-
time simulation purposes.

B. Lowering load using multirate integration

As some components may exhibit slower dynamics, higher
step sizes could be used for their simulation. Multirate in-
tegration[5] aims at solving a set of differential equations
with different time steps. Communications between models
simulated with different step sizes are handled by using
propagation (also called sample and hold) or extrapolation
techniques.

Using such methods allows for the use of wider periods
Ti for models with slower dynamics, lowering the CPU
load while limiting results degradation. However, note that
performing extrapolations takes non negligible execution time
that must be taken into account for the schedulability analysis.

Fortunately, methods with bounded execution times are avail-
able by using fixed order techniques, allowing for multirate
integration to be applied in a HiL context.

C. Exploiting inter-component potential parallelism

Another path to explore is to lower end-to-end computation
times by exploiting the potential parallelism exhibited by the
data dependencies between components. On monoprocessor
architecture, all computations must be performed concurrently
for each time step, inducing high end-to-end execution times.
Under multiprocessor architectures such parallelism can be
exploited, for each simulation step, by allowing the simulation
of unrelated components to be performed on separate pro-
cessors. Such distributed execution hence reduces the overall
computation time of a simulation step without harming the
simulation results as the partial order is still enforced. Efficient
distribution techniques and tools can be used for exploiting
inter-component potential parallelism[6].

D. Extracting intra-component potential parallelism

Inter-component parallelism might not be sufficient and a
single component may cause an overrun from its execution
time alone. Still, intra-component parallelism may exist and
be extracted. Unfortunately, such parallelism is implicit and
cannot be exploited as is due to some components’ black box
nature: it has to be made explicit first, further decomposing the
embedded model in an interacting set of components. There
does not exist any systematic and efficient method for splitting
physical models. A good practice is to rely on the physical
insights of the problem, to identify and isolate the less coupled
parts and to ensure the minimum exchange between the split
parts. Also, subparts exhibiting similar dynamics should be
grouped together so a wider step size might be used by the
embedding component and multirate integration techniques.

In [7], the importance of exchanged data between split
physical models was discussed when simulated time delays
were to be sustained. Such concern is especially important
when dealing with split models designed under modeling tools
allowing algebraic loops to be built, usually solving them
by looking for a fixed point at each time step. As those
tools are very unlikely to provide any analytic transformation
toward a causal set of components, the resulting ordered set
of components exhibits a deadlock situation (sometimes called
causality loop or even delay-free cycles). In a causal real-
time environment such as ours, a deadlock situation needs to
be solved by inserting a delay. A good practice minimizing
numerical perturbations induced by the delay is to consider
slow dynamics data computed to “suffer” the delay since they
are likely to sustain smaller variations between two simulation
steps. Note “non direct feed through” components such as the
discrete ones, i.e. implicitly embedding delays blocs, avoid the
creation of a causality loop and does not require delay blocks.

E. Renouncing the “step-size=period” dogma

Considering a model step size to induce the real-time
period of its embedding task. As data dependencies between



models induce precedence constraints between components
simulation, the cumulated execution time for the simulation
of all models should fit into a real-time duration matching the
Greatest Common Divisor of all step sizes. More formally,
denoting Ci(k) the execution time for computing the k-
th time step of τi (thus the k-th job), this would mean:
∀k

∑
ϕi

Ci(k) ≤ gcd
ϕi

(hi).

If this constraint provides the finest interaction grain be-
tween real and simulated time, enforcing such deadline can be
difficult when considering models having fast time constants,
thus small step size h. A small step size induces a small period
and thus a high processor load, especially as the execution
time involved in the simulation of a time step may vary from
one step to another, rising even far above the step size when
WCET occurs, i.e. ∃q|Ci(q) > h ⇒ U > 1. Plus, small real-
time periods increase the number of tasks release times and
consequently the number of scheduler calls. Moreover, small
periods impose shorter real-time operating system (RTOS)
time quantum to be used, increasing the RTOS overhead due to
scheduling, event management, synchronization objects access
and blocking task queue management costs.

Now if we get a closer look at the interactions between
actual hardware components and simulated ones, constraining
the real-time period of a task to the embedded model’s step-
size might be overkill as the simulated step sizes might be
smaller than hardware I/O time constraints by several orders
of magnitudes. Let us consider a periodic communication con-
straint of period (and deadline) TIO applied to the outputs of
a component simulated with step size h|TIO = h.w,w ∈ N+.
For each period TIO, we can consider to perform the w
computations of the successive simulated time steps involved
in a simulated time window of size w.h. Using simulated time
windows has two advantages. The first advantage is a signif-
icant decrease of the operating system overhead as the real-
time periods involved become wider, allowing to use a wider
RTOS time quantum. Second, as k time step computations
are merged into one simulated time window, their respective
execution times become “mitigated” in the real-time period
TIO = w.h. Such approach becomes especially interesting
when considering components involving sparse execution time
peaks (larger than h units or real-time) separated by several
simulation steps inducing lower execution times. This is the
case for combustion models where the simulated time step
matching a combustion induces a computation time 2 to 3
times higher than h.

F. Toward weak precedence constraints

Although making the most of a model’s dynamics using
multirate simulation and allowing for multiple time steps to
be computed in a same job, precedence constraints impose
a set of data dependent tasks to wait for each other when
they are released at the same instant (always occurring at their
hyperperiod: the Least Common Multiple of the periods).

In this case, the sum of each components’ computation
times can exceed the time constraint and cause an overrun.

Considering enough processors to be available, removing
precedence constraints induced by data dependencies would
allow for the parallel execution of all components’ simulation
step. Each destination component will not wait for the freshest
data to be computed and use a data computed in the previous
computation of the source component, i.e. the data suffers a
“simulated time lag” of one source model’s step size. More
formally, considering two data dependent models A and B of
identical step size h such that A→ B, computing the outputs
of B at the k-th time step need its inputs, denoted uB(kh),
to equal the outputs of A to be already computed for this
very step, i.e. uB(kh) = yA(kh). Removing the dependency
for a parallel execution may lead to simulation results degra-
dations as reading the inputs uB(kh) before yA(kh) can be
computed induces uB(kh) = yA((k − 1)h), hence involving
a simulated time lag of a step-size h. Furthermore, since the
states update equations also require the same simulation time
constraints, this error is going to be integrated, impacting the
later simulation steps.

However from a simulation standpoint, the data continuous
models exchange represent physical variables. In physics, the
majority of variables are continuous and are characterized
by a maximal frequency (for example, through a Fourier
decomposition). “Sampling frequencies” are usually related to
this maximum frequency and are usually set to several times
this maximum frequency (also called Nyquist rate), causing
values of a physical signal computed in a few successive
simulation steps to be close enough from each others, limiting
results degradation. On the contrary such approach is usually
discouraged when dealing with discrete (and often critical)
applications to be embedded as functional properties of the
algorithms are closely linked to the timed constraints.

Models can consequently show a robustness when prece-
dence constraints are discarded. Even when perturbation on
exchanged (simulated) signals cause a degradation of the
overall simulation results, it is sometimes just an initialization
problem which prevents some models from reaching their
equilibrium point during the first time step. It could be
fixed by performing the first co-simulation step off-line with
precedence constraints, then relaxing these to begin the real-
time triggering of each task. We call such data dependencies
“one-shot” data dependencies as they only ensure precedence
constraints once.

IV. CPS SIMULATION CASE STUDY; INTERNAL
COMBUSTION ENGINE

A. Case study description

An internal combustion engine (ICE) is a machine that
converts chemical energy (produced by the combustion of a
fuel in a combustion chamber) into useful mechanical motion.
The case study of this paper focuses on a four cylinders, four
strokes turbocharged Diesel engine. A Diesel engine is an
internal combustion engine that uses the heat of compression
to initiate the ignition. This contrasts with a petrol engine
where the air-fuel mixture is ignited by a spark plug. Diesel
engines appear as an alternative to gasoline engines due to



their low fuel consumption and CO2 emissions. Their carbon
monoxide (CO) and unburnt hydrocarbons (HC) emissions
are negligible. However, the main concerns are related to
the emissions of oxides of nitrogen (NOx) and particulate
matter (PM). This motivates the current researches on new
combustion concepts.

ICE simulators may be classified into three main categories
[8]. 3-dimensional partial differential equation models are
the most precise simulation models of ICE and require the
solving of three dimensional partial differential equations
describing gas movements, air-fuel mixture, diffusion, etc.
These simulations are used for designing new mechanical
components. Simulating one engine cycle (around some mil-
liseconds) may take several minutes or hours on HPC. 0-
dimensional multi-zone models are based on ODEs, rather than
partial differential equations, for that reason they are called
“0-dimensional”. The ODEs represent the time evolution of
important engine variables. This category of model is used
at engine design for dimensioning purposes and for control
validation on desktop. To the best of our knowledge, 0-
dimensional multi-zone models were not used in real-time
simulation (due to their computational complexity). Reduced
0-dimensional models are obtained through the reduction of
the previous ones in order to fit real-time validation require-
ments. Typically, phenomenological combustion models are
replaced by neural networks that need to be trained using
data produced in experimental test beds or by 0D/3D models.
However this requires an important calibration effort (learning
from the database) and leads to models with reduced validity
domains. In order to validate innovative combustion concepts,
the precision of the real-time simulators is a strong advantage.
The motivation of this case study is consequently to enable the
use of 0-dimensional multi-zone models on real-time applying
the previously presented methods on the engine model. The
engine simulator was built in the multi-physics simulation
environment AMESim, with the IFP-Engine library. In order
to validate the behavior of the real-time simulator, we compare
the value of representative variables with the reference ones
obtained from experimental test facilities. These variables
are cylinder pressures and temperatures, intake and exhaust
manifold pressures and temperatures, and the Indicated Mean
Effective Pressure (IMEP) which may be considered as the
average pressure over a cycle in the combustion chambers of
the engine.

The real-time platform uses the RTX RTOS which is the
same as the one employed for the monitoring of actual engine
testbeds. The hardware is an “Intel Xeon X5680” processor
with 6 cores of 3.33 GHz frequency.

B. Real-Time Simulation results

Based on the previous sections of the paper, the real-time
simulation of the use case (figure 1) is studied. Different
implementations are compared, measuring the real-time effi-
ciency compared to simulation results. The control algorithm
embedded in the ECU will perform as if the engine was
real, being triggered by the ECU every 100µs, reading its

inputs (measurements), computing the new set points and
sending them back to the engine on the next period. Data
transmissions are performed using optical fiber based network
and considered to be instantaneous. Each simulated component
communicating with the ECU is embedded in a periodic real-
time task performing a fixed number of simulation steps, using
explicit forward Euler method which step size is set prior the
simulation. As a measurement of the real-time efficiency, we
still consider the processor utilization factor. On multicore
execution, U equals the maximum U witnessed among all
cores and takes into account the blocking times of tasks as
they wait for other ones to finish. In other words, U is the
ratio between the time duration needed to provide simulated
results and the time at which they should have been available.
A value bigger than 100% involves a failure to satisfy the
constraints.

1) Referent results: The case study does not exhibit any
potential parallelism and we consider the simulation of the
engine model as a single component embedded in a periodic
task, needing a step size h = 25µs to accurately simulate
the result of each combustion. Performing a pessimistic real-
time simulation involves a real-time period T = h = 25µs.
Even though providing the very same results than offline
simulation, the resulting computation times induce U = 840%
which is unsustainable, even though considering small overrun
acceptable.

2) Intra-parallelism extraction: Using available insight on
the engine model, 5 parts were extracted by grouping subparts
with similar dynamics and selecting data dependencies with
the lowest dynamics. As shown in figure 2, the “Air Path”
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Fig. 2. Data dependencies between components

component simulates the inner engine dynamics (air/fuel flow
among the different engine parts) and interacts with the com-
bustion chambers. The involved dynamics impose a maximum
step-size hAP = 100 µs in order to be accurately simulated.
It is embedded in a periodic real-time task, denoted τAP of
period TAP . Each of the four combustion chambers computes
the results of a combustion when it takes place in its respective
cylinder, namely the produced torque and gases emitted. The
dynamics involved are stiffer than the Air Path’s and need a
maximal step-size hC1...4 = 25 µs in order to be accurately
simulated. Each component is embedded in a periodic real-



time task, denoted τC1...4, of period TC1...4.
The precedence constraints between the Air Path and the

combustions components involve a causality loop that needs
to be broken. As the combustions are utterly disturbed by
delayed data on their input, the delay was inserted on the
output data of the combustion components, giving the Air
Path a delayed data. The precedence constraints induced
are τAP → {τC1 . . . τC4}, exhibiting potential parallelism
between the combustion components.

We still consider a pessimistic real-time simulation for the
following scenario: setting all tasks’ periodic constraints to
their embedded component’s step size. Keeping the best results
representativity involves using the smallest step size for all
components (25µs) and ensuring all precedence constraints,
inducing U = 660% as we exploit inter-component parallelism
between the combustions.

Now making best use of the Air Path’s dynamics, we can
stretch hAP (and thus TAP ) to 100µs, still getting relevant
results. This way, considering 100µs to simulate, only one
simulation step is needed from the Air Path instead of four pre-
viously. Considering TAP to be the leading real-time constraint
(as TAP = TECU ), we get U = 405% as the combustion
tasks still require a 25µs period for their execution, inducing
4 ∗ 4 = 16 computations in a TAP period.

In order to gain more parallelism, we can remove the prece-
dence constraints previously set, inducing a simulated time
lag on all combustion components’ inputs. Such configuration
allows for U = 365% but introduces a phase shift on the
pressure which is a critical degradation according to the model
designers. Using a “one-shot” precedence constraint fixed the
shift by accurately initializing the combustion models, keeping
the same real-time ratio and providing better overall results as
shown in figure 3.
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Fig. 3. Phase shift of Pcyl and benefits of the one-shot precedence

3) Releasing the step-size = period constraint: We now
consider a wiser periodic constraint set to the ECU trigger-
ing period TECU and set a periodic mesh point constraint
Tmesh = TECU = 100µs inherited by all tasks. This way, the
combustion tasks involve four simulation step computations
for every period TC1...4 = 100µs = 4 ∗ hC1...4. Note

the RTOS time quantum can now be increased from 25µs
(implying U = 268%) to 100µs (implying U = 194%)
as all tasks’ period are set to 100µs. Now using one-shot
precedence constraints, U finally reaches just under the 100%
bound which renders the system schedulable, even though
lacking of a safety margin. Moreover, embedding the four
simulation steps of a combustion model in a single task creates
a synergistic improvement on the simulation results. Indeed the
AirPath may finish a simulation step (and update its outputs)
at an unpredictable moment, causing jitter on the input data
“freshness” of each of the four combustion steps. Computing
the four combustion steps in a single job shields it from such
jitter as the inputs are read once at the beginning of each job.

V. CONCLUSION

In this paper we emphasized that the growing need for
efficient real-time simulation conceals complex cross-domain
issues. We believe these issues cannot be addressed unless
innovative methods are investigated, jointly considering model
design and real-time computing domains. We first argued of
the need for fixed step solvers in a multirate integration ap-
proach, making a better use of the different dynamics involved
in order to lower the number of computations. We expressed
the synergistic benefits of multi-core simulation through the
exploitation of potential parallelism present in the initial set
of models or extracted using physical model splitting. Based
on insight of the models’ robustness, parallelism can be further
increased by relaxing some precedence constraints. On the
real-time side, properly defining the time constraints allows
for wider simulation windows to be computed for each task,
further reducing RTOS overhead and thus, the CPU load.
Finally, we described how these techniques helped us for the
real-time simulation of a Diesel engine simulator including
phenomenological combustion models.
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